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Course syllabus 
 

1. Course description 

The course involves the application of Decision Focused Evaluation (DFE) for 

researchers. DFE tailors Impact Evaluation (IE) to the decision-making needs and 

constraints of implementers. The course examines the need and importance of evidence 

to support decision-making processes across various sectors. This is backed by evidence 

from a study undertaken by NIERA to determine stakeholders’ demand for IE, document 

gaps and identify opportunities for DFE across East Africa. The study suggests that lack 

of technical capacity hampers potential for IE to be used as a common research, program 

and policy tool. 

Specifically, the course presented here responds to the challenge of limited capacity of 

researchers in accessing, appraising, interpreting, synthesizing and, utilizing research 

evidence in decision-making. Additionally, the course provides insight into understanding 

basic concepts of IE and the associated linkages to program, practice or policy. 

Specifically, it the course provides insights on why an impact evaluation might be 

undertaken and when it is worthwhile to do so, on the various methods of impact 

evaluation, how to implement an impact Evaluation and how to get data for an impact 

evaluation.  

The course is a 7 days Impact Evaluation Curriculum and Training for applied researchers 

designed to equip researchers with appropriate knowledge, skills and attitude towards 

Decision Focused Impact Evaluation, methods of impact evaluation, Sampling, data 

collection and analysis, implementing impact evaluation and on writing and disseminating 

an impact evaluation finding. 

 

2. Purpose of the course 

To equip researchers, through practical and experiential learning, with knowledge needed 

to understand DFE Impact Evaluation in their specific operations, to interpret and apply 

the concepts across different levels and contexts.   

 

3. Training design 
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The training is designed for researchers. The course builds on each participant’s past 

knowledge and experience and takes advantage of the individual’s motivation to 

accomplish the learning tasks in a minimum amount of time. This modular based course 

adopts a participatory and interactive approach and is designed to maximize the 

involvement of all participants. Participants will learn through a combination of individual 

reading sessions, group discussions, exercises, and case studies. 

 

4. Target audience  

Target audiences of this course are applied researchers who are working in research 

institutions. 

 

5. Training qualification criteria/requirement 

The responsibility for meeting learning objectives is shared by the trainer and trainees. 

The role of the trainer is to facilitate learning. The trainer guides trainees during the 

training towards the acquisition of new or improved skills in Decision focused impact 

evaluation.  

Trainers will be selected according to the following criteria 

- Demonstrated proficiency in decision focused impact evaluation. The trainer must 

have knowledge and skill in the selected areas of the DFIE to train the course. 

- The trainers must have rich experience in conducting research that applied impact 

evaluation techniques in East Africa 

- The trainers must have received training on DFIE and facilitation skill.  

The trainees must have at least have Bachelor, master, PhD degrees and or postdoctoral 

level and are early career researcher. They should have basic understanding in statistics. 

   

It is recommended that 3 trainers for a 20-25 participants to conduct this DFIE course. 

The trainers can divide roles and responsibilities according to their expertise. 

 

6. Learning outcomes 

At the end of the course learners will be able to: 

 Use linear regression as a way to approximate conditional expectation functions.  
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 Understand most relevant concepts related to statistical inference and hypothesis 

testing.  

 Evaluate the assumptions behind linear regression models using a set of 

specification 

 Discuss impact evaluation and its significance.  

 Understand ethical issues in impact evaluation 

 Discuss the role of impact evaluations in Policy decisions.  

 Discuss and construct theory of change for impact evaluation projects.  

 Describe and understand causal inference and counterfactuals.  

 List the different impact evaluation methods 

 Describe the difference between impact evaluation methods  

 Define randomized assignment  

 Identify how to design a randomized experiment 

 Explain the difference between external and internal validity 

 List the advantages of randomization  

 Explain the steps of randomized assignment of a program to treatment and control  

 Define Intention-to-treat (ITT) and treatment-on-the-treated (TOT) 

 Define regression discontinuity design 

 Identify the conditions and assumptions of RDD 

 Describe the difference between Fuzzy and sharp types of RDD designs 

 Define difference in difference  

 Define matching  

 Describe the various problems with experimental design  

 Discuss how to get data for impact evaluation 

 Discuss how to implement an impact evaluation 

 

7. Training methods 

This training adopts a participatory and interactive approach and is designed to maximize 

the involvement of all participants. Participants will work through the sessions with the aid 

of different supporting materials for the training. The participants will also learn through a 
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combination of individual reading sessions, group discussions, facilitator-led short answer 

exercises and case studies. 

 

8. Course evaluation 

 End course evaluation should be completed by each participant. 

 Pre-and post-training knowledge assessment. 

 Each participant will be evaluated during performing group activities and case 

studies. 

 

9. Trainee assessment and certification criteria 

Learners will be issued with certificate of completion of ‘DFIE Impact Evaluation for 

Researchers’ upon successful completion of the course, which is assessed based on the 

Trainees’ score of at least 80% on the post course knowledge assessment. 
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Course schedule 
Date time Activities/agendas Responsible Facilitator 

Day one 8:30 -9:00 Registration  Organizers   

9:00-9:15  Welcoming/opening remark Organizers representatives 

9:15-10:00 Introduction of participants  Participants   

10:00-10:45 Pretest  Facilitators   

10:45-11:00  Ground rule and expectation from 
the training 

Facilitators   

11:00-11:30 Tea break   

11:30-11:50 Course overview  Facilitators   

12:00-12:30 Module 1: Introduction to Decision 
Focused Impact Evaluation 

 Session 1: an overview of impact 
evaluation 

Participants  Facilitators  

12:30-1:30 Lunch   

1:30-3:30  Session 2: Initial steps in setting up 
an impact evaluation 

Participants  Facilitators  

 
3:30-4:00 

 Session 3: Introduction to statistical 
inferences  

 And regression analysis 

Participants  
 

Facilitators  
 

4:00-5:00  Tea Break   

5:00-5:15  Daily evaluation Participants  Facilitators  

  Daily evaluation  Participants  Facilitators  

Day 
Two 

8:30-9:00 Recap  Participants  Facilitators 

9:00-10:00 Session 3: Regression analysis 
(continued) 

Participants  Facilitators  

10:00-10:30 Tea break   

10:30-12:30 STATA application for Session 3   

12:30-1:30 Lunch    

1:30-3:30 Module 2. Causal inferences and 
Methods of impact evaluation  
Session 1: Causal inferences and 
counterfactual 

Participants  Facilitators  

3:30-4:00 Tea break   

4:00-5:00 Session 2. Experimental design Participants  Facilitators  

Randomized assignment Participants  Facilitators  

Randomized promotion Participants  Facilitators  

 5:00-5:15 Daily evaluation   

Day 
Three 

8:30-8:40 Recapitulations  Participants  Facilitators  

 8:40-10:00 Session 3: Regression discontinuity 
design 

Participants  Facilitators  

10:00-10:30 Tea break   

10:30-12:30 Session 4: Difference-in-
differences  

Participants  Facilitators  

12:30-1:30 Lunch   

1:30-3:30 Session 5: Matching Participants  Facilitators  

3:30-4:00  Tea break   

4:00-5:00  Session 6: problems with 
experiment 

Participants  Facilitators  
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Date time Activities/agendas Responsible Facilitator 

5:00-5:15  Daily evaluation Participants  Facilitators  

Day 
Four 

8:30-8:40  Recapitulations    

8:40-10:00  STATA application on Module 2 Participants  Facilitators  

10:00-10:30  Tea break   

10:30-12:30  STATA application on Module 2 
(Continued) 

  

12:30-1:30  Lunch   

1:30-3:30  STATA application on Module 2 
(Continued) 

  

3:30-4:00  Tea break   

4:00-5:00  STATA application on Module 2 
(Continued) 

  

5:00-5:15   Daily evaluation   

Day 
Five 

8:30-8:40  Recapitulations    

8:40-10:00  Module 3. Getting Data for impact 
evaluation 

 Session 1: Sampling and power 
analysis 

Participants  Facilitators  

10:00-10:30  Tea break   

10:30-12:00  STATA application for session 1   

12:30-1:30  Lunch   

1:30-3:30  Session 2: Questionnaire design Participants  Facilitators  

3:30-4:00 Tea break   

4:00-5:00  Session 3: Field organization and 
survey management  

Participants  Facilitators  

5:00-5:15  Daily evaluation   

Day Six 8:30-8:40 Recapitulations    

8:40-10:00 Session 4: Quality assurance and 
Data management   

  

10:00-10:30 Tea break   

10:30-12:00  Module 4: Implementing an 
Impact Evaluation    

  

 Session 1. Choosing an Impact 
Evaluation Method 

  

12:30-1:30  Lunch   

1:30-3:30 Session 2: Managing an impact 
evaluation  

Participants  Facilitators  

3:30-4:00  Tea break   

4:00-5:00  Session 3: Transparency and 
reproducibility  

Participants  Facilitators  

5:00-5:15  Daily evaluation   

Day 
Seven 

8:30-8:40  Recapitulations    

8:40-10:00  Session 4: Disseminating results for 
impact 

Participants  Facilitators  

10:00-10:30  Tea break   

10:30-12:00  Session 4 (continued)   

12:30-1:30  Lunch   

1:30-3:30 Closing remarks, and certification  Participants  Facilitators  
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Module One: Introduction to Impact Evaluation 
Session One: An Overview of Impact Evaluation  

  

1.1. Introduction  

In this session, you will learn a general overview of impact evaluation including what it is, 

why an impact evaluation might be undertaken and when it is worthwhile to do so.  

At the end of this session, you will be able to  

- Understand what an Impact Evaluation is  

- Discuss why an impact evaluation might be undertaken 

- Discuss core elements of a well-designed impact evaluation  

- When it is useful to undertake impact evaluation 

- Discuss the ethical issues in undertaking impact evaluation  

 

1.2. What is Impact Evaluation 

Impact evaluation is one of many approaches that support evidence-based policy, 

including monitoring and other types of evaluation.  

Monitoring is a continuous process that tracks what is happening within a program and 

uses the data collected to inform program implementation and day-to-day management 

and decisions. Using mostly administrative data, the process of monitoring tracks financial 

disbursement and program performance against expected results and analyzes trends 

over time. Monitoring is necessary in all programs and is a critical source of information 

about program performance, including implementation and costs. Usually, monitoring 

tracks inputs, activities, and outputs, although occasionally it can include outcomes, such 

as progress toward achieving national development goals. 

Evaluations are periodic, objective assessments of a planned, ongoing, or completed 

project, program, or policy. Evaluations are used selectively to answer specific questions 

related to design, implementation, and results. In contrast to continuous monitoring, they 

are carried out at discrete points in time and often seek an outside perspective from 

technical experts. Their design, method, and cost vary substantially depending on the 

type of question the evaluation is trying to answer.  

 

Broadly speaking, evaluations can address three types of questions (Imas and Rist 2009): 
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 Descriptive questions ask about what is taking place. They are concerned with 

processes, conditions, organizational relationships, and stakeholder views. 

 Normative questions compare what is taking place to what should be taking place. 

They assess activities and whether or not targets are accomplished. Normative 

questions can apply to inputs, activities, and outputs. 

 Cause-and-effect questions focus on attribution. They ask about what difference 

the intervention makes to outcomes. 

 

There are many types of evaluations and evaluation methods, drawing on both 

quantitative and qualitative data. Qualitative data are non-numerical in nature but rather 

by means of language or sometimes images. Quantitative data are numerical 

measurements and are commonly associated with scales or metrics. Both quantitative 

and qualitative data can be used to answer the types of questions posed above. In 

practice, many evaluations rely on both types of data. There are multiple data sources 

that can be used for evaluations, drawing on primary data collected for the purpose of the 

evaluation or available secondary data. This training material focuses on impact 

evaluations using quantitative data, but underscores the value of monitoring, of 

complementary evaluation methods, and of using both quantitative and qualitative data. 

 

Impact evaluations are a particular type of evaluation that seeks to answer a specific 

cause-and-effect question: What is the impact (or causal effect) of a program on an 

outcome of interest? This basic question incorporates an important causal dimension. 

The focus is only on the impact: that is, the changes directly attributable to a program, 

program modality, or design innovation. 

 

The basic evaluation question—what is the impact or causal effect of a program on an 

outcome of interest? —can be applied to many contexts. For instance, what is the causal 

effect of scholarships on school attendance and academic achievement? What is the 

impact of contracting out primary care to private providers on access to health care? If 

dirt floors are replaced with cement floors, what will be the impact on children’s health? 

Do improved roads increase access to labor markets and raise households’ income, and 
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if so, by how much? Does class size influence student achievement, and if it does, by 

how much? As these examples show, the basic evaluation question can be extended to 

examine the impact of a program modality or design innovation, not just a program. 

 

The focus on causality and attribution is the hallmark of impact evaluations. All impact 

evaluation methods address some form of cause-and effect question. The approach to 

addressing causality determines the methodologies that can be used. To be able to 

estimate the causal effect or impact of a program on outcomes, any impact evaluation 

method chosen must estimate the so-called counterfactual: that is, what the outcome 

would have been for program participants if they had not participated in the program. In 

practice, impact evaluation requires that the evaluation team find a comparison group to 

estimate what would have happened to the program participants without the program, 

and then make comparisons with the treatment group that has received the program. 

 

1.3. Why Impact Evaluation 

Development programs and policies are typically designed to change outcomes such as 

raising incomes, improving learning, or reducing illness. Whether or not these changes 

are actually achieved is a crucial public policy question, but one that is not often 

examined. More commonly, program managers and policy makers focus on measuring 

and reporting the inputs and immediate impact of the program. For instance, how much 

money is spent, how many textbooks are distributed, how many people participate in an 

employment program, and so on rather than on assessing whether programs have 

achieved their intended goals of improving outcomes. 

 

Impact evaluations are part of a broader agenda of evidence-based policy making. This 

growing global trend is marked by a shift in focus from inputs to outcomes and results 

and is reshaping public policy. Not only is the focus on results being used to set and track 

national and international targets, but results are increasingly being used by, and required 

of, program managers to enhance accountability, determine budget allocations, and guide 

program design and policy decisions. 

 



 

14 
 

Monitoring and evaluation are at the heart of evidence-based policy making. They provide 

a core set of tools that stakeholders can use to verify and improve the quality, efficiency, 

and effectiveness of policies and programs at various stages of implementation—or, in 

other words, to focus on results. At the program management level, there is a need to 

make the case to decision makers that programs are achieving their intended results in 

order to obtain budget allocations to continue or expand them. At the country level, 

ministries compete with one another to obtain funding from the ministry of finance. And 

finally, governments are accountable to citizens to inform them of the performance of 

public programs. Evidence can constitute a strong foundation for transparency and 

accountability. 

The robust evidence generated by impact evaluations is increasingly serving as a 

foundation for greater accountability, innovation, and learning. In a context in which policy 

makers and civil society are demanding results and accountability from public programs, 

impact evaluation can provide robust and credible evidence on performance and, 

crucially, on whether a particular program has achieved or is achieving its desired 

outcomes. Impact evaluations are also increasingly being used to test innovations in 

program design or service delivery. At the global level, impact evaluations are central to 

building knowledge about the effectiveness of development programs by illuminating what 

does and does not work to reduce poverty and improve welfare. 

Simply put, an impact evaluation assesses the changes in the well-being of individuals 

that can be attributed to a particular project, program, or policy. This focus on attribution 

is the hallmark of impact evaluations. Correspondingly, the central challenge in carrying 

out effective impact evaluations is to identify the causal relationship between the program 

or policy and the outcomes of interest. 

Impact evaluations generally estimate average impacts of a program, program modalities, 

or a design innovation. For example, did a water and sanitation program increase access 

to safe water and improve health outcomes? Did a new curriculum raise test scores 

among students? Was the innovation of including non-cognitive skills as part of a youth 

training program successful in fostering entrepreneurship and raising incomes? In each 

of these cases, the impact evaluation provides information on whether the program 

caused the desired changes in outcomes, as contrasted with specific case studies or 
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anecdotes, which can give only partial information and may not be representative of 

overall program impacts. In this sense, well-designed and well-implemented impact 

evaluations are able to provide convincing and comprehensive evidence that can be used 

to inform policy decisions, shape public opinion, and improve program operations. 

 

Classic impact evaluations address the effectiveness of a program against the absence 

of the program in addition to addressing the basic question of whether a program is 

effective or not, impact evaluations can also be used to explicitly test alternative program 

modalities or design innovations. As policy makers become increasingly focused on better 

understanding how to improve implementation and gain value for money, approaches 

testing design alternatives are rapidly gaining ground. For example, an evaluation might 

compare the performance of a training program to that of a promotional campaign to see 

which one is more effective in raising financial literacy. An impact evaluation can test 

which combination of nutrition and child stimulation approaches has the largest impact on 

child development. Or the evaluation might test a design innovation to improve an existing 

program, such as using text messages to prompt compliance with taking prescribed 

medications. 

 

1.4. Core Elements of a Well-Designed Impact Evaluation 

Impact evaluations are complex undertakings with many moving parts. The following 

checklist highlights the core elements of a well-designed impact evaluation: 

 

 A concrete and relevant policy question—grounded in a theory of change—that 

can be answered with an impact evaluation 

 A robust methodology, derived from the operational rules of the program, to 

estimate a counterfactual that shows the causal relationship between the program 

and outcomes of interest 

 A well-formed evaluation team that functions as a partnership between a policy 

team and a research team 
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 A respect for ethical standards and consideration of human subjects in the design 

and implementation of the evaluation and related data collection, as well as 

attention to open science principles to ensure transparency 

 A sample with sufficient statistical power to allow policy-relevant impacts to be 

detected 

 A methodology and sample that provide results generalizable for the population of 

interest 

 High-quality data that provide the appropriate information required for the impact 

evaluation, including data for the treatment and comparison groups, data at 

baseline and follow-up, and information on program implementation and costs 

 An engagement strategy to inform policy dialogue through the implementation of 

the impact evaluation, as well as an impact evaluation report and associated policy 

briefs disseminated to key audiences in a timely manner. 

 

1.5. Impact Evaluation for Policy Decisions 

Impact evaluations are needed to inform policy makers on a range of decisions, from 

curtailing inefficient programs, to scaling up interventions that work, to adjusting program 

benefits, to selecting among various program alternatives. They are most effective when 

applied selectively to answer important policy questions, and they are often applied to 

innovative pilot programs that are testing an unproven, but promising approach. 

Impact evaluations can be used to explore different types of policy questions. The basic 

form of impact evaluation will test the effectiveness of a given program. In other words, it 

will answer the question, is a given program or intervention effective compared to the 

absence of the program? This type of impact evaluation relies on comparing a treatment 

group that received the innovation, program, or policy to a comparison group that did not 

in order to estimate effectiveness. The core challenge in an impact evaluation is to 

construct a comparison group that is as similar as possible to the treatment group. The 

degree of comparability between treatment and comparison groups is central to the 

evaluation’s internal validity and is therefore fundamental to assessing a program’s causal 

impact. Impact evaluations are also increasingly being used to test design innovations 

within a program without a pure comparison group selected from outside of the program. 
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These types of evaluations are often done to see whether a particular design innovation 

can boost program effectiveness or lower costs.  

Evaluations can also be used to test the effectiveness of program implementation 

alternatives. For instance, they can answer the following question: When a program can 

be implemented in several ways, which one is the most effective or cost-effective program 

modality? In this type of evaluation, two or more approaches or design features within a 

program can be compared with one another to generate evidence as to which is the most 

cost-effective alternative for reaching a particular goal. These program alternatives are 

often referred to as treatment arms. For example, a program may wish to test alternative 

outreach campaigns and select one group to receive a mailing campaign, while another 

receives house-to-house visits, and yet another receives short message service (SMS) 

text messages, to assess which is most cost-effective. Impact evaluations testing 

alternative program treatments normally include one treatment group for each of the 

treatment arms, as well as a pure comparison group that does not receive any program 

intervention. These types of evaluations allow decision makers to choose among 

implementation alternatives and can be very useful for enhancing program performance 

and saving costs. 

In addition, comparisons can be made among subgroups of recipients within a given 

evaluation, to answer the following question: Is the program more effective for one 

subgroup than it is compared with another subgroup? For example, did the introduction 

of a new curriculum raise test scores more among female students than male students? 

This type of impact evaluation questions seeks to document whether there is some 

heterogeneity in program impacts across subgroups. Such questions need to be 

considered upfront, as they need to be incorporated into the design of an impact 

evaluation and require sufficiently large samples to carry out the analysis of the different 

subgroups of interest. 

Beyond the various design features already discussed, it is useful to consider the 

channels through which impact evaluations affect policy. This can happen within a 

program with respect to decisions about continuing, reforming, or ending a program. 

Impact evaluation results can also inform the scale-up of pilots. Evaluations can also bring 

evidence from one country to another or can be used to explore fundamental questions 
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such as those concerning behavior. Venturing beyond the borders of an individual 

program evaluation raises the question of generalizability.   An evaluation sample is 

designed to be statistically representative of the population of eligible units from which 

the evaluation sample is drawn, and thus externally valid. Beyond external validity, 

generalizability concerns whether results from an evaluation carried out locally will hold 

true in other settings and among other population groups. This more expansive and 

ambitious concept depends on the accumulation of credible empirical evidence across a 

range of settings. 

Increasingly, the impact evaluation field is seeking to build on the growing stock of 

credible evaluations to achieve broadly generalizable findings. This effort centers on 

testing whether a particular theory of change holds in different contexts and on exploring 

whether a similar program tested in different settings yields similar results. The use of 

multiple evaluations to answer core questions or assemble evidence through meta-

analyses, systematic reviews, and evaluation registries is growing rapidly and opening a 

new frontier in evaluation work. If results are consistent across multiple settings, this gives 

policy makers greater confidence in the viability of the program across a range of contexts 

and population groups. This is an important consideration, as debates about the ability to 

replicate results are fundamental to questions about the broader effectiveness and 

scalability of a particular program. 

 

1.6. Deciding Whether to Carry Out an Impact Evaluation 

Not all programs warrant an impact evaluation. Impact evaluations should be used 

selectively when the question being posed calls for a strong examination of causality. The 

following few basic questions will help whether or not to carry out an IE. 

- The first question to ask is, what is at stake? Will evidence about the success of 

the program, program modality, or design innovation inform important decisions 

that involve budgetary allocation and program scale?  

 

- If you determine that the stakes are high, then the next question is, does any 

evidence exist to show that the program works? In particular, do you know how big 

the program’s impact would be? Is there evidence available from similar programs 
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under similar circumstances? If no evidence is available about the potential of the 

type of program being contemplated, you may want to start out with a pilot that 

incorporates an impact evaluation.  

 

- By contrast, if evidence is available from similar circumstances, the cost of an 

impact evaluation will probably be justified only if it can address an important and 

new policy question. To justify mobilizing the technical and financial resources 

needed to carry out a high-quality impact evaluation, the intervention to be 

evaluated should be: 

 Innovative. It will test a new, promising approach. 

 Replicable. It can be scaled up or can be applied in a different setting. 

 Strategically relevant. The evidence provided by the impact evaluation will 

inform an important decision concerning the intervention. 

 Untested. Little is known about the effectiveness of the program or design 

alternatives, globally or in a particular context. 

 Influential. The results will be used to inform policy decisions. 

 

 A final question to ask is, do we have the resources necessary for a good impact 

evaluation?  

- These resources concern technical elements such as appropriate data and time, 

financial resources to carry out the evaluation, as well as institutional resources 

with respect to the teams involved and their interest in and commitment to building 

and using causal evidence.  

If you decide that an impact evaluation makes sense given the questions at hand and the 

related need to examine causality, the stakes associated with the results, and the need 

for evidence about your program’s performance, then there are certain ethical issues that 

must be considered in implementing IE. These are discussed in the next section.   

 

1.7. Ethical Considerations in Impact Evaluation 

When the decision is made to design an impact evaluation, some important ethical issues 

must be considered. Questions have even been raised about whether impact evaluation 
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is ethical in and of itself. One point of departure for this debate is to consider the ethics of 

investing substantial public resources in programs whose effectiveness is unknown. In 

this context, the lack of evaluation can itself be seen as unethical. The information on 

program effectiveness that impact evaluations generate can lead to more effective and 

ethical investment of public resources. Other ethical considerations relate to the rules 

used to assign program benefits, to the methods by which human subjects are studied, 

and to the transparency in documenting research plans, data, and results.   

The most basic ethical principle in an evaluation is that the delivery of interventions with 

known benefits should not be denied or delayed solely for the purpose of the evaluation. 

In this book, we argue that evaluations should not dictate how benefits are assigned, but 

that instead evaluations should be fitted to program assignment rules that are equitable 

and transparent. In this context, any ethical concerns about the rules of program 

assignment do not stem from the impact evaluation itself but directly from the program 

operational rules. Planning evaluations can be helpful in clarifying program operational 

rules and helping to review whether they are equitable and transparent, based on clear 

criteria for eligibility. 

Randomized assignment of program benefits often raises ethical concerns about denying 

program benefits to eligible beneficiaries. Yet most programs operate in operational 

contexts with limited financial and administrative resources, making it impossible to reach 

all eligible beneficiaries at once. From an ethical standpoint, all subjects who are equally 

eligible to participate in any type of social program should have the same chance of 

receiving the program. Randomized assignment fulfills this ethical requirement. In 

situations where a program will be phased in over time, rollout can be based on randomly 

selecting the order in which equally deserving beneficiaries will receive the program. In 

these cases, beneficiaries who enter the program later can be used as a comparison 

group for earlier beneficiaries, generating a solid evaluation design, as well as a 

transparent and fair method for allocating scarce resources. 

The ethics of impact evaluation go beyond the ethics of program assignment rules. They 

also include the ethics of conducting research on human subjects, as well as the ethics 

of conducting transparent, objective, and reproducible research. In many countries and 

international institutions, review boards or ethics committees have been set up to regulate 
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research involving human subjects. These boards are charged with assessing, approving, 

and monitoring research studies, with the primary goals of protecting the rights and 

promoting the welfare of all subjects. Although impact evaluations are primarily 

operational undertakings, they also constitute research studies and as such should 

adhere to research guidelines for human subjects. 

Making your impact evaluation objective, transparent, and reproducible is an equally 

important ethical component of doing research. To make research transparent, impact 

evaluation plans can be included in a pre-analysis plan and submitted to a study registry. 

Once the research is completed, the data and code used in the analysis can be made 

publicly available so that others can replicate the work, while protecting anonymity. 
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Session Two: Initial Steps in Setting up an Impact Evaluation 

 

2.1. Introduction 

This session introduces the initial steps that are necessary to prepare for an evaluation. 

The steps involve engaging a range of stakeholders—from policy makers to program 

implementers—to forge a common vision of the program’s goals and how they will be 
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achieved. Applying the steps lends clarity and specificity that are useful both for 

developing a good impact evaluation and for designing and implementing an effective 

program.  

 

Each step is clearly defined and articulated within the logic model embodied in the results 

chain—from a precise specification of goals and questions, to the articulation of ideas 

embodied in the theory of change, to the identification of the outcomes the program aims 

to provide. A clear specification of the particular indicators that will be used to measure 

program success is needed not only to ensure that the evaluation is focused, but also 

that the program has well-defined objectives. It also provides a basis for determining 

anticipated effect sizes from the program. These parameters are essential to establishing 

technical elements of the evaluation, including the size of the sample required for the 

evaluation and power calculations, which will be discussed in module three.   

Learning outcome: at the end of this session learners will be able to 

 Identify the four initial steps that are necessary to prepare for an evaluation 

 Define theory of change 

 Define result chain 

 Identify the basic elements of result chain 

 understand outcome and performance indicator 

 

2.2. Constructing a Theory of Change 

A theory of change is a description of how an intervention is supposed to deliver the 

desired results. It describes the causal logic of how and why a particular program, 

program modality, or design innovation will reach its intended outcomes. A theory of 

change is a key underpinning of any impact evaluation, given the cause-and-eff ect focus 

of the research. As one of the 

first steps in the evaluation design, constructing a theory of change can help specify the 

research questions. 

Theories of change depict a sequence of events leading to outcomes; they explore the 

conditions and assumptions needed for the change to take place, make explicit the causal 
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logic behind the program, and map the program interventions along logical causal 

pathways. Working with 

the program’s stakeholders to put together a theory of change can clarify and improve 

program design. This is especially important in programs that seek to influence behavior: 

theories of change can help disentangle the intervention’s inputs and activities, the 

outputs that are delivered, and the outcomes that stem from expected behavioral changes 

among 

beneficiaries. 

The best time to develop a theory of change for a program is at the beginning of the 

design process, when stakeholders can be brought together to develop a common vision 

for the program, its goals, and the path to achieving those goals. Stakeholders can then 

start implementing the program from a common understanding of the program, its 

objectives, 

and how it works. 

 

Program designers should also review the literature for accounts of experience with 

similar programs, and verify the contexts and assumptions behind the causal pathways 

in the theory of change they are outlining.  

 

2.3. Developing a Results Chain 

A results chain is one way of depicting a theory of change. Other approaches include 

theoretical models, logic models, logical frameworks, and outcome models. Each of these 

models includes the basic elements of a theory of change: a causal chain, a specifi cation 

of outside conditions 

and influences, and key assumptions. In this book, we will use the results chain model 

because we find that it is the simplest and clearest model to outline the theory of change 

in the operational context of development programs. 

A results chain establishes the causal logic from the initiation of the program, beginning 

with resources available, to the end, looking at longterm goals. It sets out a logical, 

plausible outline of how a sequence of inputs, activities, and outputs for which a program 
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is directly responsible interacts with behavior to establish pathways through which 

impacts are achieved (figure 2.1). A basic results chain will map the following elements: 

 Inputs. Resources at the disposal of the project, including staff and budget. 

 Activities. Actions taken or work performed to convert inputs into outputs. 

 Outputs. The tangible goods and services that the project activities produce; these 

are directly under the control of the implementing agency. 

 Outcomes. Results likely to be achieved once the beneficiary population uses the 

project outputs; these are usually achieved in the short to medium term and are 

usually not directly under the control of the implementing agency. 

 Final outcomes. The final results achieved indicating whether project goals were 

met. Typically, final outcomes can be influenced by multiple factors and are 

achieved over a longer period of time. 

The results chain covers both implementation and results. Implementation concerns the 

work delivered by the project, including inputs, activities, and outputs. These are the areas 

under the direct responsibility of the project that are usually monitored to verify whether 

the project is delivering the goods and services as intended. Results consist of the 

outcomes and final outcomes, which are not under the direct control of the project and 

which are contingent on behavioral changes by program beneficiaries. In other words, 

they depend on the interactions between the supply side (implementation) and the 

demand side (beneficiaries). 

These are the areas typically subject to impact evaluation to measure effectiveness. A 

good results chain will help surface assumptions and risks implicit in the theory of change. 

Policy makers are best placed to articulate the causal logic and the assumptions on which 

it relies—as well as the risks that may affect the achievement of intended results. The 

team that conducts 

the evaluation should draw out these implicit assumptions and risks in consultation with 

policy makers. A good results chain will also reference evidence from the literature 

regarding the performance of similar programs. 

Results chains are useful for all projects—regardless of whether or not they will include 

an impact evaluation—because they allow policy makers and program managers to make 
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program goals explicit, thus helping to clarify the causal logic and sequence of events 

behind a program. They 

can also identify gaps and weak links in program design and therefore can help improve 

program. Results chains also facilitate monitoring and evaluation by making evident what 

information needs to be monitored along each link in the chain to track program 

implementation and what outcome indicators need to be included when the project is 

evaluated. 
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2.4. Specifying Evaluation Questions 

A clear evaluation question is the starting point of any effective evaluation. The 

formulation of an evaluation question focuses the research to ensure that it is tailored to 

the policy interest at hand. In the case of an impact evaluation, it needs to be structured 

as a testable hypothesis. The impact evaluation then generates credible evidence to 

answer that question. As you will remember, the basic impact evaluation question is, what 

is the impact (or causal eff ect) of a program on an outcome of interest? The focus is on 

the impact: that is, the changes directly attributable to a program, program modality, or 

design innovation. 

Input Activities Output Outcomes Impact 
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The evaluation question needs to be guided by the core policy interest at hand. As 

discussed in chapter 1, impact evaluations can explore a range of questions. The 

evaluation team should clarify which question will be examined as a first step, drawing on 

the theory of change before looking at how the evaluation will be conducted. 

Traditionally, impact evaluations have focused on the impact of a fully implemented 

program on fi nal outcomes, compared with the results observed in a comparison group 

that did not benefit from the program. The use of impact evaluations is expanding. The 

evaluation team can ask, is the key evaluation question the “classic” question about the 

effectiveness of a program in changing final outcomes? Or is it about testing whether one 

program modality is more cost effective than another? Or is it about introducing a program 

design innovation that is expected to change behaviors, such as enrollment? New 

approaches to impact evaluation are being introduced in creative ways to tackle questions 

of policy concern across a range of disciplines 

(see box 2.2). 

In an impact evaluation, the evaluation question needs to be framed as a well-defined, 

testable hypothesis. You need to be able to frame the question in such a way that you 

can quantify the difference between the results obtained contrasting the treatment and 

comparison groups. The results chain can be used as a basis for formulating the 

hypothesis that you would like to test using the impact evaluation. As illustrated in box 

2.3, there are often a few hypotheses associated with the program, but not all can or 

should be explored in an impact evaluation. In the mathematics curriculum example in 

box 2.2, the evaluation question was derived from fundamental elements of the theory of 

change and formulated as a clear, testable, and quantifi able hypothesis: What is the eff 

ect of a new mathematics curriculum on test scores? In the example that we will apply 

throughout the book, the Health Insurance Subsidy Program (HISP), the evaluation 

question is, what is the eff ect of HISP on poor households’ out-of-pocket health 

expenditures? 

 

2.5. Selecting Outcome and Performance Indicators 

A clear evaluation question needs to be accompanied by the specification of which 

outcome measures will be used to assess results, including in the case of multiple 
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outcomes. The outcome measures selected will be used to determine whether or not a 

given program or reform is successful. They are also the indicators that can be referenced 

in applying power calculations used to determine the sample sizes needed for the 

evaluation, as discussed in chapter 15. 

Once the main indicators of interest are selected, clear objectives in terms of program 

success need to be established. This step amounts to determining the anticipated effect 

of the program on the core outcome indicators that have been selected. Effect sizes are 

the changes expected as a result of the program or the reform, such as the change in test 

scores or the take-up rate of a new type of insurance policy. Expected effect sizes are the 

basis for conducting power calculations. 

It is critical to have the main stakeholders in the evaluation team (both the research team 

and the policy team) agree on both the primary outcome indicators of interest in the impact 

evaluation and the effect sizes anticipated as a result of the program or innovation (for 

more on the evaluation team, see chapter 12). These are the indicators that will be used 

to judge program success and form the basis for the power calculations. Impact 

evaluations can fail because they do not have sample sizes large enough to detect the 

changes that have resulted from the program; they are “underpowered.” 

Minimum expected effect sizes should be determined to establish basic criteria for 

success of the program or innovation. When data are available, ex ante simulations can 

be conducted to look at different outcome scenarios to benchmark the type of effect sizes 

that can be expected across a range of indicators. Ex ante simulations can also be used 

to look at initial measures of cost-benefit or cost-effectiveness and to compare alternative 

interventions for generating changes in the outcomes of interest. 

A clearly articulated results chain provides a useful map for selecting the indicators that 

will be measured along the chain. They will include indicators used both to monitor 

program implementation and to evaluate results. 

Again, it is useful to engage program stakeholders from both the policy and research 

teams in selecting these indicators, to ensure that those selected are good measures of 

program performance. A widely used rule of thumb to ensure that the indicators used are 

good measures is summed up by the acronym SMART. Indicators should be the 

following: 
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 Specific: To measure the information required as closely as possible 

 Measurable: To ensure that the information can be readily obtained 

 Attributable: To ensure that each measure is linked to the project’s eff orts 

 Realistic: To ensure that the data can be obtained in a timely fashion, with 

reasonable frequency, and at reasonable cost 

 Targeted: To the objective population. 

When choosing indicators, remember that it is important to identify indicators all along the 

results chain, and not just at the level of outcomes, so that you will be able to track the 

causal logic of any program outcomes that are observed. Indeed, with implementation 

evaluations that focus on testing two or more design alternatives, the results of interest 

may occur earlier in the results chain, as an earlier output or early-stage outcome. Even 

if you are only interested in outcome measures for evaluation, it is still important to track 

implementation indicators, so you can determine whether interventions have been carried 

out as planned, whether they have reached their intended beneficiaries, and whether they 

have arrived on time. Without these indicators all along the results chain, the impact 

evaluation risks producing a “black box” that identifies whether or not the predicted results 

materialized; however, it will not be able to explain why that was the case. 

 

2.6. Checklist for Getting Data for Your Indicators 

As a final checklist once indicators are selected, it is useful to consider the arrangements 

for producing the data to measure the indicators. 

This checklist covers practical arrangements needed to ensure that you can produce each 

of the indicators reliably and on time (adapted from UNDP 2009): 

 Are the indicators (outputs and outcomes) clearly specified? These are drawn from 

the core evaluation questions and should be consistent with program design 

documents and the results chain. 

 Are the indicators SMART (specific, measurable, attributable, realistic, and 

targeted)? 

 What is the source of data for each of the indicators? There needs to be clarity on 

the source from which data will be obtained, such as a survey, a review, or 

administrative data. 
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 With what frequency will data be collected? Include a timeline. 

 Who is responsible for collecting the data? Delineate who is responsible for 

organizing the data collection, verifying data quality and source, and ensuring 

compliance with ethical standard 

 Who is responsible for analysis and reporting? Specify the frequency of analysis, 

analysis method, and responsibility for reporting. 

 What resources are needed to produce the data? Ensure that the resources 

required are clear and committed to producing the data, which is often the most 

expensive part of an evaluation if collecting primary data. 

 Is there appropriate documentation? Plans should be in place for how the data will 

be documented, including using a registry and ensuring anonymity. 

 What are the risks involved? Consider the risks and assumptions in carrying out 
the planned monitoring and evaluation activities, and how they might affect the 
timing and quality of the data and of the indicators. 
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Session Three: Introduction to Statistical Inferences and Regression Analysis  

 

3.1. Introduction 

Regression analysis is often used to model and make predictions about real-world 

systems. For example, rudimentary weather forecast was based on linear regressions of, 

say, the amount of rainfall in millimeter on several regressors such as the date and month, 

rainfall in the previous time period, temperature, humidity, and other such variables. The 

model then provided predictions of future rainfall given the present values of the 

regressors.  

However, regression analysis in the context of impact evaluations primarily a tool for 

statistical inference. In fact, statistical research in social science fields such as 

economics, epidemiology and psychology has extensively relied on regression analysis 

as a key tool to evaluate hypothesis or research questions. Without a good understanding 
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of statistical inference (hypothesis testing) and application of regression analysis, it will 

be challenging to conduct impact evaluations. We will assume you already have 

knowledge of basic statistical and econometric methods. In this session, we will review 

basic concepts about statistical inference, the use of regression analysis to infer causal 

effects and a set of techniques to evaluate the validity of assumptions behind the standard 

regression model. 

Learning objectives: After completing this section, participants will be able to: 

 Use linear regression as a way to approximate conditional expectation functions.  

 Describe most relevant concepts related to statistical inference and hypothesis 

testing.  

 Evaluate the assumptions behind linear regression models using a set of 

specification tests.  

 

3.2. Statistical Inference: concept and hypothesis testing  

The goal of this section is to refresh some basic concepts used in statistical inference or 

hypothesis testing. The need for statistical inference arises because we cannot observe 

the entire universe or target population. Instead, we have to make predictions about the 

target population on the basis of a smaller sample from that population, and we have to 

select a finite number of measurements within that sample. Since we sample only a part 

of the target population, there is sampling error in all of our estimates. After all, there is 

no guarantee that a measurement on a sample is precisely the same as that 

measurement would be over the entire population. For example, if the average age in a 

sample is 52.3 years, how confident are you that the average age in the entire population 

is precisely 52.3 years and not, say, 51 years or 48 years?  

Theoretically, each sample from a population could yield a different estimate. For 

example, if we randomly sampled 1000 individuals from a population of 5 million people, 

then there are a tremendous number of ways of selecting samples consisting of different 

sets of 1000 individuals. Not all of these samples (indeed, perhaps none of the samples) 

will have average ages equal to the average age of the population; indeed, some might 

have sample means that are very different from the population mean. Therefore, the 

sample mean is best characterized as a distribution of values, where the distribution 
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represents our uncertainty about the population mean. In the next few sections, we 

introduce notation and interpretations to express and understand this uncertainty. 

 

3.2.1. Key Concepts  

As discussed above, we estimate a sample mean only as an approximation of the 

population mean. Let’s denote sample mean as Ȳ and the population mean as µ. 

However, the mean itself tells us nothing about the variance of our estimate. For example, 

a population with mean age of 53 may comprise 1,000 53-year-olds, but it may instead 

comprise 500 ten-year-olds and 500  96-year-olds. Sample second statistic could give us 

a sense of the variability of the sample. 

Keep in mind that measurement uncertainty is due to sampling, or our inability to know 

and measure population averages, whereas the variability in the population is a 

characteristic of the population. We use a statistic called the variance to describe the 

spread of a measurement across the population. The population variance is denoted as 

𝛿2 and the sample variance is denoted as S2. The formulas that we use to calculate or 

estimate the population and sample mean and variance are as follows: 

 

 

where Yi is the measurement of interest for individual i, N is total number of individuals in 

the population, k represents an individual in a sample, and n is the sample size.  

Sample Mean Theorem: In a random sample from a target population, the sample mean 

(Ȳ) has an expectation equal to the population mean µ. Expectation is a probabilistic 

concept which can be interpreted as stating which value of the given parameter should 

be “expected” given certain information about the population’s distribution of the 
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measurement in question; a more comprehensive explanation can be found in any basic 

statistics and probability textbook.  

The Law of Large Numbers: In a random sample from a target population, as the sample 

size increases, the sample mean converges in probability to the population mean. In other 

words, no matter the underlying distribution of the measurement of interest, if we have a 

large sample size, then we can reasonably approximate the population mean by the 

sample mean.  

Central Limit Theorem: The distribution of the sample mean of a variable estimated from 

random samples drawn repeatedly from a population distribution with a well-defined 

expected value for the mean µ and variance 𝛿2 converges to a normal distribution with 

mean µ and standard deviation (or standard error) 𝜎/√𝑛. The central limit theorem plays 

an extremely important role in statistical inference. No matter how a measurement of 

interest is distributed across the population, the distribution of its mean can be reasonably 

approximated by the normal distribution when the sample size is large. This result enables 

us to conduct hypothesis testing on sample means whether or not we know the underlying 

distribution of the measurement in question, which we will further discuss below. 

 

3.2.2. Hypothesis Testing  

Hypothesis testing is a fundamental part of any statistical analysis. When we conduct a 

hypothesis test, we specify a testable null hypothesis and alternative hypothesis, using 

our data to test whether it provides evidence against the null hypothesis (and therefore in 

favor of the alternative hypothesis). Below are the key steps in hypothesis testing.  

 

Step 1: Specify the null and alternative hypotheses  

For example, the null hypothesis in context of an impact evaluation can be:  

H0: The intervention has no effect on the income levels of the household  

H1: The intervention changes the income of the household.  

The null hypothesis is either rejected or not rejected based on statistical significance 

tests. Note: while we sometimes state that “we reject the null hypothesis” with a certain 

amount of certainty, this never constitutes an acceptance of the alternative hypothesis. 

We can also have a null hypothesis like “H0: The mean income in the population is equal 
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to 1200 Birr” and alternative hypothesis like “H1: the mean income in the population is not 

equal to 1200 Birr.”  

Sometimes we are interested in checking whether a given statistic is different from zero 

(statistically significant). In this situation the null hypothesis is, for example, “H0: the rate 

of increase in income per additional year of education is 0” and the alternative hypothesis 

is “H0: the rate of increase in income per additional year of education is different from (or 

greater than) 0”.  

 

Step 2: Decide the statistical significance levels or confidence on your inference  

No matter large a sample, there always remains a chance that any statistic estimated 

from the sample is not the population statistic, so that the inference based on such a 

sample statistic may not accurately reflect the population.  

There are two types of errors we consider in hypothesis testing.  

 Type I Error: Rejecting the null hypothesis when it is true 

 Type II error: failing to reject the null hypothesis when it is false.  

A type I error can be thought of as a “false positive,” while a Type II error can be thought 

of as a “false negative.” We will often deal with Type II errors when we discuss the sample 

design for impact evaluations. For typical hypothesis testing presented here, we mainly 

worry about the Type I error. We define α, usually known as the statistical significance 

level, as the probability of committing a Type I error.  

How much error are you willing to accept in your statistical inference? Each researcher 

must determine a level of alpha that is appropriate to his study. There is a tradeoff. The 

sample size required to make the risk of a Type I error very small is often too high to be 

affordable for most projects. The values traditionally used in empirical research are 1%, 

5% and 10% Type I error rates, but there is no theoretical foundation for assuming these 

values. In this course, we will typically assume that 5% is an appropriate level of Type 1 

error. 

 

Step 3: Calculate the test statistic and its distribution  

We are going to discuss variants of the student t-test, which is one of the oldest and most 

powerful statistical tests to assess whether the difference in two means, or a mean and a 
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constant, is statistically significant (different than 0). In fact, if you are able to design a 

randomized control trial and achieve perfect balance of covariates at the baseline and 

perfect compliance with your study design, then a t-test (or its variants) is all that you 

would need to estimate the effect of the treatment. The general formulae for a t-test are,  

 Compare a distribution of sample mean with a fixed value  

 

where Ȳ is the sample mean, µ0 is the constant (which can be 0), S is the sample 

standard deviation, and n is the sample size. 

 Compare a distribution of sample mean with another mean distribution  

 

Where �̅�and �̅� are the sample means we wish to compare, SY is the sample standard 

deviation and nY is the sample size for the distribution of variable Y, and SX is the sample 

standard deviation and nX is the sample size for the distribution of variable X.  

As the numerators in the above formulas suggest, when the two means or the mean and 

the fixed number are similar or equal the t-statistic is small. Therefore, under the null 

hypothesis we expect the t-statistic to be zero. However, because of uncertainty in sample 

means (standard errors), the t-statistic also has an underlying distribution. The standard 

deviation of t-statistics depends on the degrees of freedom for the t-statistics.  

The degrees of freedom are estimated as follows.  

 Comparing a sample mean distribution with a fixed value: n – 1  

 Comparing a sample mean distribution with another mean distribution where both 

have the same variance and same sample size (n): 2n – 2  

 Comparing a sample mean distribution with another mean distribution where both 

have the same variance but different sample size (n1 and n2): n1 + n2 – 2  

 Comparing a sample mean distribution with another mean distribution where both 

have the different variance and sample size (n1 and n2): the formula is 

complicated; rely on statistical software (e.g., STATA).  
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The properties of a t-distribution are not covered in this module, but you can read more 

about t-distributions elsewhere if you are interested. However, note that: 

 t- distribution are different for different degrees of freedom 

 As sample size (and his degrees of freedom) increases, the distribution approach 

a standard normal distribution.   

Step 4: Compare the t-statistic with the reference distribution  

Consider the Figure below, where the t-distribution with sample size of 100 or degrees of 

freedom of (100 – 2 =) 98 is presented. If the calculated t-statistic is too far away from 0, 

in the “red zone”, then that the researcher can report with high confidence that the 

difference in the two quantities tested is not zero, and thus that the two quantities have 

different means. The “red zone” is based on the t-distribution and the Type I error rate (or 

α) that we set in Step 2. In the figure, the Type I error rate or statistical significance level 

is set at 5% total or 2.5% on either side. The critical values of t for the given distribution 

are ±1.98. If the estimated t-statistic is >1.98 or < –1.98 then we state that the null 

hypothesis is rejected with 95 percent confidence.  

For example, when testing whether the mean income is 1200 Birr with a sample size of 

100, we obtain a t-statistic of 0.45, implying that the sample does not provide evidence 

supporting the rejection of the null hypothesis. On other hand, if the t-statistic had been 

3.6, then we would reject the null hypothesis that the sample mean is 1200 Birr at a 

statistical significance level of α=5%. 
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Figure 1. Example of t-distribution 

 

The critical t-value is different when we make one-sided or one-tailed comparisons. If the 

alternative hypothesis explicitly states that differences in the sample means or a sample 

mean and a fixed value are higher or lower than zero, then we are only concerned about 

the estimated t-statistic being too large in a single direction, either positive or negative. 

The critical t-value in that one direction is slightly lower than the t-value in the two-tailed 

comparison, making it slightly ‘easier’ to reject the null hypothesis. 

Another related concept in statistical inference is the p-value. A critical t-value is 

determined on the basis of degrees of freedom (or sample size) and the pre-set Type I 

error or statistical significance level, α. We reject or fail to reject the null hypothesis at this 

significance level. We could also ask at what level we could have to set α in order that we 

would reject the null hypothesis with confidence level α given our sample. The p-value is 

the probability of obtaining a test statistic at least as large as the one that was actually 

observed, assuming that the null hypothesis is true. In simpler words, it is the probability 

of finding a difference different than 0 (the null) purely due to random sampling error when 

in fact the null is true. 

 

3.3. Basics of Regression Analysis: an impact evaluation perspective 

Regression analysis is a tool to study associations or relationships between variables of 

interest. Under some circumstances, regression analysis can be used to infer causal 

relationships between covariates and a variable of interest. However, it is important to 

note that the underlying theory and study design help us to determine whether the 

observed association is causal; regression analysis alone will only tell us whether the 

association is statistically significant or not. For example, simple regression analysis 

suggests that individuals with higher levels of education also have higher incomes, but 

this does not imply that an individual’s obtaining more education will thereby increase 

their income.  

In order to establish these kinds of causal relationships, we have to argue from 

established theories and convincingly reject any alternative explanations of the regression 

findings. For example, in order to show that providing people with more education 
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increases their income, researchers would need to show that alternative factors, like 

family wealth or cultural mores, are not causing both higher education and higher income, 

yielding a spurious positive correlation between them. There are several free online 

courses for you to understand the basics of regression. In this section, we will briefly 

discuss the basics of regression from the impact evaluation perspectives, how we can 

make inferences from regression and its basic assumptions.   

 

3.3.1. The Impact Evaluation Perspective  

Most of the modern impact evaluation literature is based on the potential outcome’s 

framework (Rubin 1974, Holland 1986) as illustrated below.  

 

Consider the following regression:  

𝐻𝐻_𝐼𝑛𝑐𝑜𝑚𝑒𝑖= 𝛽0+𝛽1𝑂𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑑𝑎𝑑e𝑠𝑖+휀𝑖  

 

where we hypothesize that the income for household i (HH_Incomei) is changed by the 

participation of the household in Oportunidades program (Oportunidadesi) and moderated 

by unmeasured factors summarized in 휀𝑖. We assume that the relationship between the 

dependent and the independent variables is linear. We can define the expected outcome 

for the households who participated in Oportunidades and those who did not as follows.  

Did Not Participate: (𝐻𝐻_𝐼𝑛𝑐𝑜𝑚𝑒𝑖|𝑂𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑑𝑎𝑑𝑒𝑠𝑖=0)=𝛽0+𝐸(휀𝑖| 

𝑂𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑑𝑎𝑑𝑒𝑠𝑖=0)  

Participated: (𝐻𝐻_𝐼𝑛𝑐𝑜𝑚𝑒𝑖|𝑂𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑑𝑎𝑑𝑒𝑠𝑖=1)=𝛽0+𝛽1+𝐸(휀𝑖| 𝑂𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑑𝑎𝑑𝑒𝑠𝑖=1)  

 

The impact of Oportunidades is the difference in the conditional expected means for the 

household income as follows: 

 

 𝐼𝑚𝑝𝑎𝑐𝑡= [𝛽0+𝛽1+(휀𝑖| 𝑂𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑑𝑎𝑑𝑒𝑠𝑖=1)]− [𝛽0+𝐸(휀𝑖| 𝑂𝑝𝑜𝑟𝑡𝑢𝑛𝑖𝑑𝑎𝑑𝑒𝑠𝑖=0)] 

 𝑰𝒎𝒑𝒂𝒄𝒕= 𝜷𝟏 + [(𝜺𝒊| 𝑶𝒑𝒐𝒓𝒕𝒖𝒏𝒊𝒅𝒂𝒅𝒆𝒔𝒊=𝟏)−𝑬(𝜺𝒊| 𝑶𝒑𝒐r𝒕𝒖𝒏𝒊𝒅𝒂𝒅𝒆𝒔𝒊=𝟎)]  

 

Notice that the difference between program participants and non-participants consists of 

the true parameter of interest 𝛽1 and the term which contains non-observable differences 
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between treated and non-treated individuals, [(𝜺𝒊| 𝑶𝒑𝒐𝒓𝒕𝒖𝒏𝒊𝒅𝒂𝒅𝒆𝒔𝒊=𝟏)−𝑬(𝜺𝒊| 

𝑶𝒑𝒐𝒓𝒕𝒖𝒏𝒊𝒅𝒂𝒅𝒆𝒔𝒊=𝟎)]. We usually call this term selection bias. 

 

One of the goals of good impact evaluation design and analysis is to mitigate the role of 

this selection bias. In Randomized Control Trials (RCTs) or experimental evaluations with 

sufficiently large number of participants in both groups, the non-observable and non-

measured factors are expected to be distributed similarly such that the selection bias is 

zero. In this design, regression analysis is expected to estimate true impacts of the 

program 𝛽1. In observational or quasi-experimental studies, we use a combination of 

study design and analysis techniques to rule out or reduce the effect of selection bias as 

discussed somewhere in this module.   

3.3.2. Inference in Regression Analysis  

The logic of hypothesis testing or statistical inference is same as that discussed in 

previous sections in this unit. In evaluating the impact of Oportunidades above, we are 

interested to know if β11 is statistically different from 0 (no impact) or not.  

Therefore, we specify the hypothesis as:  

H0: β1= 0  

H0: β1 ≠ 0  

The t-statistic is calculated as, 

  

The regression model outputs the t-statistic by default and also reports the p-value as the 

probability that the coefficient is different from zero (the null is rejected) due to sampling 

error. We also know the critical t-values for the given degrees of freedom or the critical z-

value on basis of standard normal distribution, so we can compare whether the t-statistic 

is further away from the critical t-value. When we reject the null hypothesis, we say that 

the coefficient β1 is statistically significant at the given α level. 

 

3.3.3. Assumptions of Regressions  

As you may remember from previous coursework, the estimated coefficients only 

approximate the true population parameters under certain assumptions. For the estimates 
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from a regression analysis to be plausible, we should check whether the data conform to 

these assumptions. Wooldridge (2009) provides the following set of assumptions.  

 Linearity in parameters: (𝑌|𝑋𝑘)= 𝛽0+Σ𝛽𝑘𝑋𝑘+휀𝑖. This means that the expected mean 

of the outcome variable (Y) is a linear combination of the regression coefficients and 

the k predictor variables (Xk) and the error term (휀𝑖). The variables can be transformed 

to log, power terms or any other transformation but the model remains additive and 

linear in terms of coefficients.  

 Random sampling or independence of error: This assumption states that the errors 

of the outcome variables are uncorrelated with each other. Intuitively, it means that 

each observation of Y is independently draws from the population from other 

outcomes.  

In practice, observations from the same group or place share common characteristics. 

For instance, households from the same village share same infrastructure. We also 

select the samples in multiple stages to ensure that the field work is feasible and within 

budget. Therefore, the assumption of independent Y is hardly valid in most cases. 

One econometric tool that we use to mitigate this ‘clustered’ correlation between the 

error terms of our sample is clustered standard errors.   

 No perfect collinearity: No two variables can be identical, and no variable can be a 

linear combination of any other set of variables.  

 Homoscedasticity: This means that different outcomes observations have the same 

error variance; the distribution of the individual-characteristic error terms assigned to 

each individual must have equal variability. In practice, this assumption is often 

violated, and we say that we have heteroskedastic error; clustering standard errors 

partially accounts for this problem  

 Zero conditional mean for the error: E(휀𝑖|Xk) = 0. This means that on average we 

expect the error term to have no effect on the conditional /expected outcome or that 

the factors included in the error term would on average cancel out themselves.  

 Normality: 휀𝑖 ~ N(0, 𝛿2). The error term is distributed normally with mean of 0 

(assumption 5) and variance equal to that of the outcome (Y).  
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Module Two: Causal Inferences and Method of Impact 

Evaluation  
 

Session One: Causal Inferences and Counterfactual 
 

1.1. Introduction 

Before getting into the different impact evaluation methodologies, we should discuss two 

concepts that are integral to the process of conducting accurate and reliable 

evaluations—Causal Inference and Counterfactual Analysis. Thus, in this module, we will 

disentangle correlation with causation, discuss selection bias that occurs when people 

can “self-select” into receiving/participating in a program, and provide a simple theoretical 

framework to understand how counterfactual analysis (and randomization) can eliminate 

these biases leading us to an accurate and reliable evaluation of an intervention.  

At the end of this module, you should be able to: 

 

At the end of this session, you should be able to: 

 Understand what a counterfactual analysis is 

 Understand what selection bias and confounding mean 

 Understand what randomization buys us when conducting an impact evaluation 

 

1.2. Causal Inference 

We begin by examining two concepts that are integral to the process of conducting 

accurate and reliable impact evaluations—causal inference and counterfactuals. Many 

policy questions involve cause-and-effect relationships: Does teacher training improve 

students’ test scores? Do conditional cash transfer programs cause better health 

outcomes in children? Do vocational training programs increase trainees’ incomes? 

Impact evaluations precisely seek to answer such cause-and-effect questions. Assessing 

the impact of a program on a set of outcomes is the equivalent of assessing the causal 

effect of the program on those outcomes.  

Although cause-and-effect questions are common, answering them accurately can be 

challenging. In the context of a vocational training program, for example, simply observing 

that a trainee’s income increases after she has completed such a program is not sufficient 
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to establish causality. The trainee’s income might have increased even if she had not 

taken the training—because of her own efforts, because of changing labor market 

conditions, or because of many other factors that can affect income. Impact evaluations 

help us overcome the challenge of establishing causality by empirically establishing to 

what extent a particular program—and that program alone— contributed to the change in 

an outcome. To establish causality between a program and an outcome, we use impact 

evaluation methods to rule out the possibility that any factors other than the program of 

interest explain the observed impact. 

The answer to the basic impact evaluation question—what is the impact or causal effect 

of a program (P) on an outcome of interest (Y)?—is given by the basic impact evaluation 

formula: 

 

Δ = (Y | P = 1) − (Y | P = 0).  

 

This formula states that the causal impact (Δ) of a program (P) on an outcome (Y) is the 

difference between the outcome (Y) with the program (in other words, when P = 1) and 

the same outcome (Y) without the program (that is, when P = 0). 

For example, if P denotes a vocational training program and Y denotes income, then the 

causal impact of the vocational training program (Δ) is the difference between a person’s 

income (Y) after participation in the vocational training program (in other words, when P 

= 1) and the same person’s income (Y) at the same point in time if he or she had not 

participated in the program (in other words, when P = 0). To put it another way, we would 

like to measure income at the same point in time for the same unit of observation (a 

person, in this case), but in two different states of the world. If it were possible to do this, 

we would be observing how much income the same individual would have had at the 

same point in time both with and without the program, so that the only possible 

explanation for any difference in that person’s income would be the program. By 

comparing the same individual with herself at the same moment, we would have managed 

to eliminate any outside factors that might also have explained the difference in outcomes. 

We could then be confident that the relationship between the vocational training program 

and the change in income is causal. 
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The basic impact evaluation formula is valid for any unit that is being analyzed—a person, 

a household, a community, a business, a school, a hospital, or other unit of observation 

that may receive or be affected by a program. 

The formula is also valid for any outcome (Y) that is related to the program at hand. Once 

we measure the two key components of this formula—the outcome (Y) both with the 

program and without it—we can answer any question about the program’s impact. How 

can we measure such a causal effect or impact? We evaluate impacts or prove causal 

effects by answering the counterfactual: Contrary to the actual state of the world, what 

would have happened in the absence of the intervention? 

 

1.3. The Counterfactual 

As discussed, we can think of the impact (Δ) of a program as the difference in outcomes 

(Y) for the same unit (person, household, community, and so on) with and without 

participation in a program. Yet we know that measuring the same unit in two different 

states at the same time is impossible. At any given moment in time, a unit either 

participated in the program or did not participate. The unit cannot be observed 

simultaneously in two different states (in other words, with and without the program). This 

is called the counterfactual problem: How do we measure what would have happened if 

the other circumstance had prevailed? 

Although we can observe and measure the outcome (Y) for a program participant (Y | P 

= 1), there are no data to establish what her outcome would have been in the absence of 

the program (Y | P = 0). In the basic impact evaluation formula, the term (Y | P = 0) 

represents the counterfactual. We can think of this as what would have happened to the 

outcome if a person or unit of observation had not participated in the program. 

For example, imagine that “Mr. X” takes a pill and then dies five days later. Just because 

Mr. Unfortunate died after taking the pill, you cannot conclude that the pill caused his 

death. Maybe he was very sick when he took the pill, and it was the illness that caused 

his death, rather than the pill. Inferring causality will require that you rule out other 

potential factors that could have affected the outcome under consideration.  

In the simple example of determining whether taking the pill caused Mr. Unfortunate’s 

death, an evaluator would need to establish what would have happened to Mr. 
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Unfortunate if he had not taken the pill. Since Mr. Unfortunate did in fact take the pill, it is 

not possible to observe directly what would have happened if he had not done so. What 

would have happened to him if he had not taken the pill is the counterfactual. 

In order to identify the impact of the pill, the evaluator’s main challenge is determining 

what the counterfactual state of the world for Mr. Unfortunate actually looks like .When 

conducting an impact evaluation, it is relatively straightforward to obtain the first term of 

the basic formula (Y | P = 1)—the outcome with a program (also known as under 

treatment). We simply measure the outcome of interest for the program participant. 

However, we cannot directly observe the second term of the formula (Y | P = 0) for the 

participant. We need to fill in this missing piece of information by estimating the 

counterfactual. 

To help us think through this key concept of estimating the counterfactual, we turn to 

another hypothetical example. Solving the counterfactual problem would be possible if 

the evaluator could find a “perfect clone” for a program participant (fig2). For example, let 

us say that Mr. Fulanito starts receiving US$12 in pocket money allowance, and we want 

to measure the impact of this treatment on his consumption of candies. If you could 

identify a perfect clone for Mr. Fulanito, the evaluation would be easy: you could just 

compare the number of candies eaten by Mr. Fulanito (say, 6) when he receives the 

pocket money with the number of candies eaten by his clone (say, 4), who receives no 

pocket money. In this case, the impact of the pocket money would be 2 candies: the 

difference between the numbers of candies consumed under treatment (6) and the 

number of candies consumed without treatment (4). In reality, we know that it is 

impossible to identify perfect clones: even between genetically identical twins, there are 

important differences. 

 

1.4. Not All Associations Are Causal 

Correlation is a measure of the similarity between two variables, perhaps in how they vary 

together in the same or opposite directions over time. In the previous two modules, we 

reviewed multivariate regression analysis. The coefficients of a multivariate regression 

model describe how the dependent variable varies for a unit change in a given predictor 

variable while all other variables are held constant at their mean value (the ceteris paribus 
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effect). Regression models provide the “best linear approximation” of a complex system 

to help us infer associations under certain assumptions. 

However, an association identified in a statistical analysis is not guaranteed to be causal, 

regardless of its strength (in magnitude or statistical significance). Consider the following 

hypothetical example. Most people who smoked heavily in 1950s had a lighter or 

matchbox with them at all times; indeed, a statistician observed that the correlation 

coefficient – which is a measure of correlation between 0 and 1 – was almost 0.98, 

suggesting a very strong correlation. Many doctors were very curious about significantly 

higher lung cancer among a particular group of people – those who always carried a 

matchbox or lighter in their person. Being smokers themselves, the doctors were hesitant 

to believe that these cancers were caused by smoking itself, so they commissioned a 

study and found that 70% of lung cancer patients always carried a matchbox or lighter. 

Regression analysis and t-tests confirmed this very strong association. It is clear, of 

course, that these hypothetical doctors were incorrect; –heavy smoking, not matchboxes, 

increases the chance of getting lung cancer. Why would the doctors get this “causality” 

wrong? 

 

Consider the following diagram: 

 

 

 

 

 

 

 

 

The observed association between matchboxes and lung cancer was confounded by 

heavy smoking. A confounder is a factor that is correlated with both the intervention and 

the outcome. In above hypothetical example, if the doctors had conducted a study in 

which they gave matchboxes or lighters to people who do not smoke, they would have 

found that there was no persistent association between matchbox and lung cancer. There 
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are many such examples of confounders. For example, increased sale of antibacterial 

handwashing soap occurring simultaneously with an advertisement campaign may be 

confounded by media coverage of a pandemic, and the correlation between high-quality 

MBA degrees high salaries is confounded by the high intellect and experience of the 

students who were accepted to the programs in the first place. It is important to note that 

confounders do not necessarily eliminate the causal effect (if any) between the 

intervention under study and the outcome but they make the estimation of those causal 

effects difficult for researchers to isolate and quantify. 

Studies can also be complicated by the presence of effect modifiers. These are factors 

that change the strength of causal effects. For example, the probability of lung cancer will 

be higher for heavy smokers who are also exposed to asbestos than for other heavy 

smokers. 

 

Often we can measure confounder and effect modifiers and study their effect on the 

causal effects of the treatments of interest. Such analysis can help us gain deeper 

understanding of the causal relationship between the intervention and outcomes. 

However, unobservable or unmeasured / unmeasurable factors can confound or 

moderate the causal relationship. In the setting of regression analysis, these are called 

omitted variables. For example, innate health endowments cannot be easily measured 

(or even quantified), but can determine whether (and how often) a person becomes ill. 

The following section introduces theoretical approaches that allow us to infer causality 

despite the frequent presence of omitted variables. 

 

1.5. Approaches to Causal Inference in Impact Evaluation 

In impact evaluation, there are two broad approaches to providing causality for causal 

claims: 

the traditional structural equations approach (Haavelmo 1943, Heckman 2005); and the 

modern potential outcomes framework or experimental approach, also known as the 

Neyman-Rubin-Holland potential outcome model (Rubin 1974, Holland 1986 and 

Neyman 1923). 
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i. Missing data 

We use the potential outcomes framework approach in this module. This framework is 

most easily understood in the context of randomized experiments but can be applied in 

non- and quasi-experimental observational data as well, which are the topics we will 

discuss in the next sessions.  

As discussed previously, in order to prove causality, we should observe the “same” (or 

similar) individual in the treatment group and in the control group at some time after the 

treatment, and the difference in outcomes between the treatment and control is 

understood to be the impact of the treatment. This example provides an archetype of the 

potential outcome framework: the difference in two “potential” outcomes conditional on 

some event is taken to be the causal impact of the treatment. Since we cannot observe 

the outcome of interest for the treatment group as if they hadn’t had a treatment (that is, 

in the counterfactual scenario), we are faced with a “missing data problem”. 

 

There are many strategies for finding the best possible replacement for the missing 

counterfactual data. We will discuss why randomized assignment is the best way to find 

such a replacement in the next session: the measured and unmeasured confounders, 

covariates, and effect modifiers remain balanced between the two groups being 

compared (in expectation), making them exchangeable. However, the framework does 

not rule out non-randomized observational data, as long as we can construct a 

counterfactual group or “replacement for missing data” that is plausibly “exchangeable” 

with the treatment group. In practice, this is generally done by some sort of matching 

between the treatment and control groups on observed data and assessing/discussing 

the effect of unobserved confounders. 

Keep in mind that no amount of good analysis can helps us resolve problems of poor 

data. In randomized experiments, we may have a grossly imbalanced (poorly 

exchangeable) grouping, biased measurement of outcomes in the treatment and control 

groups, and severe measurement errors. No statistical design is a substitute for good 

quality of data and field work to generate such data. 

 

ii. Selection Bias 
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We have established that causal effect estimates are obtained by comparing outcome in 

a treatment group to outcomes in the same group without that treatment. We further 

established that the missing data problem forces us to find the best replacement for this 

impossible-to-collect data. Selection bias is the error we can make in selecting this 

replacement data, or the difference between the treatment group and the specified 

counterfactual or comparison group. Selection bias can exist in both randomized and non-

randomized designs. 

 

Theoretically we would like to estimate impact as, 

 

𝐼𝑚𝑝𝑎𝑐𝑡 = [𝑌|𝑇=1]𝑟𝑡− 𝐸[𝑌|𝑇=0]𝑡𝑟𝑡 

 

In this equation, the expected value of the outcome (Y) is compared when a group 

indicated by trt received the treatment (T = 1) and when the same group does not receive 

the treatment (T = 0). However, in reality we estimate, 

 

𝐼𝑚𝑝𝑎𝑐𝑡 = [𝑌|𝑇=1]𝑟𝑡− 𝐸[𝑌|𝑇=0]𝑐𝑡𝑟 

 

where the comparison group is some other group indicated by ctr.  

 

Let us rewrite the above expression as follows where we add the terms in red that cancel 

each other out, 

 

𝐼𝑚𝑝𝑎𝑐𝑡 = [𝑌|𝑇=1]𝑟𝑡− 𝐸[𝑌|𝑇=0]𝑡𝑟𝑡 +{𝐸[𝑌|𝑇=0]𝑡𝑟𝑡−𝐸[𝑌|𝑇=0]𝑐𝑡𝑟} 

 

Therefore, what we are measuring in reality is, 

 

𝐼𝑚𝑝𝑎𝑐𝑡 = 𝐶𝑎𝑢𝑠𝑎𝑙 𝐼𝑚𝑝𝑎𝑐𝑡 +{𝐸[𝑌|𝑇=0]𝑡𝑟𝑡−𝐸[𝑌|𝑇=0]𝑐𝑡𝑟} 
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Where the term in brackets is the selection bias: the difference between the 

counterfactual outcome in the treatment (trt) group had it not received the treatment and 

the potential outcome in the control (ctr) group had it not received the treatment. 

 

The objective of rigorous impact evaluation design is to minimize selection bias. 

Randomized assignment is a superior way of doing so. In an experimental design, 

selection into the treatment group is independent of the potential outcomes (Y) in the ctr 

or trt groups. This implies that the distribution of the potential outcomes conditional on the 

treatment assignment is equal between the two groups; both groups would respond 

identically to treatment or non-treatment.  

 

That is, 

[𝑌|𝑇=1]𝑡𝑟𝑡= [𝑌|𝑇=1]𝑐𝑡𝑟 , and 

 

[𝑌|𝑇=0]𝑡𝑟𝑡= [𝑌|𝑇=0]𝑐𝑡𝑟 

 

Therefore, the treatment and control groups are “exchangeable”. We would expect to see 

the same conditional outcome in the ctr group if it was to receive the treatment instead of 

the trt group. Therefore, in case of randomized experiment we “expect” the selection bias 

to be zero. 

However, the randomization assumption is that when we randomize a large number of 

individuals or clusters into multiple comparison groups (e.g., treatment and non-

treatment/control groups), the confounders will be balanced between the groups and the 

outcome will be independent of the “intervention” assignment. We can readily see that 

the need for “large sample for randomization” need not be met in practice and we may 

get two randomized groups where confounders are not balanced (by chance), introducing 

selection bias. For example, suppose gender is a confounder for the conditional cash 

transfer and the income levels and we randomize 20 people (16 males and 4 females) in 

two groups of 10 each. Would the number of females be equally divided in the two 

groups? In other words, if we repeated the randomization 1000 times, will each of those 

samples assign 2 females in treatment and 2 in control groups? The answer is no; in fact, 
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only about 37% of the time would there be two females in each group (you can calculate 

this this using combinations and probability theory). The likelihood of achieving balance 

will increase as the sample size increases, and as the sample size approaches infinity 

the balance approaches perfection. Furthermore, randomization can itself be biased 

because of computer error or other mistakes. Therefore, with randomized or experimental 

designs you must worry about sample size and whether you have randomized correctly 

while implementing the study. 

How can we deal with the selection bias in non-randomized designs? If we can quantify 

the selection bias, then we can subtract this bias from the measured effect to get the true 

causal effect.  

Structural estimation offers one set of methods for quantifying selection bias, but we will 

focus on ‘reduced-form’ approaches in this class. We should identify potential 

confounders and effect modifiers. Then, we should check which of these are actually 

measured in the data we have (secondary data) or will have (primary data). We can then 

assess how these measurements balance between the treatment and control groups 

“before” the intervention and quantify the selection bias. Note, however, that we will not 

be able to test for the balance in unmeasurable or unmeasured factors. 

 

In the previous and this session, we covered causal inference and counterfactual 

analysis, which are two key concepts used to conduct a rigorous impact evaluation. We 

also described selection bias and omitted variable bias and how randomization 

mitigates/eliminates this problem. In the next four sessions we will cover the various 

methods typically used when conducting an impact evaluation, including experimental 

and quasi-experimental methodologies. 
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Session two: Experimental Design  

 

2.1. Introduction 

In the previous session we covered causal inference and counterfactual analysis, which 

are two key concepts used to conduct a rigorous impact evaluation. We also described 

selection bias and omitted variable bias and how randomization mitigates/eliminates this 

problem. In the next five sessions, we will cover the various methods typically used when 
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conducting an impact evaluation, including experimental and quasi-experimental 

methodologies. This session will focus on two kinds of experimental methodologies: 

randomized assignment and randomized promotion.   

 

At the end of this session, you should be able to: 

 Determine how successful the randomization was (or wasn’t) 

 Conduct basic data analysis of an RCT 

 Understand how and when to implement a stratified or clustered randomization 

 

2.2. Randomized Assignment 

A program’s rules for selecting participants will be the key parameter for determining the 

impact evaluation method. All programs should have fair and transparent rules for 

program assignment. Randomized assignment gives everyone the chance to participate 

in the program and is considered as the most transparent rule for allocating resources. 

The randomized assignment is also known as Randomized Controlled Trial (RCT). This 

type of method is considered as the strongest method for evaluating the impact of a 

certain program. As the result, it has become as the most commonly used type of impact 

evaluation methods to measure impact of programs in the recent years. 

Random selection is how a researcher draws the sample participants for the study from 

a population, and random assignment is how the researcher assigns the sample drawn 

from the source population to different groups of treatments in the study.  

For example, if a research drew a random sample of 100 clients from a population of 1000 

current clients of a certain organization, it is called random sampling. Random assignment 

occurs, for example, if the researcher then randomly assigns 50 of the clients to get some 

new additional treatment and the rest 50 to the control group.  

 

In randomization, every subject of study participant has the chance to be assigned to the 

treatment (or control) group. It is generally achieved by employing a random number 

computer program generator or lottery method. Randomization procedure may differ 

depending the study design. For example, randomization into treatment or control can be 

done by individuals or groups like assignment by geographic, demographic or other 
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factors prior to random assignment. Sometimes, it is possible to have only one of the 

random selection or random assignment but not the other in a study. Additionally, it is 

also possible to have neither the random selection nor the random assignment, which is 

nonrandom selection and nonrandom (nonequivalent) assignment.  

Randomized assignment can be used as a program allocation rule when the eligible 

population is greater than the number of program spaces available and when a program 

needs to be gradually phased in until it covers the entire eligible population. An example 

of randomized assignment is a medical trial in which a researcher assigns some 

participants using a random method to a treatment drug or placebo group.  

 

2.2.1. Advantages of randomization  

Random assignment of the study population into treatment and control arms provides the 

most accurate analysis of the effect of an intervention program on a certain outcome 

regardless of other possible factors that could affect the outcome/s of the study. Because 

the random assignment method ensures that the difference between the treatment and 

control groups is solely due to chance. Randomized assignment is considered as a 

powerful tool for drawing valid inferences about cause and effect. It is also considered as 

the gold standard of impact evaluation methods. Randomization has been extensively 

used in human clinical trials and other biological experiments. It also produces a 

comparable group and eliminates the different sources of bias in a treatment assignment, 

and therefore, prevents selection bias and accidental bias. 

 

2.2.2. Internal and external validity   

An evaluation program is considered to have an internal validity if it provides an accurate 

estimation of the counterfactual through a valid comparison whereas external validity is 

achieved if the evaluation sample accurately represents the source population in which 

the sample was drawn from and that the results of the evaluation can then be generalized 

to the source population. The external validity of a research can be achieved by ensuring 

the use of a rando sampling method whereas the internal validity of a research can be 

achieved by using a randomized assignment of a treatment program.  

Random selection of study participants is related to sampling of a research. As the result, 

it is related to external validity (generalizability) of the results of a study. Because lack of 
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use of random selection will reduce the representativeness of the study participants to 

the larger group of population in which they are drawn (source population). Whereas, 

random assignment is related to the design of the study, and therefore, to internal validity 

of the study. Random assignment is done in order to assure that the treatment groups 

are similar to each other prior to the treatment.  

 

Figure 2. Showing random sampling and randomized assignment of treatment. 

 

2.2.3. Steps in Randomized Assignment to treatment  

There are three steps that help the successful assignment of a treatment program in a 

randomized way.  

The first step is to define the eligible unit (person, health center, school, entire village, 

and so on) who can be included in the study. Depending the power calculation, if small 

sample size, the entire all of the eligible units can be included in the study.  

In the second stage, if the sample size is lower than the eligible units, then a random 

selection of the eligible units should be made. 

 In the third stage, random assignment of the study participants to treatment and 

comparison group will be made.  
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Figure 3. Steps in Randomized Assignment to Treatment 

 

2.2.4. Randomization in Practice  

In practice, randomization can be made at three level: individual, group or cluster.  

 

A) Simple Randomization 

Under a simple randomization framework each individual, household, or any other “unit 

of analysis” has equal chance of being selected in treatment or control groups; that is, a 

0.5 probability of being part of each group. You can imagine flipping a coin and assigning 

the individual to the treatment group if the coin turns heads and to the control group if it 

is tails. You must perform randomization before the program or at the baseline (whether 

or not you conduct a baseline survey).  

 

B) Stratified or Block Randomization 

In some experiments it is practical or theoretically proper to randomize at some unit of 

grouping (called blocks or strata). For example, you may want to control for regional 

administrative, ecological, or political factors and maximize “exchangeability” by 

randomizing at an administrative district or block level. It is possible that you have 

selected your study participants in a 2-stage sample and now you want to randomize the 

treatment in the same manner. Or you are concerned with attrition (individuals leaving 
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your sample before you conduct follow-up analysis) so that at the end of the study you 

will be faced with “un-exchangeable” groups. In this case, you can: (a) break the study 

sample in random groups of sizes (for example) 2, 4, and 6 villages each. Within each 

group, you can randomize the treatment – half to treatment and half to controls. This is 

done so that even if you lose controls in a “group” you can discard that group of 2, 4 or 6 

villages but still be assured of exchangeability in the remaining groups.  

 

C) Clustered Randomization 

This is a practical and popular strategy often employed in the development sector. Most 

development interventions or programs are not targeted at individuals but at some cluster: 

a village, an office department, or some other group of people. All individuals within the 

targeted cluster can be the intended customers/beneficiaries/target of the intervention, or 

there can be a “selection criteria” or eligibility criteria within the cluster, or there may be 

random selection of participants within the selected cluster for the program (the latter is 

termed “block randomization”).  

 

2.2.5. Quantifying the impact: Using regression or T-test analysis 

i. Using regression to quantify the impact: we can write the observed outcome Y 

for an individual I as,  

𝑌𝑖=𝑇𝑖.𝑌𝑖𝑡𝑟𝑡+(1−𝑇𝑖).𝑌𝑖𝑐𝑡𝑟 

where Ti = 1 if the individual i is assigned to a treatment group and Ti = 0 if the individual 

is assigned to the control group, and Yi is that individual’s observed outcome.  The trt and 

ctr are used to clarify that the individual can be either in treatment or control groups in 

“real life” analysis.  

Assuming linearity, this can be written in regression notation, as,  

𝑌𝑖=𝛽0+𝛽1.𝑇𝑖+휀𝑖. 

 

Based on the above regression model, we can estimate the conditional outcome with and 

without the treatment T and then estimate the causal effect. Coefficient 𝛽1 quantifies the 

impact as group mean difference in outcomes between the treatment and control group. 

Remember, estimates of 𝛽1 obtained in this way are unbiased only if selection bias is 0. 
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ii. Using T-test Analysis: we can use t-test analysis to comparing the two groups 

which differ by their treatment assignment (Ti). As before, the null hypothesis is: 

the outcome of treated individuals is the same as it would have been had those 

individuals not been treated. The alternative hypothesis can be specified as a two-

sided or one-sided (one is larger/smaller than other) comparison. 

 

Remember, we are making an assumption that the individuals receiving the treatment are 

exactly like those not receiving the treatment because of the “missing data” problem. In 

other words, randomization and independence implies that there is no selection bias.  

 

Which estimation technique to use is an important question: regression or T-test? 

There may be a case when the causal effects are the same whether you use regression 

analysis or t-test. However, both of these analyses assumed that selection bias was zero. 

Besides, impact evaluations often face problems that have to be “controlled for” or 

adjusted for in the analysis.  Regression methods give us the tools to do such adjustment 

which a simple t-test cannot. T-tests (or chi-squared tests if the outcome is categorical) 

alone are valid only if our groups are properly randomized, sample size is adequately 

large to achieve baseline balance in the two groups, data collection is unbiased, and you 

can reasonably adhere to the standard assumptions of t-test. 

 

2.2.6. Testing the Success of Randomization 

We discussed how the randomization assumption is based on large sample size to 

randomize the treatment so that we can assume that all measured and unmeasured 

confounders are distributed equally in the comparison groups. However, in reality we 

have to assess whether randomization was “successful” in achieving balance. The way 

to test for “success of randomization” is by evaluating the balance in measured variables 

between the treatment and control groups at the baseline, which should be the first table 

in any kind of report. 

Consider the following:  
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We have to use baseline data because some of the measured variables can be affected 

by the intervention, and they can change differentially in the treatment and control group, 

so that comparing them after the commencement of a treatment might be biased  Just 

because we find statistically significant difference at the baseline does not mean that the 

groups are imbalanced. We should assess only whether the difference is economically, 

biologically and logically large, not necessarily relying only on statistical significance. 

 

The converse of above is also true. Just because the difference is statistically insignificant 

does not mean that the groups are well balanced, if the differences have large 

magnitudes.  

It is best to compare the treatment and control groups on all available measurements for 

balance at the baseline so that you can be reasonably confident that the comparison 

groups are balanced, at least on observables.  

 

2.3. Randomized Promotion  

Randomized promotion, another type of experimental method, is used when excluding 

some respondents from participating is not possible due to logistical or ethical reasons. 

Randomized promotion, also known as randomized offering or an encouragement design, 

is a method of impact evaluation used when one is not able to choose who gets access 

to the program. In a sense, nobody can be excluded from receiving the treatment. Some 

examples of this would be a nationally funded project that is open to all, or a program that 

relies on participants volunteering to be part of the intervention. The fundamental problem 

with these kinds of program evaluations is that selection bias will be plaguing the internal 

validity of our estimates as the decision to enroll is correlated with both observed and 

unobserved covariates.  

What, if any, is the difference between a Randomized Promotion and offer? A randomized 

offer is appropriate when you are in fact able to exclude some people from the treatment, 

but you cannot force anyone to participate. This means you would offer the program to a 

random sub-sample of respondents, then some will accept the offer while others will not. 

If you cannot exclude anyone from the program, then you will likely use a randomized 

promotion to exogenously change the probability of participation. In this situation, there 
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will be an additional incentive/encouragement/promotion to a random sub-sample of 

respondents in hopes of increasing the chance of them signing up. These additional 

promotions, for example, could include supplemental information about the benefit of the 

program, a small incentive/gift for participation, or a way to lower the perceived costs of 

joining through subsidized transportation costs.  

 

There are three necessary conditions that need to be in place before implementing a 

randomized offering/promotion:  

 The groups need to be comparable! Those that are offered/promoted and not-

offered/not-promoted need to be comparable. This means checking for successful 

randomization, and that those offered/promoted the program are not correlated 

with population characteristics.  

 Offered/promoted group has higher enrollment in the program.  

 Offering/promoting the program does not affect the outcomes directly  

 

Things to Keep in Mind  

The promotion/offer itself should be an effective strategy to promote participation. This 

means you will need to pilot test the proposed idea before rolling it out to the rest of the 

sample.  

The use of a randomized promotion will not only allow you to estimate the impact of the 

program, but it will also shed light on what methods are most effective at increasing 

enrollment in said program.  

This is an ideal strategy when people cannot be excluded from accessing the treatment. 

The estimate calculated from a randomized promotion does not give us an average 

treatment effect that is applicable or expected for the average person in the population. 

Instead, it gives us a Localized ATE (Average Treatment Effect, which will be explained 

shortly) that shows us the expected impact for those who are on the margin between 

participating and not-participating; in this case, the promotion serves as the nudge to one 

group or another.  
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2.4. Summary of the Session 

Randomized assignment is the robust method to estimate counterfactual and is 

considered as a gold standard of impact evaluation. Each eligible unit had the same 

probability of being selected for treatment in randomized assignment. Random sampling 

refers to the selection of the study population from eligible units, whereas random 

assignment is when study participants are assigned to the experimental vs control group.  
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Session three: Regression Discontinuity Design 

 
3.1. Introduction  

In the previous session, we have studied how randomization minimizes selection bias. 

We have applied t-test and OLS regression analysis to determine the causal effects of 

randomized experiments. In this and next sessions, we will discuss how to analyze causal 

effects when randomization is not possible using a quasi-experimental method. In this 

session, we discuss Regression Discontinuity Designs (RDD), one of a quasi-

experimental method.  

 

At the end of this session, you should be able to: 

 Identify interventions or program designs where RDD is applicable  
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 discuss how to visualize data from RDD studies  

 Understand the difference between sharp and fuzzy designs and their basic 

application.  

 

3.2. Basics of Regression Discontinuity Design 

Regression discontinuity design (RDD) is used when there is a cut-off criterion used to 

identify the target or eligible beneficiaries of an intervention. RDD exploits the fact that 

the eligible beneficiaries just above the cut-off are highly similar to those ineligibles just 

below the cut-off. The degree of dissimilarity between these two groups will increase as 

we move away from the cut-off. However, the groups just above and below this 

“administratively-” decided cut–off will be highly similar, and the “selection bias” may be 

minimal. The difference is only because of a somewhat-arbitrary administrative criterion, 

which is established as a rule or convenience for decision making.  

The confounders can be expected to be well-balanced between people or groups just 

above and below such eligibility criteria. Therefore, those who were just below the cut-off 

(and did not receive the treatment) are a good counterfactual of those who scored just 

above the cut-off (and were assigned the treatment). Since this design exploits these 

discontinuous changes in a treatment assignment variable (also known as a “forcing” or 

“running” variable), we call it a regression discontinuity design. It is considered one of the 

most robust non-experimental evaluation designs when it is feasible to implement. It 

allows researchers to compare study participants immediately above and below the cut-

off point. It is used in social and developmental programs that use an index to decide who 

is eligible to enroll in the treatment program or in the control group.  

 

For RDD, assignment rule to intervention and control program is based on a certain cut-

off or threshold. For example, poverty score or family income can be used as a criterion 

to determine the treatment and control group. Taking poverty score as an example, 

households with low scores are classified as poor and can be included as an intervention 

group, and those with higher scores are considered as richer and will be grouped as the 

control group. Those in disadvantaged areas or in the lowest wealth status (below some 

cut-off point) to be included in the support program.  
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In regression discontinuity design, assignment to intervention and control group is not 

random but using some cut-off point. It provides estimates for those around the cut-off 

score, but not for the observations far from it. That is, it provides the local average 

treatment effects around the cut-off point, where treatment and comparison units are most 

similar.  

 

3.3. Conditions and assumptions of RDD 

1. There should be a continuous eligibility index. Some of the example of continuous 

indexes like age, income, score, poverty index, or class size.  

2. A clearly defined cutoff point to determine the eligibility of individuals to a program 

or not. For example, a household with poverty score less than 50 out of 100 might 

be eligible for a certain intervention program and those above the cutoff point will 

be eligible for the control group. 

 

3.4. Fuzzy vs. Sharp Design RDD 

The rule of the assignment process into treatment groups can take a deterministic (a 

sharp design) or probabilistic (fuzzy design). In sharp designs of RDD, the probability of 

treatment changes from 0 to 1 at the cutoff. For example, if a scholarship award is given 

to all students above a threshold test score of 80%, then the assignment rule defines 

treatment status deterministically with probabilities of 0 or 1. In Fuzzy design of RDD, the 

probability of treatment is discontinuous at the cutoff, but not to the degree of a definitive 

0 to 1. For example, if food stamp eligibility is given to all households below a certain 

income, but not all households receive the food stamps, then the assignment rule defines 

treatment status probabilistically but not perfectly.  
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Figure 4. Sharp Vs Fuzzy RDD. Source: The World Bank 

 

3.5. Regression Analysis in RDD: Fuzzy vs. Sharp Design  

In RDD, the treatment or the intervention (T) is a deterministic function of the forcing 

variable (Z), such that: 

 

𝑇𝑖=1 𝑖𝑓 𝑍𝑖≥𝐶 

where Ti is the treatment or intervention indicator variable for an individual i, Zi is the 

value of assignment variable for that individual and C is the critical value above which the 

individual received treatment. We usually estimate the average causal effect of the 

treatment at the discontinuity point as a difference in conditional outcomes (Y): 

𝜏𝑆𝑅𝐷=lim𝑍𝑖→𝐶+[𝑌𝑖|𝑍𝑖] − lim𝑍𝑖→𝐶−𝐸[𝑌𝑖|𝑍𝑖] 

This kind of effect estimation is called Sharp RDD. The Sharp RDD requires that the 

treatment goes from 0 to 1 at the cut-off value of the forcing variable. However, in Fuzzy 

RDD, the probability of receiving the treatment can change on a continuous scale from 0 

to 1. This situation is more commonly encountered in real life evaluations because of non-

compliance. For example, when the threshold value for eligibility or the program benefits 

are not broad enough for all eligible households/individuals to participate in the program, 

several of them will not! This results in the probability of participation among the eligible 
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households being less than 1. Sharp RDD average treatment effects are a special case 

of fuzzy RDD effect when the denominator is 1. 

 

i. Regression Analysis for Sharp RDD: We can estimate an average treatment effect 

as follows if the compliance with treatment protocol is perfect; that is, all eligible 

individuals who are assigned to the treatment (because they were above a cut-off) 

actually participate in it, and those who are not assigned or ineligible do not participate: 

 

𝑌𝑖=𝛽0+𝛽1𝐷𝑖+(𝑍𝑖)+휀𝑖 

 

where Yi is the outcome for individual i and  is the average treatment effect. To 

control for differences between the treatment and control individuals away as their 

distance from the discontinuity point, we control for a function of the forcing 

variable (Zi) as f(Zi) in the estimation. In reality we cannot observe f(Zi). However, 

it is always good practice to evaluate robustness of our effects to different 

specifications of f(Zi). For example, we use the functions f(Zi) = Zi and f(Zi) = Zi + 

Zi2 in the STATA demonstration below. 

 

 

 

 

 

 

 

 
 We will compare the conditional outcome in enrollment rates between the participating 

eligible households and the ineligible households from the control group. We restrict the 
observations appropriately as shown in the DO file. We also create the variable z2 by 
squaring z. Note how we are creating a flag variable to restrict the observations to the 
subset that we want to analyze:  

 

 replace sampleRD = ((D_assig==1 & pov_HH == 1 & z>=-200 & z<=0) | 
(D_assig==0 & pov_HH == 0 & z>0 & z<=200))  

 
 Check for the baseline balance  



 

65 
 

 We use two alternative specifications of f(Zi):,  

- reg enroll D_assig z if sampleRD==1 & year==1997, vce(cluster villid)  

- eststo r1_97  

- reg enroll D_assig z z2 if sampleRD==1 & year==1997, vce(cluster villid)  

- eststo r2_97 

 We find that the coefficient for D_assig is not significant in any model, indicating a 
good baseline balance in the outcome.  

 
 Estimate the ATE at the endline  

 We estimate the impacts in year 1999 by specifying the same regression models as 
above:  

- reg enroll D_assig z if sampleRD==1 & year==1999, vce(cluster villid)  

- eststo r3_99  

- reg enroll D_assig z z2 if sampleRD==1 & year==1999, vce(cluster villid)  

- eststo r4_99 

 
 

ii. Regression Analysis for Fuzzy RDD: In the case of imperfect compliance, we can 

implement a fuzzy RDD. We use instrumental variable / 2 stage least square 

(IV/2SLS) method to estimate the effects in Fuzzy RDD as follows, 

 

 First Stage: 𝑇𝑖 = 𝛽0+𝛽1𝐸𝑖+𝑓(𝑍𝑖)+휀𝑖  

 Second Stage: 𝑌𝑖 = 𝛼0+𝛼1𝑇 ̂𝑖+𝑓(𝑍𝑖)+𝑢𝑖 

where 휀𝑖  is the dummy variable we created earlier to note whether a household was 

eligible for participation on basis of Zi. Demonstration of the STATA code is provided 

below. 

 

 Restrict the sample to households as above, but now allow for some non-
compliance. We change the values of the flag variable to restrict the sample used 
in analysis:  

 

- replace sampleRD = ( (D_assig==1 & pov_HH == 1 ) | (D_assig==0 & pov_HH == 
0) ) & (z>= -200 & z <=200)  

 
 The baseline-balance check is the same as in the case of Sharp RDD  

 ivregress 2sls enroll (D_assig=E) z if sampleRD == 1 &year==1997, vce(cluster villid)  

- eststo r1_97 
 

 ivregress 2sls enroll (D_assig=E) z z2 if sampleRD == 1 & year==1997, vce(cluster villid)  

- eststo r2_97 
 

 We find that the baseline difference in outcomes is significant, suggesting that our estimate 
of the treatment effect will be biased.  

 Estimate the average treatment effect in year 1999:  
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 ivregress 2sls enroll (D_assig=E) z if sampleRD == 1 &year==1999, vce(cluster villid)  

- eststo r3_99  

 ivregress 2sls enroll (D_assig=E) z z2 if sampleRD == 1 & year==1999, vce(cluster 
villid)  

- eststo r4_99 

 
 

3.6. Specification and Robustness Checks 

 Sensitivity to functional form assumptions: We have seen that changes in our 

assumptions about the functional form of f(Zi) can change the estimated magnitude of 

the treatment effect. We can evaluate the robustness of our results by estimating 

treatment effects for a wide variety of f(Zi) specifications. Above, we tried two different 

functional forms; we can add higher-order terms for Zi and evaluate their effect.  

 Effect of socioeconomic and other factors on the treatment effect: RDD is a 

quasi-experimental design, and it remains possible that some confounders (measured 

or unmeasured) will remain unbalanced at the baseline. For example, in the fuzzy 

RDD above, we found some evidence of imbalance in the outcome baseline itself. We 

can thus add individual-, household- and village-specific control variables to the 

regression model in order to assess the robustness of the estimated causal effect.  

 Effect of the choice of the discontinuity criteria: There may not be well-defined 

eligibility criteria, so we may have to determine the cut-off value for the assignment 

variable based on the data (as we did above). In such case, it is a good idea to 

estimate the effect at a few other discontinuity points to assess the robustness of the 

treatment effect. An alternative is the use is of “placebo” discontinuity points to build 

confidence that the detected association is truly causal. If the impact of the treatment 

is actually occurring around the discontinuity point, then we should not see differential 

treatment effects at “placebo” discontinuity points.  

 

3.7. Summary of the Session  

 Regression discontinuity design is an impact evaluation method that is adequate for 

programs that use a continuous index to rank potential participants and that have a 

cutoff point along the index that determines whether or not potential participants are 

eligible to receive the program. 
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 RDD is used when there is a continuous eligibility index.  

 In sharp designs of RDD, the probability of treatment changes from 0 to 1 at the cutoff. 

 In Fuzzy design of RDD, the probability of treatment is discontinuous at the cutoff, but 

not to the degree of a definitive 0 to 1. 
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Session four: Difference-in-Differences 

 
4.1. Introduction  

In previous sessions, we have argued that Randomized Control Trials (RCT) are a gold 

standard because they make a minimal set of assumptions to infer causality: namely, 

under the randomization assumption, there is no selection bias (which arises from pre-

existing differences between the treatment and control groups). However, randomization 

does not always result in balanced groups, and without balance in observed covariates it 

is also less likely that unobserved covariates are balanced. Later, we explored 

Regression Discontinuity Designs (RDD) as a quasi-experimental approach when 

randomization is not feasible, allowing us to use a forcing variable to estimate the (local) 
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causal effects around the discontinuity in eligibility for study participation. In RDD, we use 

our knowledge of the assignment rule to estimate causal effects. 

 

In this session, we cover the popular quasi- or non-experimental method of Difference-in- 

Differences (DID) regression, which is used to estimate causal effect – under certain 

assumptions – through the analysis of panel data. DID is typically used when 

randomization is not feasible. However, DID can also be used in analyzing RCT data, 

especially when we believe that randomization fails to balance the treatment and control 

groups at the baseline (particularly in observed or unobserved effect modifiers and 

confounders). DID approaches can be used with multi-period panel data and data with 

multiple treatment groups, but we will demonstrate a typical two-period and two-group 

DID design in this session. 

 

Learning objective 

At the end of this session, you should be able to:  

 Understand the basics of DID designs  

 Estimate causal effects using regression analysis  

 Incorporate “matching” techniques to improve precision and reduce bias in DID 

designs  

 Discuss Triple-Differences Designs  

 

 

4.2. Basics of DID Designs 

Suppose we have two groups, one that received treatment at some point and one that 

did not. The first strategy to identify the effect of the treatment would be to take a simple 

before and after difference. This however would only remove time-invariant but not time-

varying unobservable. To remove both time-invariant and time-varying unobservable, one 

would need to take the double difference between the two groups before and after. In 

doing so, the DID strategy provides a powerful tool to identify treatment effects in these 

contexts. However, it requires a strong identifying assumption which we discuss below.  
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For a DID estimator to be valid, a parallel trend assumption needs to be fulfilled. The 

parallel trend assumption implies that the outcome of interest would change similarly 

between control and treatment groups. In other words, in the absence of the treatment, 

the two groups would follow a similar trend in the outcome of interest.   

To test the parallel trends assumption, we need at least three observations in time, two 

observations before treatment, and one observation after treatment. So that we could use 

the two observations to test for parallel trends before the intervention. The trends could 

be linear, or non-linear however as long as they are parallel before the intervention, the 

assumption will be fulfilled. The figure below illustrates how we estimate the DID model 

when a linear parallel trend assumption is fulfilled. 
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Assume that we observe two states in a certain country in east Africa, designated as  𝑠 =

𝑇, and 𝑠 = 𝐶. State 𝑇 is affected by a policy change and state 𝐶 was not. Further assume 

that we observe these states for two time periods, 𝜏 =  0 (pre-policy change) and 𝜏 =  1 

(post-policy change). Formally, for some outcome (𝑌𝑖𝑠𝑡) that we observe at the individual 

level, the DID estimator is given as 

(�̅�𝑇1 − �̅�𝑇0) − (�̅�𝐶1 − �̅�𝐶0) = ∆�̅�𝑇 − ∆�̅�𝐶 

Where �̅�𝑠𝜏 =
1

𝑁𝑠𝜏
∑ 𝑌𝑖𝑠𝜏𝑖  measures the average value of outcome of interest for each state. 

The DID estimator calculates the difference in difference between the state average 

values of the outcome of interest. 

The DID estimator can also be implemented in an econometric framework. One could run 

the following regression: 

𝑌𝑖𝑡 = 𝛼 + 𝛽𝜏𝑡 + 𝛾𝑠𝑖 + 𝛿𝜏𝑡𝑠𝑖 + 휀 𝑖𝑡   

 Where,  𝜏𝑡 = 0 if observation i is from the baseline survey (pre-policy change), and 𝜏𝑡 =

1 if it is from the follow-up survey (post-policy change). 𝑠𝑖 = 1  if observation i is in the 

treatment group (state), and 𝑠𝑖 = 0   if it is in the comparison group (state). The impact 𝛿 

is estimated by regressing y on 𝜏, 𝑠, and the product 𝜏𝑠. We can show that the regression 

based DID estimator produces identical result. From equation above, we derive the 

following estimate for the outcomes of interest for the two groups: 

 

 𝑌𝑇1 = 𝛼 + 𝛽 + 𝛾 + 𝛿 ; 𝑌𝑇0 = 𝛼 + 𝛾; 𝑌𝐶1 = 𝛼 + 𝛽; and 𝑌𝐶0 = 𝛼 

 

Hence, the difference in differences estimator is given by the following expression: 
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(�̅�𝑇1 − �̅�𝑇0) − (�̅�𝐶1 − �̅�𝐶0) = (𝛼 + 𝛽 + 𝛾 + 𝛿 − 𝛼 − 𝛾) − (𝛼 + 𝛽 − 𝛼) = 𝛿, which measures 

the Average treatment Effect (ATE). 

 

To verify the “Parallel trends” assumption, we could estimate the same equation as 

above with 2 observations before the treatment and verify that 𝛿 is not significantly 

different from 0 and small (i.e., a precise zero). Such a test is often referred to as a 

placebo test. As an additional validity test, one could re-estimate the regression model 

above using the entire sample and different outcomes related to the outcome of interest 

but would not ideally be affected by the treatment. Such a validity test is referred to as a 

falsification test.  

 

4.3. Triple Differences 

There could be situations where a simple double-difference would not provide a proper 

causal inference. For example, consider a policy change in state 𝑠 = 𝑇 in time period 𝜏 =

 1  that only affects persons 60 years and older. In that case, we might use individuals 

aged 50-59 in the control state 𝑠 = 𝐶, as an appropriate control group. This would require 

an additional layer of differencing on the simple DID research design, resulting in a triple-

DID estimator. In this context, a triple DID estimator is the most effective tool to identify 

causal relationships. 

 Let 𝑌𝑖𝑠𝑡𝑎 be defined as above, but with 𝑎 =  0 signifying persons of age 50-59 and 𝑎 =

 1 signifying persons of age 65 and older. Then the triple DID estimator is: 

 

(�̅�𝑇11 − �̅�𝑇10) − (�̅�𝑇01 − �̅�𝑇00) − (�̅�𝐶11 − �̅�𝐶10) − (�̅�𝐶01 − �̅�𝐶00) = ∆�̅�𝑇1 − ∆�̅�𝑇0 − ∆�̅�𝐶1 − ∆�̅�𝐶0 

Where �̅�𝑠𝜏𝑎 =
1

𝑁𝑠𝜏𝑎
∑ 𝑌𝑖𝑠𝜏𝑎𝑖 .  

In other words, we compare the evolution of the gap between 60+ - (plus or minus) year-

olds and 50-59-year-olds in the treated state to the evolution of the gap between 60+-

year-olds and 50-59-year-olds in the control state. The advantage of this triple-DID 

structure is that it allows us to relax our assumptions on a parallel trend for the states. We 

no longer need to assume that outcomes for both states would evolve similarly in 

expectation. We now need only assume that to the extent that outcomes evolve differently 
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in state 𝑠 =  1 than state 𝑠 =  0, the differences affect age groups 𝑎 =  1 and 𝑎 =  0 

similarly. We can easily implement this triple-DID estimator within the regression 

framework as shown in the simple difference-in-differences regression model above. 
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Session Five: Matching 

 
5.1. Introduction  

In this session, we will discuss Matching as one of a quasi- or non-experimental method 

of impact evaluation. The goal of matching is to find a comparison unit among controls 

(from another data source) that has similar values of observable characteristics with the 

treatment group. It is important to note, however, that this comparison unit need not be a 

single unit rather, it can be a composite (i.e., a weighted average) of several different 

control units that have similar values of the observable variable. There are different types 

of matching such as exact and propensity based.  

After completing this section, participants will be able to: 

- Describe exact matching 

- Describe propensity matching design and related matching algorithms   

- Describe identifying assumptions for matching design  

- List the strength and limitations of a matching study  
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5.2. Exact Matching  

One could do exact matching on a few observable characteristics 𝑋 (such as age, gender, 

education). Non-treated observation 𝑗 with identical characteristics as treated observation 

𝑖 serves as a control for 𝑖. For each treated unit, we pick up the best comparison unit 

(match) from another data source. These matches are selected based on similarities in 

observed characteristics. However, in reality, it is very hard to find an exact matching with 

a few observable characteristics. Instead, there may be many important characteristics 

that would enable identifying a comparable observation. This requires a different type of 

matching estimator called Propensity-Score Matching (PSM) that addresses the 

dimensionality problem that arises with too many characteristics. 

 

5.3. Propensity Score Matching  

PSM matches on the probability of participation based on a broad set of observed 

characteristics 𝑋, instead of a few 𝑋. PSM assumes that non-observable characteristics 

of the treatment and control groups are highly correlated to observable characteristics 

(𝑋). The control (comparison) groups are valid only if they have not chosen not to 

participate, even with the same 𝑝(𝑋). The following describes the steps to follow for 

successful propensity score matching proposed by Rosenbaum and Rubin: 

1) We first need to compute everyone’s probability of participating, based on their 

observable characteristics, using a logit or probit regression of the form: 

𝑌𝑖𝑡  =  𝛼 +  𝛽1𝑋1  +  … . + 𝛽𝑘𝑋𝑖𝑘  + 𝑒𝑖   

 

Where 𝑌𝑖𝑡 = 1 if in the treatment group, 0 otherwise. After the estimation, we then 

predict the probability of treatment for each observation 𝑖 =  �̂�(𝑋𝑖), called propensity 

scores, for each member 𝑖 of the treatment and comparison groups. 

 

2) We then match participants and members of the comparison group. For each 

participant 𝑖, we find the non-participant 𝑗 with the closest value of the propensity score 

�̂�(𝑋𝑖) ≈ �̂�(𝑋𝑖). To make this more effective we restrict the samples to ensure common 

support, i.e., only keep the range of values for the propensity score that includes both 
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participants and non-participants, and determine a tolerance limit based on how 

different can matched control individuals or villages be. For instance, we could match 

only observations that have a difference in 0.001. This implies non-treated 

observations 𝑚 with the probability of treatment �̂�(𝑋𝑚) equal to that of treated 

observation 𝑖 is the control for 𝑖. More formally, we could use one of the following 

algorithms for propensity score matching: 

 Nearest neighbor matching estimator: a comparison unit closest to the treated 

unit in terms of propensity score gets matched. It could be done with and without 

replacement.   

 Caliper and radius matching: comparison units within a certain tolerance level 

of the maximum propensity score distance (caliper) of the treated units get 

matched, where the caliper is often given as a fraction of the standard deviation 

of the propensity score.  

 Kernel and local linear matching estimator: non-parametric matching estimators 

that use weighted averages of propensity scores for all observations in the 

control group to construct the counterfactual outcome. 

 Stratification and Interval matching: partitions the (propensity score) common 

support into a set of intervals/strata/blocks and calculates the treatment effects 

within each strata by taking the average difference in outcomes of interest 

between treated and control groups. This algorithm is also referred to as interval 

matching, blocking and sub classification. 

 

3) The difference in outcomes for each participant and its match is the estimate of the 

gain due to the program for that observation. Calculate the mean of these individual 

gains to obtain the average overall gain for participants. This is the Average Treatment 

Effect on the Treated (ATT) since it is measured on a representative sample of 

participants. In technical terms, the treatment effect is given by 
1

𝑁𝑇
∑ (𝑌𝑖 − 𝑌𝑚𝑖)𝑖∈𝑇  which 

measures the average difference in outcome measure 𝑌 between treatment group, 𝑇 

and its matched control group, 𝐶.  

 

Steps to do PSM:  



 

75 
 

i) Representative and highly comparable survey of nonparticipants and 

participants. 

ii) Pool the two samples and estimate a logit (or probit) model of program 

participation. 

iii) Restrict samples to assure common support (an important source of bias in 

observational studies). 

iv) For each participant find a sample of non-participants that have similar 

propensity scores. 

v) Compare the outcome indicators. The difference is the estimate of the gain 

due to the program for that observation. 

vi) Calculate the mean of these individual gains to obtain the average overall 

gain. 

 

5.4. Limitations of matching  

 Matching requires large samples and good quality data. 

 Highly dimensional problem 

 Difficult to select correct set of conditioning variables 𝑋 

 Does not allow for selection on unobserved variables 

 Know the assignment rule and match based on it:  

 combine with other techniques (i.e. diff-in-diff) 

 ex-post matching is risky: 

- If there is no baseline, be careful! 

- Matching on endogenous ex-post variables gives bad results. 
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Session Six: Problems with Experiment  

 
6.1. Introduction  

In session 3 we introduced the basics of experimental designs. We showed that, under 

ideal conditions, experimental designs provide a solution to the selection bias problem 

that is common in empirical research. In this scenario, a simple comparison of means 

between treatment and control units is usually enough to provide an unbiased estimate 

of the impact of an intervention.  

However, experiments are not free of problems since units may fail to comply with 

treatment protocol. For instance, members of the treatment group may not receive the 

treatment as intended or the members of the control group may receive some treatment. 

That is, a researcher may face a situation that arises when the treatment status does not 

apply to all of those that were initially assigned.  

In such situation, researchers face with problem of imperfect compliance. In this session, 

we will discuss the challenges faced by both experimental and non-experimental 

research, namely imperfect compliance, spillovers (externalities), and attrition. 

At the end of this session, you should be able to:  

 Understand methods to deal with imperfect compliance  

 Estimate the causal effects in case of “externalities”  

 Understand the effect of attrition as well as some analytical methods to 

nevertheless estimate unbiased coefficients  

 

6.2. Imperfect Compliance 

Noncompliance arises when actual treatment status differs from treatment assignment. 

Imperfect compliance can occur in different cases.  

i. The first case of imperfect compliance occurs when some units assigned to the 

treatment group choose not to enroll or are otherwise left untreated. In this case, 

we cannot calculate the average treatment for the population because some 

members of the treatment group never enroll; and thus, we can never calculate 

what their outcomes would have been with treatment. But we can estimate the 

average impact of the program on those members of the treatment group who 

actually take up or accept the treatment. This is the treatment on the treated (TOT) 
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estimate. The TOT estimate provides the impact for members assigned to the 

treatment group who actually show up and receive the training. 

ii. The second case of imperfect compliance is when individuals assigned to the 

comparison group manage to participate in the program. Here the impacts cannot 

be directly estimated for the entire treatment group because some of their 

counterparts in the comparison group cannot be observed without treatment. The 

treated units in the comparison group were supposed to generate an estimate of 

the counterfactual for some units in the treatment group, but they receive the 

treatment; therefore, there is no way of knowing what the program’s impact would 

have been for this subset of individuals. 

When there is noncompliance on either side, we should consider carefully what type of 

treatment effect we estimate and how to interpret them. 

- A first option is to compute a straight comparison of the group originally assigned to 

treatment with the group originally assigned to comparison; this will yield the intention 

– to- treat (ITT) estimate. The ITT compares those whom we intended to treat (those 

assigned to the treatment group) with those whom we intended not to treat (those 

assigned to the comparison group) —regardless of whether or not those in the 

treatment group actually enroll in the program. The ITT is a weighted average of the 

outcomes of participants and nonparticipants in the treatment group compared with 

the average outcome of the comparison group. The ITT is important for those cases 

in which we are trying to determine the average impact of offering a program, and 

enrollment in the treatment group is voluntary. By contrast, we might also be 

interested in knowing the impact of a program for the group of individuals who are 

offered the program and actually participate. This estimated impact is called the 

treatment-on- the-treated (TOT). The ITT and TOT will be the same when there is full 

compliance. 

- On the other hand, if there is noncompliance on the comparison side, the intention to- 

treat estimate is not as insightful since the comparison group has been affected by 

treatment as some members of the comparison group obtain the treatment. In this 

case, the ITT estimate will be biased downward (since it is the difference between the 

average outcomes in the treatment and comparison groups). Under these 
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circumstances of noncompliance, a second option is to estimate what is known as the 

local average treatment eff ect (LATE). LATE needs to be interpreted carefully, as it 

represents program effects for only a specific subgroup of the population. In particular, 

when there is noncompliance in both the treatment group and in the comparison 

group, the LATE is the impact on the subgroup of compliers 

 

6.3. Spillover Effect  

In some cases, the experiment itself can modify the behavior of units under study. As a 

consequence, a comparison between treatment and control units would be biased. This 

happens in a situation in which there exist externalities from the treated to the control 

group. For instance, untreated individuals interact with treated ones and by that way 

receive part of the benefits of treatment, causing a downward bias in the treatment effect 

estimate. This problem is known as spillover effect or experimental effects. How can we 

design and manage experiments that are exposed to spillover effects?  

Some authors suggest that one should define the “geographic” levels at which 

externalities take place. This geographic level could be village, the school or even the 

household levels. Then, randomization should be made between the geographic levels 

selected and not within these units. If we define the village as geographic level, this means 

that the comparison should be made between treated members/group from treated 

villages and untreated but eligible members/group from untreated villages. This 

procedure will allow us to estimate the impact of treatment among treated. On the other 

hand, to estimate the spillover effect we should compare untreated individuals from 

treated villages with ineligible individuals from unselected villages. This will allow us to 

estimate the impact of the treatment on untreated. 

 

6.4. Attrition  

Attrition is a problem that arises in a context of panel data or when we have longitudinal 

observations of individuals. Our dataset suffers a problem of attrition, since some children 

that were observed in 1997 could not be surveyed in the following years. Attrition could 

be random or non- random. Attrition that happen randomly would not pose a problem 

since there balancing among treated and control group is not a problem. On the other 

hand, if attrition is non – random attrition, i.e. if attrition is correlated with treatment, then, 
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a comparison between treated and untreated groups could be biased. It is possible to test 

for non – randomness of attrition in the dataset.  

 

6.5. Summary of the session 

Imperfect compliance: It happens when some individuals from the treatment group do not 

make use of the benefits of this status, or when some individuals from the control group 

get the benefits of the treatment even when they should not do according to the random 

assignment. In this scenario, there is a difference between the original assignment to 

treatment by the program and the actual treatment status. Thus, it is necessary to 

implement a solution that corrects the estimates from the “non-compliance” behavior of 

individuals. The standard way to perform such correction is via instrumental variables 

techniques (IV). 

Spillover effect: In some cases, the experiment itself can modify the behavior of units 

under study. As a consequence, a comparison between treatment and control units would 

be biased. This problem is known as spillover effect or experimental effects 

Attrition: this happens in the case of experiments in which baseline and follow-up data 

is available. The problem of non – random attrition occurs when some units may drop out 

the sample after the implementation of the evaluation for reasons that might be related 

with the program. As a consequence, the original balance between treatment and control 

groups before the intervention is no longer guaranteed by the research design. 

 
Bibliography/Further Readings  

1. Center for Effective Global Action University of California, Berkeley: Module 4: 
Problems with Experiments 

2 Gertler, Paul J., Sebastian Martinez, Patrick Premand, Laura B. Rawlings, and Christel 
MJ Vermeersch. “Impact evaluation in practice.” World Bank Publications, 2011 

Angelucci , M. and V. Di Maro (2010). “Program Evaluation and Spillover Effects,” Inter-
American Development Bank, Technical Note 136.  

Angrist, Joshua and Jorn-Steffen Pischke (2009). Mostly Harmless Econometrics: An 
Empiricist’s Companion. Princeton University Press.  

Baulch, B. and A. Quisumbing (2011). “Testing and adjusting for attrition in household 
panel data,” Mimeo.  

Lee, David (2009). “Training, Wages, and Sample Selection: Estimating Sharp Bounds 
on Treatment Effects,” Review of Economic Studies, 76(3), 1071-1102.STATA 

 

 



 

80 
 

 

 

 

 

 

 

 

 



 

81 
 

Module Three: Getting Data for Impact Evaluation 
Session One: Power Analysis and Sampling  

 

1.1. Introduction  

In Module 1, we have discussed statistical inferences and the use of regression to infer 

causal effects. In Module 2, we have discussed the various methods of impact evaluation.  

In this module three, we will learn how to get data for an impact evaluation, including 

choosing the sample and finding adequate sources of data. The We will first discuss how 

to draw a sample from a population of interest, and how to conduct power calculations to 

determine the appropriate size of the impact evaluation sample. 

 

Learning objective: At the end of this session, you should be able to:  

 Understanding the terms minimum detectable effect (MDE), power, and sample 

size  

 Using STATA commands to estimate sample size, determine MDE, and assess 

the power of given sample size for randomized control trials  

 Understanding the effect of sample design assumptions on power, sample size 

and MDE  

 

1.2. Power calculation and sampling 

In module one, we have used statistical tests to determine if the mean difference of an 

outcome between two groups is statistically significant. This is done by specifying a null 

hypothesis (typically the mean difference is zero) and using the t-statistic and p-value to 

determine if we can reject the null hypothesis.  

 

When evaluating the null hypothesis, we can make two types of error. If we reject the null 

hypothesis when it is actually true, we would be incurring in a type I error (false positive). 

If we fail to reject the null hypothesis, it is actually false, we would be incurring in a type 

II error (false negative). In other words, if the regression coefficient is not statistically 

significant when the true coefficient is statistically significant, we would be incurring in a 

type II error. The power of a statistical test is inversely associated with the probability of 

observing a type II error. 
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It is important to distinguish between a cross-sectional representative sample to measure 

a population parameter, and a sample to detect the difference between the means of two 

groups of populations. In the former, the objective is to estimate the sample size 

necessary to measure a population parameter (e.g. mean income, prevalence of 

diseases, etc.). In the latter, the objective is to determine a sample size large enough to 

restrict the prevalence of false positives and false negatives to acceptable minimum levels 

in measuring the mean difference between two populations.  

 

We have discussed that ‘false positive’ errors can happen when we infer that the 

difference between two means is statistically significantly different when in reality both 

groups have the same mean. The rate or probability of observing false-positive errors is 

called the rate of Type I error. The most common convention is to keep the rate of Type 

I error to 0.05 or less. However, the values of 0.1 and 0.01 are also sometimes used in 

literature.  

 

‘False negative’ errors happen when we statistically fail to detect a difference between 

two means when in fact the difference exists. The rate or probability of observing ‘false 

negative’ error is called the rate of Type II error. The typical acceptable value of Type II 

Error used in literature is 0.1, or as high as 0.2.  

 

The Power of the test is a concept closely related to the Type II error rate. Power is 

defined as 1 minus the Type II error rate. For example, for a Type II error rate of 0.2 we 

have (1 – 0.2 =) 80% power. Power is therefore the probability of detecting an effect when 

this effect truly exists.  

 

Minimum Detectable Effect (MDE) is the smallest difference in means we can measure 

between two groups for the given sample size, power, and Type I error rate. If the 

estimated difference is less than the MDE, then we may not be able to find statistical 

evidence of impacts when they truly exist.  
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The sample size is the number of observations or participants in the study. Sometimes 

sample size is reported for each group being compared, and sometimes the total sample 

size is reported along with the proportion in each of the groups. 

 

To put these terms in formula, cconsider the following regression 

 𝑌𝑖 = 𝛼 + 𝛽𝐷𝑖 + 휀𝑖  

Where  𝐷 is the treatment variable (Randomized intervention), 휀𝑖 is an error term, both 

defined for individual i; 𝑌 is the outcomes of interest; and 𝛽 is the impact of the 

intervention. If we assume that the observations are independent of each other and are 

identically distributed, then the variance of the treatment effect can be written:  

𝑉𝑎𝑟(𝛽) =
1

𝑃(1−𝑃)

𝜎2

𝑁
,  

Where 2 σ2 is the variance of the outcome of interest, N is the sample size and P 

is the fraction of the sample assigned to the treatment group. With insufficient 

sample size, there is a risk of not finding any statistical evidence of the effect of D 

(treatment variable) on Y (outcomes of interest).  

Minimum Detectable Effect (MDE), which is the smallest difference in the means that 

we can measure between two groups for the given sample size, power and type I error 

rate,  is given as: 

 

where 𝑡(1−𝑘) is the t-statistic associated to the inverse of the power (Type II error rate) and 

𝑡𝛼 is the t-statistic associated with the significance level (Type I error rate). For a level of 

power of 80% and a significance level of 5%, these values are 0.84 and 1.96 respectively 

for large sample; for smaller samples, we have to use a student’s t distribution with N-1 
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degrees of freedom instead of the normal distribution. To interpret the MDE, it is important 

to compare it to a given “standard” or reference value. This standard or reference value 

is usually derived from the theory of change and the indicator for success. For example, 

for a new cash transfer program the funders or implementers might decide that the 

anticipated treatment effect will be 100 US dollars in annual income. If the MDE for a 

given sample is $150, then we will not be able to statistically detect differences less than 

$150, and thus risk finding no statistical evidence of a positive treatment effect despite 

the effect’s existence. 

 

Power: is defined as the likelihood of detecting an effect where that effect actually exists. 

Given an effect size of  𝛽𝐸, the power of the test can be calculated as: 

 

Sample size, which is the number of observations or participants, can be calculated as 

follows:  

 

One can implement these calculations in different programs, e.g. STATA, and optimal 

design software. Below, we present STATA examples from CEGA’s impact evaluation 

manual.  

 

 

 



 

85 
 

1.3. STATA Application 

 

i. STATA example on MDE calculation  

 

  

           m2 = 2787.2926

        delta =  287.2926

Estimated effect size and experimental-group mean:

           sd = 1400.0000

           m1 = 2500.0000

  N per group =       500

            N =      1000

        power =    0.9000

        alpha =    0.0500

Study parameters:

Ho: m2 = m1  versus  Ha: m2 != m1; m2 > m1

t test assuming sd1 = sd2 = sd

Estimated experimental-group mean for a two-sample means test

Performing iteration ...

Type I error rate 

Assumption about the mean in the 

control group 

MDE 
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ii. STATA example on calculating power to detect a treatment effect  

 

We are losing power (90% to 62%) due to the fact that the expected effect (200.0) is 

smaller than the MDE (287.3). 

 

 

 

 

 

 

 

 

 

 

        power =    0.6166

Estimated power:

           sd = 1400.0000

           m2 = 2700.0000

           m1 = 2500.0000

        delta =  200.0000

  N per group =       500

            N =      1000

        alpha =    0.0500

Study parameters:

Ho: m2 = m1  versus  Ha: m2 != m1

t test assuming sd1 = sd2 = sd

Estimated power for a two-sample means test

We want to know the estimated 

power for this difference in 

means.  

m2 – m1 
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iii. STATA example on estimating the simple size to have power to detect a 

treatment effect  

We want to know the required sample size to detect this difference in means. 
 

 

Effect of Power and Type I error assumptions 

 

 

As we see it in the formulas and the graph presented above, the power of the test 

increases with the sample size and the following parameters affect the sample size, 

power and MDE: 

  N per group =      1031

            N =      2062

Estimated sample sizes:

           sd = 1400.0000

           m2 = 2700.0000

           m1 = 2500.0000

        delta =  200.0000

        power =    0.9000

        alpha =    0.0500

Study parameters:

Ho: m2 = m1  versus  Ha: m2 != m1

t test assuming sd1 = sd2 = sd

Estimated sample sizes for a two-sample means test

Performing iteration ...
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Variance of the outcome of interest: larger variances in the outcome of interest imply 

higher sample sizes 

One-sided vs. two-sided test: one sided test needs a smaller sample 

Proportion of the sample in the treatment and control groups: 50% to 50% of the 

assignment gives a minimum sample size. 

What if the means or standard deviations are unknown? 

 We can use standardized variables (Cohen 1998). In order to standardise a variable the 

mean is subtracted and the difference is divided by the standard deviation (SD): 

 

Cohen provides the following effects: 0.2 SD: small impact; 0.5 SD: medium impact; and 

0.8 SD: significant impact.  
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        power =    0.8848

Estimated power:

           sd =    1.0000

           m2 =    0.2000

           m1 =    0.0000

        delta =    0.2000

  N per group =       500

            N =      1000

        alpha =    0.0500

Study parameters:

Ho: m2 = m1  versus  Ha: m2 != m1

t test assuming sd1 = sd2 = sd

Estimated power for a two-sample means test

Mean of the standardized variable for the 

control group 

Standard deviation of the standardized 

variable 
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Session Two: Questionnaire Design  
 

2.1. Introduction  

The main objective of any Impact Evaluation is to assess the results of a particular 

intervention, and researchers will hopefully be confident that the intervention could be 

repeated in some other context. Good quality data and analysis are thus required to 

establish the magnitude of the impact, allowing researchers to extend their findings to 

these other settings. Data quality relies on the information provided by a survey. 

Generating good quality data from a survey is not an easy task. Questionnaire design is 

a very sensitive matter in survey development for two reasons. In the first place, it is one 

of the most cost-effective ways of improving the quality of survey data (Fowler, 1995). 

Secondly, it has a direct impact on the analytical stage of the survey: decisions on how 

to collect the data will define what can be assessed and, maybe even most importantly, 

what will be left out of the analysis.  In this session, we will learn some basic guidelines 

for achieving a successful questionnaire. 

 

Learning outcome: at the end of this session, you should be able to: 

 Explain fundamental concepts of questionnaire design  

 Identify relevant considerations and challenges in designing a questionnaire  

 

2.2. The Three Phases of Questionnaire Design 

Questionnaire design must ensure three key traits of the final product: relevance, 

accuracy and feasibility (Iarossi, 2005). The quality of the data will ultimately rely on the 

quality of the questionnaire.  

 

This requires that the survey designer is intimately familiar with the aim of the survey and 

thus the information that needs to be collected; that the information is collected in a 

reliable and valid manner; and that the questionnaire motivates the respondent to provide 

an answer.  
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How is this achieved? By (i) involving the right kinds of people in the questionnaire’s 

design; (ii) allowing enough time and repeated iterations during the process; and (iii) 

conducting careful testing of the questionnaire (Grosh & Muñoz, 1996).  

 

Ensuring that all of these conditions are met involves a process with three related, yet 

independent, activities:  

 defining the questionnaire’s contents,  

 drafting the questions, and  

 pre-testing the draft questionnaire to ensure that it works. 

 

In what follows, we describe each of these phases and provide some practical guidance. 

 

2.2.1. Content 

Defining the content of a survey is the first step in questionnaire design. the content will 

(or should) be essentially determined as measures of the chosen impact indicators. 

Nevertheless, the success of the survey will heavily rely on the adequate definitions 

adopted in at least five fronts: 

i. Effects. The most important task is to sharply clarify which are the expected 

results of the intervention. This implies adequately defining which outcomes need 

to be measured 

ii. Observation Units. A natural next step will be to define which impacted entities 

should be observed.  

iii. Correlation with Other Factors: In order to correctly measure the effects of the 

intervention, it will be necessary to measure the correlation between the measured 

impact and other factors (such as geographic location, income levels, or weather 

conditions). The most obvious factor to be registered should be whether the 

observational unit was in the treatment or control group. If this data is not collected, 

the exact impact of the treatment may not be revealed in the survey data. 

iv. Hard-Core Indicators: Translating the conceptual definition of the expected 

effects, the observational units, and the correlated factors into explicit indicators 
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that can be used to measure the impact of the intervention will be the core of the 

questionnaire content. 

v. Other Measures: The survey’s mechanics may impose other measures that may 

need to be taken into account when defining the content of the questionnaire. 

These include, among others, household and individual identifiers, survey 

conditions, field-workers’ identification codes, and perhaps many others. 

Recording sufficient information to properly track the observed entities in follow-

up surveys is particularly important when the impact evaluation relies on panel 

data, which is often the case. 

 

2.2.2. Drafting  

Drafting refers to the process of giving concrete form to the questions identified in the 

content design phase. In particular, it requires making decisions about how to elicit the 

necessary information from study participants. The focus of drafting is to ensure that 

differences in answers only reflect actual differences in peoples’ behaviors and beliefs 

rather than reflecting participants’ different interpretations of the same question. 

Some of the most important guideline that guides the drafting process are: 

i. Wording: A few guiding rules for wording includes  

a. Keep it simple: Avoid technical jargon and academic language, unfamiliar 

words to the respondent, and keeping the question as brief as possible); 

avoid double negative questions; and avoid double-barreled questions 

b. Respect the Cultural Context. Both the reliability and validity of concepts 

depend upon cultural context. Be sure to use words and concepts, which 

mean the same thing to the respondents, regardless of where and to which 

group they belong, as they do to the survey designers. The same words –

even very simple ones– may mean different things to different people. 

c. Be objective. Certain types of questions should be avoided such as Leading 

questions (questions that influence interviewees’ responses through their 

wording, content, or structure) need to be avoided; Loaded Questions 

(avoid emotionally charged questions that could push the respondent 

towards certain responses through loaded words, stereotypes or images 
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(for instance: “fair”, “honest”, “colonialism”, etc.); and Built-in Assumptions 

(Questions should not assume that the respondent has familiarity with a 

complex topic (for instance, immigration laws)) 

d. Be Specific. Avoid terms which are vague, ambiguous, too academic, or 

which the respondent might misunderstand 

ii. Organizing: The order in which questions are asked on a questionnaire is also 

important. Issues that need to be considered in organizing questionnaire are  

a. Nature of statistical entities. If possible, all questions regarding the same 

statistical unit should be grouped together (the units can be households, 

household members, farm, crop, et) 

b. Respondents. The survey designer must decide who should answer each 

section, or each group of questions within a section; 

c. Reference periods. Questions with a common reference period should be 

grouped together 

d. Logical order of topics. Questions should be grouped according to the topic 

to which they refer 

e. Instructions. Use a consistent case convention to distinguish what the 

interviewer reads from the instructions for the interviewer 

f. Skips. One of the more relevant instructions for the interviewer is the 

skipping pattern. This can be demarked wither by establishing a skip code 

convention or by including explicit instructions in the question.  

g. Open-ended Questions. For open-ended questions (occupations, 

consumption products and so forth), the list of codes to be used for coding 

answers should be prepared in advance, taking into consideration the 

needs of the analysts and the expected frequency of answers. 

h. Recall and embarrassing topics. The order of questions may be a powerful 

tool to aid individual’s memory and/or to gradually introduce embarrassing 

questions. 

i. Sensitive questions. Leave sensitive questions for the last sections; 

otherwise, if the interviewee feels uncomfortable about answering them, 

this might affect his or her attitude towards the whole survey. 
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iii. Formatting: The physical appearance of the questionnaire will also contribute to 

the successful development of each interview. A few guidelines are listed as follow 

a. Identification. It is extremely important to assign unique identification 

numbers on each questionnaire 

b. Numbering. Questions should be numbered sequentially, without any 

repetition. It is good practice to use progressive numbers even across 

sections 

c. Layout. Space between questions should not be saved by compromising 

the questionnaire administration. Although it may appear to be 

economically convenient, this may jeopardize data accuracy. 

d. Fonts and formats. Different forms and formats (bold letters, underlying) 

may be used to ensure that the same words are emphasized each time the 

question is asked, thereby inducing uniform interpretation by respondents. 

e. Symbols. Using different symbols (circles, arrows, boxes and even color 

shades) is a useful visual tool to guide the interviewer through the 

questionnaire administration, as well as to facilitate the task of supervisors 

and survey operators 

f. Types of Questions. The questionnaire will certainly include different types 

of questions: quantitative, qualitative (aka “categorical”) and typographic 

(aka “alphabetic”, or “textual”). This matters in terms of physically 

organizing the questionnaire. 

g. Lists vs. Grids. Two main resources are used to physically lay out different 

types of questions: lists and grids. The basic rule for choosing between 

these options is the following: when the information is recoded for only one 

observational unit within the household, a list should be used, while, if more 

than one observational unit is involved, grids typically prove much more 

convenient. 

h. “Doesn´t Know” / “Not Applicable” / ”Other” Categories. In many 

questionnaires these are categories included as possible answers to 

multiple-choice questions. It is important to bear in mind that they mean 
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very different things, and that they should generally be avoided or made 

more explicit. 

i. Precoding. Pre-code as much as possible, ideally using numeric codes, in 

order to ease the transition from data-collection to analysis 

 

2.2.3. Testing the questionnaire 

Once the iterative process of generating a version of the questionnaire which satisfies all 

those involved (end-users, policy-makers, the survey team, etc.), the testing process may 

be started. Testing represents a critical element of questionnaire design. Questionnaires 

should be tested at three levels: 

 As a whole: is the full range of required information collected? Is the information 

across modules consistent? Are there unintentional double counts of some 

variables? 

 At module level: does it collect the intended information? Are some questions 

irrelevant? 

 At question level: is the wording clear? Is the question ambiguous? Have all 

responses been anticipated? 

 

2.3. Use of Manual 

Survey such as household survey needs manuals, which explain the working procedures, 

and thus it is always essential to prepare a survey manual. The manual can be  

i. Field manual: The field manual – the interviewer’s manual – is meant to be 

complementary to the questionnaire, not merely to reproduce it. The goal is not to 

produce a lengthy document, full of text copied-and-pasted directly from the 

questionnaire, but to create something which will help the interviewer when she is 

in the field. The field manual should provide the interviewers with the conceptual 

background to the survey and should define field procedures 

ii. Team leader’s manual: The team leader’s manual – sometimes called the 

supervisor’s manual – should explain his or her tasks in each PSU: (1) completing 

the community, price and facilities questionnaires, and (2) meeting and working 

with the local authorities and the households selected. It should also cover how 
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the team leaders are expected to deal with potential problems, such as difficulties 

in locating selected households or their refusal to participate. 

iii. Data-entry manual:  This should be written by the Data Manager and include 

instructions on how to use the data entry program, with a description of the 

program’s error messages. 

 

2.4. Use of CAPI 

The use of Computer-Assisted Personal Interview (CAPI) technology eliminates the need 

for a paper questionnaire, but does not directly ease the questionnaire development 

process. The CAPI application must permit the interviewer to move between modules, 

return to questions asked previously, and move ahead to specific questions (and then 

return to the present question). The interviewer must be able to interrupt an interview at 

the respondent’s request, and return to the point at which the interview was interrupted 

at some point in the future to complete the interview. 

Even though the use of a CAPI application eliminates the need to develop a paper 

questionnaire, some form of documentation is required in order to: 

 develop the content of the CAPI application; 

 distribute to the data users; and 

 track the changes that are made over time. 
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Session Three: Field organization and Survey Management   

 

3.1. Introduction  

Quality of the data can be a deciding factor for whether an impact evaluation holds any 

validity. In this session you will learn key factors that influence whether one has a proper 

field organization 

Learning outcome: at the end of this session, you should be able to  

- identify key factors that need to be consider in field organization for data collection 

- Describe fundamental issues in field organization and survey management   

 

3.2. Field organization and survey management  
 

a)  Field Staff Selection 

It is recommended that you hire more candidates than you actually need. The candidates 

need to have a reasonable experience and background such as, at least secondary-level 

education.  Depending on your setting, it may also be necessary to have considerations 

for male-to-female ratio, and language, etc. As a recruiter, it is very effective to be very 

clear about working conditions. It is important to test your candidates’ skills, knowledge 

and experience extensively.  

 

b)  Field Staff Training 

Field staff training needs to be conducted over the course of weeks, not days. It could 

involve activities such as lectures, small group sessions, and field practice. In doing so, it 

is also necessary to consider logistical requirements of your trainings, e.g. number of 

trainers/facilitators needed, venue, food, site(s) for field practice, etc.  

 

c)  Fieldwork Organization 

You have to think of fieldwork as a military operation; organize work into field teams, e.g. 

3-4 people per team. You need to have also team leaders/Supervisors who deal with 

logistics and finance, “sell” the project to local authorities, ensure HHs are identified 

according to research design, deploy interviewers, most importantly ensure quality.  

Fieldwork Strategies 
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You have to oversee quality control. This could involve interview observation, check-up 

visits or ‘spot checks’, visually reviewing completed questionnaires daily, running high-

frequency checks on incoming data, etc.  

You have to also oversee data entry. If it is paper surveys, you need to conduct date entry 

workshops, requires on-site data entry workers to monitor data quality well. If it is 

electronic surveys, then one can program quality control checks into the survey and saves 

resources. This is preferable, significantly improves data quality.  

 

Fieldwork Plans 

A design needs to have a work plan about what each team do in each location will and 

how long it will take. In addition, it needs to have a survey plan which teams visit each 

location and when. The two plans work together, although each conceived of differently.  

Work plan should include number of interviews per sample location, geographical 

scattering of sample locations/travel time, the procedures that you can use to identify the 

households to be interviewed if a household list already exist, methods of quality control 

to be implemented, interview duration, estimated number of visits, spot checks, and other 

questionnaires needed (i.e. community-level, or price-level surveys), and time to rest.  

Survey plan should include time spent by each team at sample locations which are 

determined by work plan, number of sample locations which are determined by research 

design, total time available for fieldwork, spatial and temporal distributions of sample, 

language requirements of various sampling locations, number of field teams available, 

external constraints (weather, holidays, security, etc.). 

 

d) Controlling Non-Response 

There are two types of non-responses. Unit non-response and item non-response. Unit 

non-response is when an entire observational unit is missing from the sample. For 

example, it could be because the observational unit cannot be found or refuses to 

participate. Item non-response is when measurements are available for an observational 

unit, but at least one measure is missing. For example, an observational unit refuses to 

answer certain question, saying ‘don’t know’ or ‘no-opinions’. Both arise from similar 

causes, create similar concerns, and have similar solutions.  
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There are different ways to avoid non-response. First it is important to make sure interview 

is conducted in language most comfortable to respondent, allow for enough time in each 

sample location, monitor your enumerators, “Buy in” from local authorities, always 

consider your setting and the goal of your survey i.e. interviewer gender, sensitivity with 

certain topics.  

 

Proxy Answers 

This is a situation when one member of the household responds on another’s behalf. This 

is not a solution to non-response. The best solution is to revisit households in order to 

speak with the respondent of interest. It is always important ask for a preferred time for 

return visit.  

 

Motivation Strategies 

One can apply different motivation strategies to improve response rate depending on 

available resources. For example, leaflets delivered to sample households in advance to 

explain the survey and how they were selected.  Material incentives (thank you gifts), 

however they are not always effective motivational tools, and could be especially 

problematic to give cash – avoid entirely. Small gifts can be used as an incentive to 

participate, such as T-shirt, oil, sugar, tea, soap, etc. It is important that gift cannot relate 

to intervention being measured. At the beginning, mention one tangible benefit and one 

intangible benefit of the respondent’s participation. 

 

e) Panel and Time Series 

Such a design poses several challenges. First it needs to re-contact the same households 

in subsequent survey rounds. Hence there is a need to conduct “Respondent tracking” 

and to address “Attrition” problem where some respondents will be lost between survey 

rounds. This can be due to objective realities e.g. Moving, refusal to respond or can be 

due to fault of surveyors bad documentation, inadequate contact information. In short, it 

is necessary to have a strategy. The second kind of problem must be explicitly addressed 

if a panel is intended is to design an explicit strategy to record re-contact. 
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Session Four: Quality Assurance and Data Management  

 

4.1. Introduction  

The data quality check is important to align the various actors involved in an impact 

evaluation. Technology has created numerous ways ensure high quality data and reduce 

costs, and results from impact evaluations are more accurate at (what can be) less of a 

cost. Data quality assurance has the following components: computer quality checks 

during fieldwork, types of data quality checks, central computer-based monitoring of 

fieldworkers, and human on-site supervision. 

 

Learning objectives: at the end of this session, you should be able to: 

- Explain fundamentals concepts of data quality assurance and management 

- Describe necessary tools for data quality assurance and management   

 

4.2. Computer Quality Checks 

Micro-computers can be programmed with multiple quality checks that can be run as data 

are entered. Errors and inconsistencies can be detected while the interviewers are still on 

the field. Errors can be corrected by means of re-visits to the household. Thus, integrating 

computer-based quality control checks into fieldwork enables correct inconsistencies at 

their source, generate databases that are ready for tabulation and analysis in a timely 

fashion, ensures uniform criteria are applied throughout the full period of data collection, 

and provides immediate feedback on the performance of the field staff.  

 

4.3. Types of Data Quality Checks 

Data must be subjected to five kinds of checks while being entered: Range checks, 

Reference tables, Skip checks, Consistency checks, and Typographical checks.  

 Range checks ensure that every variable in the survey contains only data within a 

limited domain of valid values. Categorical variables should take on only defined 

values. Numeric variables should be verified to lie within prescribed minimum and 

maximum levels. For example, an error appears when an enumerator enters 

someone’s age as 152. 
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 Reference Tables are a special case of range checking. When the data from two 

or more closely related fields can be checked against external reference tables. 

For Example, the recorded values for height, weight and age are checked against 

the World Health Organization’s standard reference tables.  

 Skip Checks verify whether the interviewer correctly followed the instructions in the 

questionnaire to skip certain questions depending on the characteristics/answers 

of the interviewee.  For Example, children less than 5 years of age should be 

measured in the anthropometric section but the questions about occupation are 

not asked to them. 

 Consistency Checks verify that values from one question are consistent with 

values from another question. For example, the consistency between ages and 

genders of all household members are checked against each other. Parents 

should be at least, say, 15 years older than their children. 

 Typographical Checks ensures misspellings are corrected. For example, the 

enumerator enters ‘41’ for an age instead of ‘14.’ 

 Electronic Surveying Platforms, such as CSPro, Open Data Kit (ODK), Blaise, and 

Survey Solutions can be used to handle these electronic data quality checks.  

 

4. 5. Computer-Based Monitoring of Fieldworkers 

Computer quality checks just above focus on each specific interview. In addition to this, 

it is necessary to monitor the overall work being done by all the teams together by 

centrally processing all information received from the field. The central survey team 

should analyze these quality reports and decide whether there is need for special 

supervision of any particular team whose work appears to be inadequate, or whether new 

and more precise instructions should be issued. Commonly used indicators for monitoring 

field work are missing values for important variables, undercounting of certain profiles, 

sizes of households interviewed over time, and accuracy in coding open-ended questions.  

 

4.6. On-Site Supervision 

Field supervisors are responsible for on-site supervision. Team leader should also 

supervise the survey that involves interview observation, revision of completed 
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questionnaires, and reviewing of computer-generated errors. In addition to observing 

actual interviews, one of the team leader’s key functions consists in conducting check-up 

interviews with a random selection of 10-25% of households in the sample. In addition, 

the field manager and the data manager should implement complementary methods for 

controlling fieldwork remotely. In addition to interview observation, revision of completed 

questionnaires, review the listing of errors and inconsistencies generated by the data 

entry program, Team leader/supervisor functions also include check-up visits, and ensure 

that all activities completed according to schedule. Evaluator’s supervision needs to 

include explicitly quality assurance activities that include visits to fieldwork teams, direct 

observation of interviews, central remote monitoring of data quality, follow-up on general 

survey activities, and periodic meetings with the firm.  
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Module Four: Implementing an Impact Evaluation 
Session One: Choosing an Impact Evaluation Method 

 

1.1. Introduction  

In module two, we discussed a number of impact evaluation methods. In this session, we 

will learn how to determine which method to use for a given program that you would like 

to evaluate. 

After completing this section, participants will be able to: 

- Understand that a well-defined operational rule of a program is used to determine 

the method that best suits to evaluate that particular program 

- Discuss how to choose the unit of intervention 

 

1.2. Principles for Well-Defined Program Assignment Rules 

The operational rules of a program determine which impact evaluation method is best 

suited to evaluate that program—not vice versa. The operational rules most relevant for 

the evaluation design are those that identify who is eligible for the program and how they 

are selected for participation. Comparison groups come from those that are eligible but 

cannot be incorporated at a given moment, or those near an eligibility threshold for 

participation in the program. 

When designing prospective impact evaluations, we can almost always find valid 

comparison groups if the operational rules for selecting beneficiaries are: 

 Equitable program assignment rules rank or prioritize eligibility based on a 

commonly agreed indicator of need, or stipulate that everyone is offered program 

benefits or at least has an equal chance of being offered benefits. 

 Transparent program assignment rules are made public, so that outside parties 

can implicitly agree to them and can monitor that they are actually followed. 

Transparent rules should be quantitative and easily observable. 

 Accountable rules are the responsibility of program officials, and their 

implementation is the basis of the job performance or rewards of those officials. 

 

The operational rules of eligibility are transparent and accountable when programs use 

quantifiable criteria that can be verified by outside parties and when they make those 



 

106 
 

criteria public. Equity, transparency, and accountability ensure that eligibility criteria are 

quantitatively verifiable and are actually implemented as designed. 

 

It is difficult to find valid comparison groups if the rules that determine beneficiaries’ 

eligibility and selection are not equitable, transparent, and accountable. In this case, the 

design of an impact evaluation may require clarifications and adjustments in the way the 

program operates. 

 

1.3. Key Operational Rules 

The key rules that generate a road map to find comparison groups answer three 

fundamental operational questions relating to a program’s available resources, eligibility 

criteria, and timing for implementation 

i. Available resources. Does the program have suffi cient resources to achieve scale 

and reach full coverage of all eligible beneficiaries? 

ii. Eligibility criteria. Who is eligible for program benefits? Is the program assignment 

based on an eligibility cutoff , or is it available to everyone? 

iii. Timing for implementation. Are potential beneficiaries enrolled in the program all 

at once, or in phases over time? 

 

All three key operational questions relate to the critical issue of how beneficiaries are 

selected, which is crucial to find valid comparison groups. 

 

1.4. A Comparison of Impact Evaluation Methods 

After assessing which impact evaluation method is suitable for specific program 

operational rules, the evaluation team can choose the method that has the weakest 

assumption and fewest data requirements. 
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Table 1: Comparison of impact evaluation methods 

Methodology Description Who is in the 
comparison group 

Key assumptions Data requirement 

Randomized 
assignment 

Eligible units are randomly 
assigned to a treatment or 
comparison group. Each 
eligible unit has an equal 
chance of being selected. 
Tends to generate internally 
valid impact estimates under 
the weakest assumptions. 

Eligible units that are 
randomly assigned to 
the 
comparison group 

Randomization effectively 
produces two groups that are 
statistically identical with respect 
to observed and unobserved 
characteristics (at baseline and 
through endline). 

Follow-up outcome data 
for treatment and 
comparison groups; 
baseline outcomes and 
other characteristics for 
treatment and 
comparison 
groups to check balance 

Instrumental 
variable 
(particularly 
randomized 
promotion) 

A randomized instrument 
(such 
as a promotion campaign) 
induces changes in 
participation 
in the program being 
evaluated. 
The method uses the change 
in 
outcomes induced by the 
change in participation rates to 
estimate program impacts. 

“Complier” units whose 
participation in the 
program is affected by 
the instrument (they 
would participate if 
exposed to the 
instrument, but would 
not participate if not 
exposed to the 
instrument). 

The instrument affects 
participation in the program but 
does not directly affect 
outcomes (that is, the 
instrument affects outcomes 
only by changing the probability 
of participating in the program). 

Follow-up outcome data 
for all units; data on 
effective participation in 
the program; data on 
baseline outcomes and 
other characteristics. 

Regression 
discontinuity 
design 

Units are ranked based on 
specific quantitative and 
continuous criteria, such as a 
poverty index. There is a cutoff 
that determines whether or not 
a unit is eligible to participate 
in 
a program. Outcomes for 
participants on one side of the 
cutoff are compared with 

Units that are close to 
the cutoff but are 
ineligible to 
receive the program. 

To identify unbiased program 
impacts for the population close 
to the cutoff, units that are 
immediately below and 
immediately above the cutoff are 
statistically identical. 
To identify unbiased program 
impacts for the whole 
population, the population close 
to the cutoff needs to be 

Follow-up outcome data; 
ranking index and 
eligibility cutoff; data on 
baseline outcomes and 
other characteristics. 
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Methodology Description Who is in the 
comparison group 

Key assumptions Data requirement 

outcomes for nonparticipants 
on the other side of the cutoff. 

representative of the whole 
population. 

Difference-
indifferences 

The change in outcome over 
time in a group of 
nonparticipants is used to 
estimate what would have 
been the change of outcomes 
for a group of participants in 
the absence of a program. 

Units that did not 
participate 
in the program (for any 
reason), and for which 
data 
were collected before 
and 
after the program. 

If the program did not 
exist, outcomes for the 
groups of participants and 
nonparticipants would have 
grown in parallel over time. 

Baseline and follow-up 
data on outcomes and 
other characteristics for 
both participants and 
nonparticipants. 

Matching 
(particularly 
propensity 
score 
matching) 

For each program participant, 
the method looks for the “most 
similar” unit in the group of 
non-participant (the closest 
match based on observed 
characteristics). 

For each participant, the 
nonparticipant unit that is 
predicted to have the 
same likelihood to have 
participated in the 
program 
based on observed 
characteristics. 

There is no characteristic that 
affects program participation 
beyond the observed 
characteristics used for 
matching. 

Follow-up outcome data 
for participants and 
nonparticipants; data on 
effective participation in 
the program; baseline 
characteristics to 
perform 
matching. 

Source: Gertler, Paul J et al (2016) 
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Session Two: Managing an Impact Evaluation 
 

2.1. Introduction  

An evaluation is a partnership between a policy team and a research team. Each group 

depends on the other for the success of the evaluation.  An effective partnership between 

the policy team and the research team is critical to ensuring the technical credibility and 

policy impact of an evaluation. This session outlines elements of an effective partnership, 

including the roles and responsibilities of each team. It explores how the partnership 

works at different stages of the evaluation process. 

 

Learning objective:  After completing this section, participants will be able to: 

- Understand the importance of active partnership between research and policy 

teams 

- Identify the roles and responsibilities of research team 

- Identify the roles and responsibilities of policy team 

- Understand the guiding principles for active partnership between research and 

policy teams at each evaluation stages. 

 

2.2. Roles and Responsibilities of the Research Team 

The research team is responsible for the technical quality and scientific integrity of the 

evaluation work that encompass research design, data quality, and analysis.  

Research teams typically comprise the following people: 

 

i. The principal investigator 

 works with policy makers and program implementers to establish the key objectives, 

policy questions, indicators, and information needs of the evaluation (often using a 

theory of change as depicted by a results chain);  

 determine the impact evaluation methodology;  

 develop the evaluation plan; 

  identify the research team; register the impact evaluation 

 lead the analysis of results; and  

 engage with the policy team to disseminate results 
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ii. An evaluation manager or field coordinator  

 works directly with the principal investigator on the day-to-day implementation of 

the evaluation. This includes  

 working with program implementers and policy makers on the policy team and 

overseeing fieldwork when primary data are being collected. 

 

iii. A sampling expert 

 Guides work on power calculations and sampling. 

 review the results of the actual sample versus the designed sample; and provide 

advice on implications for the analysis in line with the pre-analysis plan. 

 

iv. A data collection team 

 responsible for developing data collection instruments and accompanying manuals 

and codebooks;  

 collecting, digitizing, and cleaning the data; and  

 delivering a clean and documented data set,  

 

2.3. Role of the Policy Team  

The policy team consists of policy makers and program implementers  The policy team is 

generally responsible for the Policy Function and Program Management Function. 

Specifically, some of the major roles of the policy team are 

i. Policy makers 

  Set the research agenda, including the objective of the evaluation 

 identify the core study question to be addressed,  

 clearly articulate the minimum policy-relevant effect size for the outcome indicators 

of interest 

 ensure adequate resources are available for the work, and apply the results to 

policy. 

 Ensure that the appropriate stakeholders and decision makers are engaged at key 

points in the evaluation process. 
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ii. Program implementers  

 work hand in hand with the research team to  align the evaluation design and 

program implementation. This includes 

 verifying that the evaluation design is based on accurate information about the 

program’s operation, and committing to implement the program as planned, in the 

case of prospective evaluations.  

 manage the evaluation budget and are often engaged in helping the research team 

supervise fieldwork for data collection. 

 

2.4. Guiding Principles for Active Partnership Between Research and Policy teams  

The technical quality and policy impact of the evaluation depend on an active partnership 

between the research team and the policy team at each stage in the evaluation: design, 

implementation, analysis, and dissemination. 

 Design stage: the policy makers need to clearly structure and convey the core 

research questions, the accompanying theory of change, and the core indicators of 

interest, and ensure that the research team has a good. On the other hand, the 

research team needs to clearly understand the program’s rules of operation: 

namely, its available resources, eligibility criteria for selecting beneficiaries, and 

timing for implementation. Besides, they need to prepare an impact evaluation plan 

that contains both operational and research aspects, and share it with policy 

makers.  

 Implementation stage: The policy and research teams need to work together to 

ensure that implementation proceeds smoothly and to troubleshoot.  

 Analysis stage: The analysis that is carried out should correspond to what is 

outlined in the evaluation plan and in the more detailed pre-analysis plan. The 

research team should provide and discuss results with the policy team at key 

junctures.  

 Dissemination stage: In this stage, the policy team needs to ensure that the 

evaluation results reach the right people at the right time in an appropriate format. 



 

113 
 

This is also the stage to ensure that all the data from the evaluation are 

appropriately documented. 

 

Generally, the guiding principles for active partnership between the two teams are 

summarized as follow 

 Engage early to maximize evaluation design options and ensure an effective 

partnership between the policy and evaluation teams. 

 Have a clear impact evaluation plan at the outset. 

 Understand roles, responsibilities, and motivations of the various stakeholders and 

give them a stake in the evaluation. 

 Stay engaged throughout the evaluation to ensure the proper alignment between 

the evaluation and the intervention being evaluated. 

 Acknowledge and manage risks and benefits, being clear about what impact 

evaluations can and cannot do. 

 Value transparency and ensure objectivity and be prepared to respect the results, 

good or bad. 
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Session Three: Transparency and Reproducibility  

 

3.1. Introduction 

In the previous sessions, you have learned how to set up and design the survey, how to 

hire a team that will do a good job, what steps to put in place to keep the data collection 

running smoothly, and how to prevent/fix data quality concerns. In this session, you will 

learn transparency and reproducibility, which are two pivotal pillars in the scientific 

community.  

 

Learning objectives: After completing this section, participants will be able to: 

 Describe research transparency  

 Explain research reproducibility  

 

Core competencies  

 critically evaluate transparency plan 

 explain reproducibility plan 

 

3.2. Research Transparency  

researchers make transparent claims such that other researchers will be able to use 

available resources to form a complete understanding of the methods that were used in 

the original research. In impact evaluation, especially given the personal computing and 

Internet revolutions and the wide availability of data and processing power, it is essential 

that data, code, and analyses be transparent. To make research transparent, you can 

register your impact evaluation prospectively with a study registry and include a pre-

analysis plan. Once research is completed, you can share your data and code publicly so 

that others may replicate your work. Transparency has several challenges and solutions 

such as Fraud and Unintentional Bias, Publication Bias, Trial Registration, Data Mining, 

Replication and Reproducibility. 
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i. Fraud and Unintentional Bias: Fraud does indeed occur. It ranges from making up 

fake data to creating bogus e-mail addresses so that one can do one’s own peer 

review. It Need to avoid subconsciously biasing our own results 

ii. Publication Bias: The selective publication in academic journals of only papers with 

statistically significant results, leading to “File drawer problem”.  We have no idea 

how many of those significant results are evidence of real effects, and which are 

the 5% of random draws that we should expect to show a significant result with a 

true zero effect.  

 

A solution to address the problem of publication bias is trial registration, which is the 

act of publicly declaring all research that one plans on conducting. One possible solution 

to the problem of publication bias is registration. Ideally this is done in a public registry 

designed to accept registrations in the given research discipline, and ideally the 

registration takes place before data collection begins. Registration of randomized trials 

has achieved wide adoption in medicine, but is still largely unused to the social sciences. 

Another method of detecting and dealing with publication bias is to conduct meta-

analysis. This method of research collects all published findings on a given topic, 

analyzes the results collectively, and can detect, and attempt to adjust for, publication 

bias in the literature.   

 

iii. Data Mining: another problem with impact evaluation is data mining, which is 

blindly running regression after regression until statistical significance is obtained. 

A dataset can be analyzed in so many different ways, that very little information is 

provided by the statement that a study came up with a p<.05 result. 

 

The potential solution to data mining is Pre-Analysis Plans (PAPs), which is a  detailed 

outline of the analyses that will be conducted in a study. It contains a specification of the 

expected outcomes of the study and of the methods that will be used to analyze such 

outcomes. By describing the method(s) of analysis ahead of time, and to some degree 

tying the hands of the researcher, we reduce the ability to data mine. The potential 

downside to pre-stating hypotheses and analysis plans is that no matter how carefully 
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researchers plan ahead, many legitimately unexpected events can occur. It also 

researchers to conduct research outside their analysis plan.  

Project Protocols:  It involves a detailed recipe or instruction manual for others to use 

to reproduce the experiment. If it is administrative data, then share your data and code 

so that analysis is transparent. If it is original data collection, then provide very detailed 

descriptions of what exactly the researchers did. 

 

3.3. Replication and Reproducibility 

Replication, in both practice and principle, is a key part of good research and impact 

evaluation. It ranges from trying to run the same code on the same data to try and 

reproduce the results of a published paper, to testing the model on a new set of data, or 

attempting to test the robustness of a previous result by testing different regression 

specifications. Transparent research requires making data and code available to other 

researchers so that they can try and get the same results.  

In doing so, publicly available code needs to be easily available and easily interpretable. 

In addition to making code available to the public, all code should be written in a reader-

friendly format. In addition to code, researchers should share their data for the sake of 

reproducibility. The data should be read-only so that it should not be modified by hand 

and use neither the command line nor drop-down menus nor point-and-click options in 

statistical software. Instead, you should do everything with scripts and with extensive 

commenting. 

In research, the devil is in the details. Whether it is for assessing the validity of a research 

design or for attempting to replicate a study, details of what exactly was done must be 

recorded and made available to other researchers. The most widely adopted reporting 

standard is the Consolidated Standards of Reporting Trials (CONSORT) (for its contents, 

see Begg C et al., 1996 and Schulz et al., 2010), Social Science Reporting Standards 

(see Gerber et al., 2014) and Observational Reporting Standards (available at 

http://www.strobe-statement.org ). 

 

 

http://www.strobe-statement.org/
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Session Four: Disseminating Results for Achieving Impact 

 

4.1. Introduction  

Impact evaluations must answer relevant policy questions in a rigorous manner, bring 

actionable evidence to key stakeholders in a timely manner, and disseminate evidence in 

a form that decision makers can easily access and use. In this session, you will learn 

strategies for communicating and disseminating impact evaluation results to target 

audiences so that the evaluation achieves policy impact. 

Learning objectives: After completing this section, participants will be able to: 

 Identify three kinds of audiences for impact evaluation findings 

 Identify strategies for target – based strategies for communicating and 

disseminating an impact evaluation finding. 

 Identify dissemination tools of impact evaluation results  

 

4.2. Kind of Audience for Impact Evaluation Findings 

There are at least three primary audiences for impact evaluation findings. Each of these 

audiences will have different interests in the evaluation results and will require tailored 

communication strategies in order to accomplish the objective of informing and 

influencing policy.  

 

i. Technicians and managers: The first key audience includes technical and 

operational staff , and managers who designed and implemented the program, as 

well as individuals from institutions (such as a ministry or funding institution) closely 

associated with the project. This group of individuals will typically be the first to see 

the evaluation results and provide comments on the evaluation’s interpretations 

and recommendations. The program staff and managers will usually be interested 

in both the technical details of the evaluation methodology and analysis and the 

particulars of the initial findings and recommendations. These can be presented in 

a workshop-style meeting. These initial discussions will typically enrich the final 

analysis, inform the interpretation of results, and 
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help tailor the final recommendations so they are best suited to guide the 

program’s policy objectives. 

ii. High-level policy makers: The second key constituency is high-level policy 

makers who will make policy decisions based on the results of the impact 

evaluation, such as whether to expand, maintain, or decrease funding for an 

intervention. These may include the national legislature, presidents and prime 

ministers, ministers and principal secretaries, board of directors, or donors. Thus, 

they are interested in the translation of impacts into economically meaningful 

values through cost-benefit analysis, or comparison with alternative interventions 

through cost-effectiveness analysis. Therefore, the evaluation team will need to 

focus on communicating the key results and recommendations in an accessible 

manner; technical details of the evaluation may be of secondary importance.  

iii. The community of practice: These encompasses development practitioners, 

academia, civil society, and policy makers in other countries. Development 

practitioners may be interested in using the results of the evaluation to inform the 

design of new or existing programs. They will be interested both in details of the 

evaluation (methods, results, recommendations) and in operational lessons and 

recommendations. The academic community, on the other hand, may be more 

interested in the evaluation’s methodology, data, and empirical findings. Impact 

evaluation results can also be disseminated through the media as informing the 

public of the results of an evaluation through the media can play a key role in 

achieving accountability for public spending, building public support for the 

evaluation recommendations, and sustaining effective policies.  

 

4.3. Disseminating Results 

One can inform or disseminate the findings of the impact evaluation studies to target 

audiences through a variety of strategies and achieve policy impact. Some of the outreach 

and dissemination tools are listed below. 

 Slide shows about the program and evaluation results 

 Videos that feature beneficiaries giving their view of the program and how it 

affects their lives 
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 Short policy notes explaining the evaluation and summarizing policy 

recommendations 

 Blogs by researchers and policy makers that explain the importance of the 

evaluation 

 Full reports after final results have come in, with strong executive summaries to 

ensure that readers can quickly understand the main findings 

 Media invitations that let journalists see the program in action and report results. 

 Publishing the impact evaluation as an academic working paper or article in a 

peer-reviewed scientific journal 

 

These can be published through various outlets, including on the program website; 

through the evaluating institution’s website; and as part of working paper series, peer-

reviewed academic journals, and books. For detail description of disseminating 

strategies, see chapter 14 of the book by Gertler, Paul J. et al (2016). 
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