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1. Course description  
The course involves the application of Decision Focused Evaluation (DFE) for 

researchers. It emphasizes on the application of impact evaluation techniques to address 

development challenges facing most low-income countries.  

The course examines the need and importance of evidence to support decision-making 

processes across various sectors. This is backed by evidence from a study undertaken 

by NIERA to determine stakeholders’ demand for IE, document gaps and identify 

opportunities for DFE across East Africa. The study suggests that lack of technical 

capacity hampers potential for IE to be used as a common research, program and policy 

tool.  

Specifically, the course presented here responds to the challenge of limited capacity of 

researchers in accessing, appraising, interpreting, synthesizing and, utilizing research 

evidence in decision-making. Additionally, the course provides insight into understanding 

basic concepts of IE and the associated linkages to program, practice or policy.  

Each topic is taught using examples in various fields of development economics to help 

applicants relate them to solving real world problems. 
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2. Purpose of the course 
To equip learners, through practical and experiential learning, with knowledge needed to 

understand DFE’s in their specific operations, to interpret and apply the concepts across 

different levels and contexts.  

2.1. Target audience  

This course is primarily designed for Master’s Students taking Master of Science in Impact 

Evaluation 
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3. Syllabus 
Chapter 1: Introduction to impact evaluation 

Learning objectives  

 Have an overview of impact evaluation 

 Understand why impact evaluation is important and how it fits within the context of 

ethical, evidence-based policy making 

 Understand the different modalities of impact evaluation—such as prospective and 

retrospective evaluation, and efficacy versus effectiveness trials 

 Understand when to use impact evaluations 

 Understand the initial steps to an evaluation 

 Understand how to construct a theory of change, specify evaluation questions, 

select outcome and performance indicators 

Chapter 2: Probability theory and statistics review 

Learning objectives 

 Understand basic probability theory 

 Understand events, conditional probabilities and venn diagram 

 Understand how to represent events in contingency tables 

 Understand properties of summation  

 Understand the properties of population mean 

 Understand variance and covariance 

Chapter 3: How to evaluate 

Learning objectives 

 Understand causal inference and counterfactuals 

 Understand how to estimate counterfactuals 

 Understand false counterfactual methods in Impact Evaluation 

Chapter 4: Randomization 

Learning objectives 

 Understand randomization and why it produces a good comparison group 

 Understand why Randomized Assignment produce an excellent estimate of the 

Counterfactual 
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 Differentiate between external and internal validity  

 Understand how to Randomize 

Chapter 5: Instrumental variables 

Learning objectives 

 Understand imperfect compliance 

 Understand types of impact estimates under Imperfect Compliance 

Chapter 6: Difference in Difference Design 

Learning Objectives 

 Understand what Difference in Difference Design (Diff-in-Diff) is 

 Understand under what conditions should the Diff-in-Diff be implemented  

 Discuss the assumptions of a Diff-in-Diff and how to test them 

 Limitations of the Diff-in-Diff 

 Examples of Diff-in-Diff in the policy world 

 Annotated list of key references 

Chapter 7:  Regression Discontinuity Design 

Learning objectives 

 Understand what is a Regression Discontinuity Design (RDD) 

 Understand under what conditions the RDD should be implemented  

 Discuss the assumptions of an RDD and how to test them 

 Provide insights on how to interpret RDD estimates 

 Limitations of the RDD 

 Examples of RDD in the policy world 

 Annotated list of key reference materials  

Chapter 8: Evaluation for Policy Making 

Learning objectives 

 Understand opportunities to influence policy through impact evaluation 

Chapter 9: Conducting cost-effectiveness analysis 

Learning objectives 

 Introduce the audience to cost effectiveness analysis 
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Chapter 1: Introduction to impact evaluation 
 

Learning objectives  

1. Have an overview of impact evaluation 

2. Understand why impact evaluation is important and how it fits within the context of 

ethical, evidence-based policy making 

3. Understand the different modalities of impact evaluation—such as prospective and 

retrospective evaluation, and efficacy versus effectiveness trials 

4. Understand when to use impact evaluations 

5. Understand the initial steps to an evaluation 

6. Understand how to construct a theory of change, specify evaluation questions, 

select outcome and performance indicators 

1.1. Why evaluate? 

 Development programs and policies are typically designed to change outcomes 

such as raising incomes, improving learning, or reducing illness. Whether or not 

these changes are achieved is a crucial public policy question, but one that is not 

often examined. In most cases, programme managers and policy makers focus on 

measuring and reporting the inputs and immediate outputs of a programme i.e how 

much money is spent, how many bed nets are distributed, how many people are 

reached in a programme, rather than on assessing whether programmes have 

achieved their intended goals of improving outcomes.  

 

 Impact evaluations are part of a broader agenda of evidence-based policy 

making. This growing global trend is marked by a shift in focus from inputs to 

outcomes and results and is reshaping public policy. Not only is the focus on 

results being used to set and track national and international targets, but results 

are increasingly being used by, and required of, programme managers to enhance 

accountability, determine budget allocations, and guide programme design and 

policy decisions. 

 



 

13 
 

 Monitoring and evaluation are at the heart of evidence-based policy making. 

They provide a core set of tools that stakeholders can use to verify and improve 

the quality, efficiency, and effectiveness of policies and programs at various 

stages of implementation or, in other words, to focus on results. There is a need 

to understand programme designs that are most cost-effective or make the case 

to decision/policy makers that programmes are achieving their intended results in 

order to obtain budget allocations to continue or expand further, especially in 

instances where departments/ministries are allocated funds based on concrete 

evidence presented. At the same time, governments are accountable to citizens to 

inform them of the performance of public programmes. Evidence can constitute a 

strong foundation for transparency and accountability. 

 

 The robust evidence generated by impact evaluations is increasingly serving as a 

foundation for greater accountability, innovation, and learning. In a context in 

which policy makers and civil society are demanding results and accountability 

from public programmes, impact evaluation can provide robust and credible 

evidence on performance and, crucially, on whether a particular programme has 

achieved or is achieving its desired outcomes. Impact evaluations are also 

increasingly being used to test innovations in program design or service 

delivery. At the global level, impact evaluations are central to building 

knowledge about the effectiveness of development programmes by 

illuminating what does and does not work to reduce poverty and improve welfare.  

 Simply put, an impact evaluation assesses the changes in the well-being of 

individuals that can be attributed to a particular project, programme, or 

policy. This focus on attribution is the hallmark of impact evaluations. The central 

challenge in carrying out effective impact evaluations is to identify the causal 

relationship between the program or policy and the outcomes of interest.  

 

1.2. What is impact evaluation? 

 Impact evaluation is one of many approaches that support evidence-based policy. 
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 Monitoring is a continuous process that tracks what is happening within a 

program and uses the data collected to inform programme implementation and 

day-to-day management and decisions. It therefore involves regular collection and 

analysis of data to assess programme progress against standards/benchmarks. 

Monitoring is necessary in all programmes and is a critical source of information 

about program performance, including implementation and costs. Usually, 

monitoring tracks inputs, activities, and outputs, although occasionally it can 

include outcomes, such as progress toward achieving national development goals. 

Monitoring answers the question-“Is the programme achieving what was 

promised?” 

 Evaluations are periodic, objective assessments of a planned, ongoing, or 

completed project, programme, or policy. Evaluations are used selectively to 

answer specific questions related to design, implementation, and results. In 

contrast to continuous monitoring, they are carried out at discrete points in time 

and often seek an outside perspective (though not always) from technical experts. 

Broadly speaking, evaluations can address three types of questions: 

 

- Descriptive questions ask about what is taking place. They are concerned with 

processes, conditions, organizational relationships, and stakeholder views 

- Normative questions compare what is taking place to what should be taking 

place. They assess activities and whether or not targets are accomplished. 

Normative questions can apply to inputs, activities, and outputs 

- Cause-and-effect questions focus on attribution. They ask about what 

difference the intervention makes to outcomes.  

 

 There are many types of evaluations and evaluation methods, drawing on both 

quantitative and qualitative data. Qualitative data are expressed not in numbers, 

but rather by means of language or sometimes images. Quantitative data are 

numerical measurements and are commonly associated with scales or metrics. 

Both quantitative and qualitative data can be used to answer the types of questions 

posed above. In practice, many evaluations rely on both types of data. Impact 
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evaluations in our context uses quantitative data, but underscores the value of 

monitoring, of complementary evaluation methods, and of using both quantitative 

and qualitative data. 

 

 Impact evaluations are a particular type of evaluation that seeks to answer a 

specific cause-and-effect question: What is the impact (or causal effect) of a 

programme on an outcome of interest? This basic question incorporates an 

important causal dimension. The focus is only on the impact: that is, the changes 

directly attributable to a programme, programme modality, or design innovation 

 

The basic evaluation question—what is the impact or causal effect of a programme on an 

outcome of interest? For instance: 

 Does paying primary health care workers for performance improve access quality? 

 What is the causal effect of scholarships on school attendance and academic 

achievement?  

 How much better off are the beneficiaries because of the program/policy? 

 What is the impact of contracting out primary care to private providers on access 

to health care?  

 If dirt floors are replaced with cement floors, what will be the impact on children’s 

health?  

 Do improved roads increase access to labor markets and raise households’ 

income, and if so, by how much?  

 Does class size influence student achievement, and if it does, by how much? 

 Is the programme cost effective? 

 

Such questions CANNOT be answered through the traditional M&E processes 

 The focus on causality and attribution is the hallmark of impact evaluations. All 

impact evaluation methods address some form of cause-and effect question. 

The approach to addressing causality determines the methodologies to be used 

and any method chosen must estimate the so-called counterfactual.  
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 Counterfactual is what the outcome would have been for programme participants 

if they had not participated in the programme. Ideally, impact evaluation requires 

that the evaluation team find a comparison group to estimate what would have 

happened to the programme participants without the programme, then make 

comparisons with the treatment group that has received the programme. We will 

later discuss the methods to be used to find a good comparison group.  

 The choice of an impact evaluation method depends on the operational 

characteristics of the programme being evaluated. When the rules of programme 

operation are equitable and transparent and provide accountability, a good impact 

evaluation design can almost always be found—provided that the impact 

evaluation is planned early in the process of designing or implementing a 

programme. Having clear and well-defined rules of programme operations not only 

has fundamental value for sound public policy and programme management, it is 

also essential for constructing good comparison groups, which is the foundation 

of rigorous impact evaluations. Specifically, the choice of an impact evaluation 

method is determined by the operational characteristics of the programme, 

notably its available resources, eligibility criteria for selecting beneficiaries, 

and timing for programme implementation. The answers to the questions below 

will determine the most suitable impact evaluation methods based on the 

operational context. These are: 

- Does your programme have resources to serve all eligible beneficiaries?  

- Is your programme targeted or universal?  

- Will your programme be rolled out to all beneficiaries at once or in 

sequence?  

 

Prospective verses Retrospective impact evaluation 

Impact evaluations can be divided into two categories: prospective and retrospective. 

Prospective evaluations are: 

 developed at the same time as the programme is being designed 

 are built into programme implementation 
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 baseline data are collected before the programme is implemented for both the 

group receiving the intervention (known as the treatment group) and the group that 

is not receiving the intervention (known as the comparison group) 

Retrospective evaluations assess programme impact after the programme has been 

implemented, looking for treatment and comparison groups ex post.  

 

Prospective impact evaluations are more likely to produce strong and credible 

evaluation results, for three reasons:-   

 First, baseline data can be collected to establish measures of outcomes of interest 

before the programme has started. Baseline data are important for measuring pre-

intervention outcomes. The baseline data on the treatment and comparison groups 

should be analyzed to ensure that the groups are similar. Baselines can also be 

used to assess targeting effectiveness: that is, whether or not the programme is 

reaching its intended beneficiaries.  

 Second, defining measures of a programme’s success at the planning stage 

focuses both the programme and the evaluation on intended results. The design 

of an impact evaluation helps clarify programme objectives, particularly because it 

requires establishing well-defined measures of success. Policy makers should 

therefore set clear goals for the programme to meet, and clear questions for the 

evaluation to answer, to ensure that the results will be highly relevant to policy. 

Indeed, the full support of policy makers is a prerequisite for carrying out a 

successful evaluation; impact evaluations should not be undertaken unless 

policy makers are convinced of the legitimacy of the evaluation and its value for 

informing important policy decisions. 

 Third and most important, in a prospective evaluation, the treatment and 

comparison groups are identified before the intervention being evaluated is 

implemented.  

 

By contrast, in retrospective evaluations, the team that conducts the evaluation often 

has such limited information that it is difficult to analyze whether the program was 

successfully implemented and whether its participants really benefited from it. Many 
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programmes do not collect baseline data unless the evaluation has been built in from the 

beginning, and once the programme is in place, it is too late to do so. Retrospective 

evaluations use existing data to assess programmes that were established in the past. 

Options to obtain a valid estimate of the counterfactual are much more limited in those 

situations. It is also dependent on the availability of data with sufficient coverage of the 

treatment and comparison groups both before and after program implementation. As a 

result, the feasibility of a retrospective evaluation depends on the context and is never 

guaranteed. Even when feasible, retrospective evaluations often use quasi-experimental 

methods and rely on stronger assumptions; they thus can produce evidence that is more 

debatable.  

 

Efficacy Studies and Effectiveness Studies 

Efficacy studies are:  

 Studies carried out in a specific setting under closely controlled conditions to 

ensure fidelity between the evaluation design and programme implementation 

 Often carried out as pilots with heavy technical involvement from researchers while 

the programme is being implemented 

 The impacts of such studies are often small-scale and may not necessarily be 

informative about the impact of a similar project implemented on a larger scale 

under normal circumstances 

 Efficacy studies explore proof of concept, often to test the viability of a new 

program or a specific theory of change 

 If the programme does not generate anticipated impacts under these carefully 

managed conditions, it is unlikely to work if rolled out under normal circumstances 

 As a result, whereas evidence from efficacy studies can be useful to test an 

innovative approach, the results often have limited generalizability and do not 

always adequately represent more general settings, which are usually the prime 

concern of policy makers 

In contrast, effectiveness studies: 
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 provide evidence from interventions that take place in normal circumstances, using 

regular implementation channels, and aim to produce findings that can be 

generalized to a large population 

 when properly designed and implemented, the results may be generalizable to 

intended beneficiaries beyond the evaluation sample, so long as the expansion 

uses the same implementation structures and reaches similar populations as in 

the evaluation sample.  

 This external validity is of critical importance to policy makers because it allows 

them to use the results of the evaluation to inform program-wide decisions that 

apply to intended beneficiaries beyond the evaluation sample.  

 

Complementary approaches to impact evaluation 

Impact evaluations answer specific cause-and-effect questions. Other approaches 

including close monitoring of the programme, as well as the complementary use of other 

evaluation approaches such as ex ante simulations, mixed method analysis drawing on 

both qualitative and quantitative data, and process evaluations, can serve as valuable 

complements to impact evaluations. These other approaches have many useful 

applications, such as:  

 to estimate the effect of reforms before they are implemented,  

 to help focus core impact evaluation questions,  

 to track programme implementation and 

 to interpret the results from impact evaluations. 

Impact evaluations conducted in isolation from other sources of information are 

vulnerable in terms of both their technical quality and their policy relevance.  

 

While impact evaluation results can provide robust evidence as to whether there has been 

an effect, they are often limited in providing insights into the channels by which the policy 

or programme affected the observed results. Without information from process 

evaluations on the nature and content of the programme to contextualize evaluation 

results, policy makers can be left puzzled about why certain results were or were not 

achieved. Additionally, without monitoring data on how, when, and where the programme 
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is being implemented, the evaluation will be blind as to whether and when benefits were 

received by the intended beneficiaries, or whether benefits reached the comparison group 

unintentionally.  

 

Monitoring programme implementation, most often using administrative data is critical in 

an impact evaluation. It lets the evaluation team verify whether activities are being 

implemented as planned, which participants received the programme, how fast the 

programme is expanding, and how resources are being spent. Monitoring is critical to 

checking that a beneficiary actually participates in the programme and that a non-

beneficiary does not participate. In addition, administrative data can provide information 

on the cost of implementing the programme, which is also needed for cost-benefit and 

cost-effectiveness analyses 

 

Ex ante simulations are  

 evaluations that use available data to simulate the expected/intended effects of a 

future programme or policy reform on outcomes of interest, rather than measuring 

actual impacts of implemented programmes.  

 can be very useful in assessing the relative expected effectiveness of a range of 

alternative programme design options on results 

 commonly used methods that depend on the availability of ample high-quality data 

that can be used to apply simulation models appropriate to the question at hand  

 can be extremely useful in benchmarking likely programme effects and 

establishing realistic objectives, as well as in estimating costs, rates of return, and 

other economic parameters 

 

Mixed methods 

 Mixed method approaches combine quantitative and qualitative methods which 

are a key supplement to impact evaluations 

 Methods generating qualitative data generally employ open-ended approaches 

that do not rely on predetermined responses from those being interviewed. Data 
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are generated through a range of approaches, including focus groups, life 

histories, and interviews with selected beneficiaries and other key informants 

 They can also include various observational and ethnographic assessments. 

 Qualitative information help in understanding the local sociocultural and 

institutional context, as well as program and participant details 

 A qualitative assessment on its own cannot assess outcomes against relevant 

alternatives or counterfactual outcomes 

 The observations, views, and opinions gathered during qualitative work are usually 

not statistically representative of the programme’s beneficiaries and thus are not 

generalizable 

 Evaluations that integrate qualitative and quantitative analysis are characterized 

as using mixed methods which might therefore be useful in gaining a 

comprehensive view of the programme’s effectiveness 

The following three basic principles apply when developing a mixed methods approach 

to impact evaluation 

 Convergent parallel: Both quantitative and qualitative data are collected at the 

same time and used to triangulate findings or to generate early results about 

how the programme is being implemented and perceived by beneficiaries 

 Explanatory sequential: Qualitative data provide context and explanations for 

the quantitative results, to explore outlier cases of success and failure, and 

to develop systematic explanations of the programme’s performance as it 

was found in the quantitative results. Qualitative work can help explain why 

certain results are observed in the quantitative analysis, and can be used to get 

inside the “black box” of what happened in the programme 

 Exploratory sequential: The evaluation team can use focus groups, listings, 

interviews with key informants, and other qualitative approaches to develop 

hypotheses as to how and why the programme would work, and to clarify research 

questions that need to be addressed in the quantitative impact evaluation work, 

including the most relevant programme design alternatives to be tested through 

the impact evaluation. 
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Process evaluations 

 Focus on how a programme is implemented and operates, assessing whether it 

conforms to its original design and documenting its development and operation 

 Can usually be carried out relatively quickly and at a reasonable cost 

 They can be a valuable source of information on how to improve programme 

implementation and are often used as first steps in developing a programme so 

that operational adjustments can be made before the programme design is 

finalized 

 They can test whether a programme is operating as designed and is consistent 

with the programme’s theory of change 

 Applying an impact evaluation to a programme whose operational processes have 

not been validated poses a risk that either the impact evaluation resources are 

misspent when a simpler process evaluation would have been sufficient, or that 

needed adjustments in programme design are introduced once the impact 

evaluation is underway, thereby changing the nature of the programme being 

evaluated and the utility of the impact evaluation 

 

Cost-Benefit and Cost-Effectiveness Analysis 

 It is critically important that impact evaluation be complemented with information 

on the cost of the project, programme, or policy being evaluated 

 Once impact evaluation results are available, they can be combined with 

information on programme costs to answer two additional questions. First, for the 

basic form of impact evaluation, adding cost information will allow you to perform 

a cost-benefit analysis, which will answer the question: What is the benefit that a 

programme delivers for a given cost?  

 Cost-benefit analysis estimates the total expected benefits of a programme, 

compared to its total expected costs. It seeks to quantify all the costs and benefits 

of a programme in monetary terms and assesses whether benefits outweigh costs. 

 When an impact evaluation is testing programme alternatives, adding cost 

information allows you to answer the second question: How do various programme 

implementation alternatives compare in cost-effectiveness? 
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 Cost-effectiveness analysis compares the relative cost of two or more programmes 

or programme alternatives in reaching a common outcome, such as agricultural 

yields or student test scores 

 

Ethical considerations regarding Impact Evaluation 

 These range from ensuring that policies do no harm through to ensuring that those 

who benefit are those who are most in need. 

 The most basic ethical principle in an evaluation is that the delivery of interventions 

with known benefits should not be denied or delayed solely for the purpose of the 

evaluation 

 Evaluations should not dictate how benefits are assigned, but that instead 

evaluations should be fitted to programme assignment rules that are equitable and 

transparent. In this context, any ethical concerns about the rules of programme 

assignment do not stem from the impact evaluation itself but directly from the 

programme operational rules 

 Randomized assignment of programme benefits often raises ethical concerns 

about denying programme benefits to eligible beneficiaries. Yet most programmes 

operate in operational contexts with limited financial and administrative resources, 

making it impossible to reach all eligible beneficiaries at once 

 From an ethical standpoint, all subjects who are equally eligible to participate in 

any type of social programme should have the same chance of receiving the 

programme. Randomized assignment fulfills this ethical requirement. In situations 

where a programme will be phased in over time, rollout can be based on randomly 

selecting the order in which equally deserving beneficiaries will receive the 

programme. In these cases, beneficiaries who enter the programme later can be 

used as a comparison group for earlier beneficiaries, generating a solid evaluation 

design, as well as a transparent and fair method for allocating scarce resources 

 Making your impact evaluation objective, transparent, and reproducible is an 

equally important ethical component of doing research. To make research 

transparent, impact evaluation plans can be included in a pre-analysis plan and 

submitted to a study registry 
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 Once the research is completed, the data and code used in the analysis can be 

made publicly available so that others can replicate the work, while protecting 

anonymity 

 

Impact Evaluation for Policy Decisions 

 Impact evaluations are needed to inform policy makers on a range of decisions, 

from curtailing inefficient programmes, to scaling up interventions that work, to 

adjusting programme benefits, to selecting among various programme 

alternatives. 

 Impact evaluations can be used to explore different types of policy questions. The 

basic form of impact evaluation will test the effectiveness of a given 

programme. In other words, it will answer the question, is a given programme or 

intervention effective compared to the absence of the programme? 

 Impact evaluation relies on comparing a treatment group that received the 

innovation, programme, or policy to a comparison group that did not in order to 

estimate effectiveness. The core challenge in an impact evaluation is to construct 

a comparison group that is as similar as possible to the treatment group. The 

degree of comparability between treatment and comparison groups is central to 

the evaluation’s internal validity and is therefore fundamental to assessing a 

programme’s causal impact.  

 Evaluations can also be used to test the effectiveness of programme 

implementation alternatives. For instance, they can answer the following question: 

When a programme can be implemented in several ways, which one is the most 

effective or cost-effective programme modality? In this type of evaluation, two or 

more approaches or design features within a programme can be compared with 

one another to generate evidence as to which is the most cost-effective alternative 

for reaching a particular goal. These programme alternatives are often referred to 

as treatment arms 

 Evaluations can also bring evidence from one country to another or can be used 

to explore fundamental questions such as those concerning behavior. Venturing 
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beyond the borders of an individual programme evaluation raises the question of 

generalizability 

 

Deciding whether to carry out an Impact Evaluation 

 Not all programs warrant an impact evaluation 

 Impact evaluations should be used selectively when the question being posed calls 

for a strong examination of causality 

 Impact evaluations can be costly if you collect your own data, and your evaluation 

budget should be used strategically. If you are starting, or thinking about 

expanding, a new programme and wondering whether to go ahead with an impact 

evaluation, asking a few basic questions will help with the decision. The first 

question to ask is: 

o What is at stake? Will evidence about the success of the programme, 

programme modality, or design innovation inform important decisions? 

These decisions often involve budgetary allocations and programme scale. 

If there are limited budget implications or if the results will affect only a few 

people, it may not be worth doing an impact evaluation. 

o If you determine that the stakes are high, then the next question is, does 

any evidence exist to show that the programme works? Do you know how 

big the programme’s impact would be? Is there evidence available from 

similar programmes under similar circumstances? If no evidence is 

available about the potential of the type of programme being contemplated, 

you may want to start out with a pilot that incorporates an impact evaluation. 

By contrast, if evidence is available from similar circumstances, the cost of 

an impact evaluation will probably be justified only if it can address an 

important and new policy question. That would be the case if your 

programme includes some important innovations that have not yet been 

tested 

o A final question to ask is, do we have the resources necessary for a good 

impact evaluation? These resources concern technical elements such as 

appropriate data and time, financial resources to carry out the evaluation, 
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as well as institutional resources with respect to the teams involved and 

their interest in and commitment to building and using causal evidence. An 

impact evaluation team is essentially a partnership between two groups: a 

team of policy makers and a team of researchers. The teams need to work 

towards the common goal of ensuring that a well-designed, technically 

robust evaluation is implemented properly and delivers results relevant to 

key policy and programme design questions. 

 

1.5  Theory of change  

 A theory of change explains how the activities undertaken by an intervention (such 

as a project, program or policy) contribute to a chain of results that lead to the 

intended or observed impacts. Other labels that might be used for theory of change 

include: results chain, logic model, program theory, outcome mapping, impact 

pathway and investment logic 

 Here are some of the key differences: 

o A Theory of Change is used at design and evaluation stages, while a logic 

model will be used for monitoring. 

o A Theory of Change is usually presented as a diagram and accompanied 

with a narrative, while a logic model usually stands on its own (without a 

narrative) and tends to be a much more linear (while still diagrammatic) 

presentation. 

o A Theory of Change will sometimes include information about the wider 

context of the problem being addressed, while a logic model sticks to simple 

mapping of a program's activities (from outputs to outcomes). 

 There is no completely standardized definition of one or the other, and many 

organizations use the terms interchangeably. 

 It illustrates the series of assumptions and links identifying the presumed 

relationships between: 

o Inputs (e.g., funding, staff, volunteers, tangible and in-kind support from 

others, etc.); 

o Activities. Actions taken or work performed to convert inputs into outputs. 
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o Outputs. The tangible goods and services that the project activities produce; 

these are directly under the control of the implementing agency 

o Outcomes. Results likely to be achieved once the beneficiary population 

uses the project outputs; these are usually achieved in the short to medium 

term and are usually not directly under the control of the implementing 

agency.  

 Final outcomes. The results achieved indicating whether project goals were met. 

Typically, final outcomes can be influenced by multiple factors and are achieved 

over a longer period. 

 A theory of change is a key underpinning of any impact evaluation, given the 

cause-and-effect focus of the research. As one of the first steps in the evaluation 

design, constructing a theory of change can help specify the research questions. 

 Working with the programme’s stakeholders to put together a theory of change can 

clarify and improve programme design. This is especially important in programmes 

that seek to influence behavior: theories of change can help disentangle the 

intervention’s inputs and activities, the outputs that are delivered, and the 

outcomes that stem from expected behavioral changes among beneficiaries. 

 The best time to develop a theory of change for a programme is at the beginning 

of the design process, when stakeholders can be brought together to develop a 

common vision for the programme, its goals, and the path to achieving those goals 

 A good theory of change can help to: develop better Key Evaluation Questions, 

identify key indicators for monitoring, identify gaps in available data, prioritize 

additional data collection, and provide a structure for data analysis and reporting. 

 Stakeholders can then start implementing the programme from a common 

understanding of the programme, its objectives, and how it works. 

 Programme designers should also review the literature for accounts of experience 

with similar programmes, and verify the contexts and assumptions behind the 

causal pathways in the theory of change they are outlining 

 

Evaluation questions 

 A clear evaluation question is the starting point of any effective evaluation 
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 The formulation of an evaluation question focuses the research to ensure that it is 

tailored to the policy interest at hand. In the case of an impact evaluation, it needs 

to be structured as a testable hypothesis. The impact evaluation then generates 

credible evidence to answer that question 

 The basic impact evaluation question is, what is the impact (or causal effect) of a 

programme on an outcome of interest? The focus is on the impact: that is, the 

changes directly attributable to a programme, programme modality, or design 

innovation. 

 The evaluation team can ask, is the key evaluation question the “classic” question 

about the effectiveness of a programme in changing final outcomes? Or is it about 

testing whether one programme modality is more cost effective than another? Or 

is it about introducing a programme design innovation that is expected to change 

behaviors, such as enrollment? 

 In an impact evaluation, the evaluation question needs to be framed as a well-

defined, testable hypothesis. You need to be able to frame the question in such a 

way that you can quantify the difference between the results obtained contrasting 

the treatment and comparison groups. 

 Here are some examples of evaluation questions: 

o What is the effect of a new mathematics curriculum on test scores? 

o What is the effect of Health Insurance Subsidy Programme on poor 

households’ out-of-pocket health expenditures? 

 

Outcome and Performance Indicators 

 A clear evaluation question needs to be accompanied by the specification of which 

outcome measures will be used to assess results, including in the case of multiple 

outcomes 

 The outcome measures selected will be used to determine whether a given 

programme or reform is successful. They are also the indicators that can be 

referenced in applying power calculations used to determine the sample sizes 

needed for the evaluation 
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 It is critical to have the main stakeholders in the evaluation team agree on both the 

primary outcome indicators of interest in the impact evaluation and the effect sizes 

anticipated as a result of the programme or innovation 

 These are the indicators that will be used to judge programme success and form 

the basis for the power calculations. Impact evaluations can fail because they do 

not have sample sizes large enough to detect the changes that have resulted from 

the programme; they are “underpowered.” 

 A clearly articulated results chain provides a useful map for selecting the indicators 

that will be measured along the chain. They will include indicators used both to 

monitor programme implementation and to evaluate results.  

 It is useful to engage programme stakeholders from both the policy and research 

teams in selecting these indicators, to ensure that those selected are good 

measures of programme performance. A widely used rule of thumb to ensure that 

the indicators used are good measures is summed up by the acronym SMART: 

o Specific: To measure the information required as closely as possible 

o Measurable: To ensure that the information can be readily obtained 

o Attributable: To ensure that each measure is linked to the project’s efforts 

o Realistic: To ensure that the data can be obtained in a timely fashion, with 

reasonable frequency, and at reasonable cost 

o Targeted: To the objective population 

 When choosing indicators, remember that it is important to identify indicators all 

along the results chain, and not just at the level of outcomes, so that you will be 

able to track the causal logic of any programme outcomes that are observed. 

 Even if you are only interested in outcome measures for evaluation, it is still 

important to track implementation indicators, so you can determine whether 

interventions have been carried out as planned, whether they have reached their 

intended beneficiaries, and whether they have arrived on time. Without these 

indicators all along the results chain, the impact evaluation risks producing a “black 

box” that identifies whether or not the predicted results materialized; however, it 

will not be able to explain why that was the case. 
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Chapter 2: Probability theory and statistics 

review 
Learning objectives 

 Understand basic probability theory 

 Understand events, conditional probabilities and venn diagram 

 Understand how to represent events in contingency tables 

 Understand properties of summation  

 Understand the properties of population mean 

 Understand variance and covariance 

 

2.1. Introduction:  

Simply finding an association between two variables might be suggestive of a causal 

effect, but it also might not. Correlation doesn’t mean causation unless key assumptions 

hold. Before we start digging into causal inference, we need to lay down a foundation in 

probability theory, simple regression models and review statistical theories as below:  

2.2. Basic probability theory 

 A random process is a process that can be repeated many times with different 

outcomes.  

 A sample space is the set of all possible outcomes of a random process.  

 A distinguish between discrete and continuous random process is done in the 

following table 

Table 1: Example of Discrete and Continuous Random Processes 

Description Type Potential outcomes 

Coin Discrete Heads, Tails 

6-sided die Discrete 1,2,3,4,5,6 

Deck of cards Discrete 
2 (Diamond); 3 (Diamond)…King 
(Heart) 

Housing prices Continuous p > 0 

Source: Scott Cunningham, 2018. Page 23 

 Independent events are defined in two ways. The first is logical independence. 

For instance, two events occur but there is no reason to believe that two events 

affect one another. The logical fallacy is called post hoc ergo propter hoc. The 

second definition is statistical independence which we illustrate with an example 

from the idea of sampling with and without replacement.  

Example 1  

Let’s use a randomly shuffled deck of 52 cards. What is the probability that the first 

card will be an Ace? 
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Solution: 

Pr(𝐴𝑐𝑒) =
Count Aces

Sample Space
=

4

52
=  

1

13
= 0.077 

There are 52 possible outcomes, which is the sample space- the set of all possible 

outcomes of the random process. Of those 52 possible outcomes, we are 

concerned with the frequency of an Ace occurring. There are 4 Aces in the deck, 

so 
4

52
= 0.077 

 

Assuming that the first card was an Ace. Now we ask the question again. If we 

shuffle the deck, what is the probability the next card drawn is an Ace? It is no 

longer 
1

13
 because we did not “sample with replacement”. We sampled without 

replacement, thus the new probability is 

Pr(𝐴𝑐𝑒|𝐶𝑎𝑟𝑑 1 = 𝐴𝑐𝑒) =
3

51
= 0.059 

Under sampling without replacement, the two events – Ace on Card 1 and an Ace 

on Card 2 if Card 1 was an Ace – aren’t independent events. To make the two 

events independent, you would have to put the Ace back and shuffle the deck. So 

two events, A and B, are independent if and only if (iff): 

Pr(𝐴|𝐵) = Pr(𝐴) 

An example of two independent events would be rolling a 5 with one die after 

having rolled a 3 with another die. The two events are independent, so the 

probability of rolling a 5 is always 0.17 regardless of what we rolled on the first die1.  

 

Example 2 

If we want to know the probability of some event occurring that requires multiple 

events, first, to occur. For instance, let’s say we’re talking about Team A winning 

the NBA championship. In 2016, the Team B were 3-0 in a best of seven playoffs. 

What had to happen for Team B to lose the playoff? Team A had to win four in a 

row. In this instance, 

to find the probability, we have to take the product of all marginal probabilities, or 

Pr(·)n where Pr(·) is the marginal probability of one event occurring, and n is the 

number of repetitions of that one event. If the probability of each win is 0.5, and 

each game is independent, then it is the product of each game’s probability of 

winning: 

 

Win Probability = Pr(W, W, W, W, W) = (0.5)4 = 0.0625 

 

Example 3 

                                                           
1 The probability of rolling a 5 using one die is 1/6= 0.167 
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Let’s say a batter has a 0.3 probability of getting a hit. Then what is the probability 

of him getting two hits in a row? The two hit probability is Pr(HH) = 0.32 = 0.09 and 

the 

three hit probability is Pr(HHH) = 0.33 = 0.027.  

 

Example 4 

Or to keep with our poker example, what is the probability of being dealt pocket 

Aces? 

It’s 4/52 X 3/51 = 0.0045 or 0.45%. 

 

 In general, for independent events, calculating joint probabilities is to multiply the 

marginal probabilities: 

 

Pr(A, B) = Pr(A)Pr(B)  

where Pr(A, B) is the joint probability of both A and B occurring, and Pr(A) is the 

marginal probability of A event occurring 

 

2.3. Events and Conditional probability 

 Let A be an event and B be some other event. For two events, there are four 

possibilities 

 

1. A and B: Both A and B occur 

2. ⁓ A and B: A does not occur, but B occurs 

3. A and ⁓B: A occurs but B does not occur 

4. ⁓ A and ⁓B:  Neither A nor B occur 

 

Probability tree and Venn diagram  

Let’s think about a situation where you are trying to get your driver’s license. Suppose 

that in order to get a driver’s license, you have to pass the written and the driving exam. 

However, if you fail the written exam, you’re not allowed to take the driving exam. We can 

represent these two events in a probability tree: 

 

 

 

 

 

 

Written 

exam 

No 

driver’s 

license 

Car 

exam 

P(Fail)=0.1 

P (Pass Ո Fail) = 0.9*0.4=0.36 
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Source: Scott Cunningham, 2018. Page 26 

 

 Probability trees are intuitive and easy to interpret. First, we see that the probability 

of passing the exam is 0.9 and the probability of failing the exam is 0.1.  

 Second, at every branching off from a node, we can further see that the 

probabilities are summing to 1.0. For example, the probability of failing the written 

exam (0.1) plus the probability of passing it (0.9) equals 1.0. The probability of 

failing the car exam (0.4) plus the probability of passing the car exam (0.6) is 1.0.  

 And finally, the joint probabilities are also all summing to 1.0. This is called the law 

of total probability is equal to the sum of all joint probability of A and Bn events 

occurring.  

 

Pr(A)=∑ 𝑃𝑟 (𝐴Ո𝐵𝑛𝑛 ) 

 

 We also see the concept of a conditional probability in this tree. For instance, the 

probability of failing the car exam conditional on passing the written exam is 

represented as  

Pr(Fail|Pass)=0.4 

 A second way to represent multiple events occurring is with a Venn diagram 

 Venn diagrams were first conceived by John Venn in 1880 and are used to teach 

elementary set theory, as well as express set relationships in probability and 

statistics.  

Example 5 

 

 

 

 

 

 

 A and B are two events 

P (Pass Ո Pass) = 0.9*0.6=0.54 

Event A   Event B 

U 
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 U is the universal set for which A and B are subsets 

 Let A be the probability that your team makes the playoffs and B is the probability 

that your coach is rehired.  

 Let Pr (A)=0.6 and let Pr (B)=0.8.  Let the probability that both A and B occur be 

Pr (A,B)=0.5 

 Note that A+ ⁓ A= U, where ⁓ A is the complement of A. The complement means 

that it is everything in the universal set that is not A. 

 The same is said of B. The sum of B and ⁓ B= U. Therefore 

A+ ⁓ A = B+ ⁓ B 

This can be rewritten as  B= A+ ⁓ A - ⁓ B  

A = B+ ⁓ B - ⁓ A 

 Additionally, whenever we want to describe a set of events in which either A or B 

could occur, it is: A U B 

 We can also describe the shaded region as the union of the ⁓ A U ⁓ B sets. Where 

⁓ A and ⁓ B occurs is the outer area of the A U B.  

 So again, A Ո B + ⁓ A Ո ⁓ B = 1 

Joint sets: These are those subsets wherein both A and B occur. Using the set notation, 

we can calculate the probabilities because for a Venn diagram with the overlapping circles 

(events), there are four possible outcomes expressed as joint sets. These are: 

A U B = A Ո⁓ B + A Ո B+ ⁓ A Ո B 

A = A Ո ⁓ B + A Ո B 

B = A Ո B+ ⁓ A Ո B 

Now it is just simple addition to find all missing values. Recall the A is your team making 

playoffs and Pr(A) = 0.6. And B is the probability the coach is rehired, Pr(B) = 0.8. Also, 

Pr(A, B) = 0.5 which is the probability of both A and B occurring. Then we have: 

A = A Ո ⁓ B + A Ո B 

A Ո ⁓ B = A − A Ո B 

Pr(A, ⁓ B) = Pr(A) − Pr(A, B) 

Pr(A, ⁓ B) = 0.6− 0.5 

Pr(A, ⁓ B) = 0.1 

In a world where A has occurred, what is the probability B will also occur? This is:  

Prob(B | A) = 
Pr(A,B)

Pr (𝐴)
= 

0.5

0.6
= 0.83 
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Prob(A | B) = 
Pr(B,A)

Pr (𝐵)
= 

0.5

0.8
= 0.63 

 

Contingency tables and Summation operator 

The last way that we can represent events is with a contingency table. Contingency tables 

are also sometimes called two-way tables. Table 2 is an example of a contingency table. 

We continue our example about the coach 

Table 2: Two-way contingency table 

Event labels 
Coach is not rehired 
(B) 

Coach is rehired (⇠ 
B) Total 

(A) team playoffs Pr(A, ⁓ B)=0.1 Pr(A, B)=0.5 Pr(A)=0.6 

(⁓ A) no playoffs Pr(⁓ A, ⁓ B)=0.1 Pr(⁓ A, B)=0.3 Pr(B)=0.4 

Total Pr(⁓ B)=0.2 Pr(B)=0.8 1.0 
 

Recall that Pr(A)=0.6, Pr(B)=0.8, and Pr(A, B)=0.5. All probabilities must sum correctly. 

Note that to calculate conditional probabilities, we must ask the frequency of the element 

in question (e.g., Pr(A, B)) relative to some other larger event (e.g., Pr(A)). So if we want 

to ask, “what is the conditional probability of B given A?”, it’s: 

Pr(B | A) = 
Pr(A,B)

Pr(A)
 = 

0.5

0.6
= 0.83 

Summation signs (Σ) adds up a series of numbers 

Suppose there is a sample with n observations and one variable xi, then 

∑ 𝑥𝑖 = 𝑥1 + 𝑥2 + ⋯ + 𝑥𝑛
𝑛

𝑖=1
 

 

The summation operator has three properties. The first property is called the constant 

rule. Formally, it is: 

 

For any constant c: ∑ 𝑐 = 𝑛𝑐𝑛
𝑖=1  

A second property of the summation operator is: 

∑ 𝑐𝑥𝑖 = 𝑐 ∑ 𝑥𝑖
𝑛

𝑖=1

𝑛

𝑖=1
 

We can apply both of these properties to get the following third property 
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For any constant a and b:  

∑ (𝑎𝑥𝑖 + 𝑏𝑦𝑗) =
𝑛

𝑖=1
𝑎 ∑ 𝑥𝑖 + 𝑏 ∑

𝑛

𝑗=1

𝑛

𝑖=1
 

We can represent sample mean/average with summations 

x̄ = 
1

𝑛
∑ 𝑥𝑖𝑛

𝑖=1  

= 
𝑥1+𝑥2+⋯+𝑥𝑛

𝑛
 

Properties of summation 

Result (1) The sum of the deviations from the mean is always equal to zero: 

∑ (𝑥𝑖 − x̄)  = 0
𝑛

𝑖=1
 

 

Proof:  

∑ (𝑥𝑖 − x̄)  =𝑛
𝑖=1 ∑ 𝑥𝑖 − ∑ x̄  = ∑ 𝑥𝑖 − nx̄ 𝑛

𝑖=1
𝑛
𝑖=1

𝑛
𝑖=1 = ∑ 𝑥𝑖 − n[̄

1

𝑛
∑ 𝑥𝑖𝑛

𝑖=1  ]𝑛
𝑖=1  

   =∑ 𝑥𝑖 −𝑛
𝑖=1 ∑ 𝑥𝑖 =𝑛

𝑖=1 0 

Result (2):  

∑ (𝑥𝑖 − x̄)(yi − ȳ)  =
𝑛

𝑖=1
∑ 𝑥𝑖(yi − ȳ)  =

𝑛

𝑖=1
∑ (𝑥𝑖 − x̄)yi 

𝑛

𝑖=1
 

 

Proof:  

∑ (𝑥𝑖 − x̄)(yi − ȳ)  =
𝑛

𝑖=1
∑ 𝑥𝑖(yi − ȳ) −

𝑛

𝑖=1
∑ x̄(yi − ȳ) 

𝑛

𝑖=1
 

Because x¯ is a constant, it can be moved outside the summation sign in the final term 

above 

∑ (𝑥𝑖 − x̄)(yi − ȳ)  =
𝑛

𝑖=1
∑ 𝑥𝑖(yi − ȳ) −

𝑛

𝑖=1
x̄ ∑ (yi − ȳ) 

𝑛

𝑖=1
 

 

Given the results from above (summation of deviation from means equal zero), 

x̄ ∑ (yi − ȳ) 𝑛
𝑖=1 =0 

So  

∑ (𝑥𝑖 − x̄)(yi − ȳ)  =
𝑛

𝑖=1
∑ 𝑥𝑖(yi − ȳ)

𝑛

𝑖=1
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Following the same logic, we can easily establish that 

∑ (𝑥𝑖 − x̄)(yi − ȳ)  =𝑛
𝑖=1  ∑ (𝑥𝑖 − x̄)yi 𝑛

𝑖=1  

Result (3)  

∑ (𝑥𝑖 − x̄)𝑛
𝑖=1

2 = ∑ 𝑥𝑖(𝑥𝑖 − x̄)𝑛
𝑖=1  

Proof: This is the same proof as above. Expand the terms on the right-hand side of the 

equality  

∑ (𝑥𝑖 − x̄)𝑛
𝑖=1

2 = ∑ (𝑥𝑖 − x̄)𝑛
𝑖=1 (𝑥𝑖 − x̄)= ∑ 𝑥𝑖𝑛

𝑖=1 (𝑥𝑖 − x̄)- ∑ x̄𝑛
𝑖=1 (𝑥𝑖 − x̄) 

In the final term on the right, note that because x¯ is a constant, you can take it outside 

the summation, and 

∑ (𝑥𝑖 − x̄)𝑛
𝑖=1

2 = ∑ 𝑥𝑖𝑛
𝑖=1 (𝑥𝑖 − x̄)- x̄ ∑𝑛

𝑖=1 (𝑥𝑖 − x̄) 

And given result 1 above 

x̄ ∑𝑛
𝑖=1 (𝑥𝑖 − x̄)= 0 

So 

∑ (𝑥𝑖 − x̄)𝑛
𝑖=1

2 = ∑ 𝑥𝑖𝑛
𝑖=1 (𝑥𝑖 − x̄) 

 

Properties of Expected value 

The expected value of a random variable, also called the expectation and sometimes the 

population mean, is simply the weighted average of the possible values that the variable 

can take, with the weights being given by the probability of each value occurring in the 

population. Suppose that the variable X can take on values x1, x2, . . . , xk each with 

probability f (x1), f (x2), . . . , f (xk), respectively. Then we define the expected value of X 

as:  

E(X) = x1 f (x1) + x2 f (x2) + · · · + xk f (xk) 

= ∑ 𝑥𝑗𝑘
𝑗=1 𝑓(𝑥𝑗) 

The first property of expected value is that for any constant, c, E(c) = c. 

The second property is that for any two constants, a and b,then  

E(aX + b) = E(aX) + E(b) = aE(X) + b. 

And the third property is that if we have numerous constants, a1, . . . , an and many 

random variables, X1, . . . , Xn, then the following is true: 

E(a1X1+…anXn)= a1E(X1)+…+an E(Xn) 

We can also express this using the expectation operator: 
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E ( ∑ 𝑎𝑖𝑥𝑖𝑛
𝑖=1 )= ∑ 𝑎𝑖 𝐸(𝑥𝑖)𝑛

𝑖=1  

 

And in the special case where ai = 1, then 

E ( ∑ 𝑥𝑖𝑛
𝑖=1 )= ∑ 𝐸(𝑥𝑖)𝑛

𝑖=1  

 

2.4. Variance and covariance 

The expectation operator, E(·), is a population concept. It refers to the whole group of 

interest, not just the sample we have available to us. Its intuition is loosely similar to the 

average of a random variable in the population. Some additional properties for the 

expectation operator can be explained assuming two random variables, W and H. 

E(aW + b) = aE(W) + b for any constants a, b 

E(W + H) = E(W) + E(H) 

E(W − E(W)) = 0 

Consider the variance of a random variable, W: 

V(W) = σ2 = E[(W − E(W))2] in the population 

We can show that: 

V(W) = E(W2) − E(W)2 

In a given sample of data, we can estimate the variance by the following calculation:  

ŝ2 = (n − 1)−1∑ (𝑥𝑖 − x̄)𝑛
𝑖=1

2 

where we divide by n − 1 because we are making a degree of freedom adjustment from 

estimating the mean. But in large samples, this degree of freedom adjustment has no 

practical effect on the value of Ŝ2 

A few more properties of variance. First, the variance of a line is: 

V(aX + b) = a2V(X) 

And the variance of a constant is zero (i.e., V(c) = 0 for any constant, c). The variance of 

the sum of two random variables is equal to: 

V(X + Y) = V(X) + V(Y) + 2(E(XY) − E(X)E(Y)) 

If the two variables are independent, then E(XY) = E(X)E(Y) and V(X + Y) is just equal to 

the sum of V(X) + V(Y).  

 

Covariance  
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The covariance measures the amount of linear dependence between two random 

variables. We represent it with the C(X, Y) operator. C(X, Y) > 0 indicates that two 

variables move in the same direction, whereas C(X, Y) < 0 indicates they move in 

opposite directions. Thus 

V(X + Y) = V(X) + V(Y) + 2C(X, Y) 

While it’s tempting to say that a zero covariance means two random variables are 

unrelated, that is incorrect. They could have a nonlinear relationship. The definition of 

covariance is 

C(X, Y) = E(XY) − E(X)E(Y) 

As we said, if X and Y are independent, then C(X, Y) = 0 in the population. The covariance 

between two linear functions is: 

C(a1 + b1X, a2 + b2Y) = b1b2C(X, Y) 

The two constants, a1 and a2, zero out because their mean is themselves and so the 

difference equals zero. Interpreting the magnitude of the covariance can be tricky. For 

that, we are better served looking at correlation. We define correlation as follows.  

Let W = X−E(X)/ √V(X) and  

Z = Y−E(Y)/ √(Y) . Then: 

Corr(W, Z) = C(X, Y)/ √V(X)V(Y) 

The correlation coefficient is bounded between –1 and 1. A positive (negative) correlation 

indicates that the variables move in the same (opposite) ways. The closer to 1 or –1 the 

stronger the linear relationship is 

 

Reference 

Scott Cunningham, 2018: Causal Inference : The mixtape (v1.7) 

Statistical methods for social science, 4th Edition
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Chapter 3: How to evaluate 
 

Learning objectives 

 Understand causal inference and counterfactuals 

 Understand how to estimate counterfactuals 

 Understand false counterfactual methods in Impact Evaluation 

 

3.1. Causal Inference and Counterfactuals 

 

Causal inference 

 Many policy questions involve cause-and-effect relationships i.e Does teacher 

training improve students’ test scores? Do conditional cash transfer programmes 

cause better health outcomes in children? Do vocational training programmes 

increase trainees’ incomes? 

 Impact evaluations seek to answer such cause-and-effect questions precisely. 

Assessing the impact of a programme on a set of outcomes is the equivalent of 

assessing the causal effect of the programme on those outcomes 

 Although cause-and-effect questions are common, answering them accurately can 

be challenging. In the context of a vocational training programme, for example, 

simply observing that a trainee’s income increases after she has completed such 

a programme is not sufficient to establish causality. The trainee’s income might 

have increased even if she had not taken the training—because of her own efforts, 

because of changing labor market conditions, or because of many other factors 

that can affect income 

 Impact evaluations help us overcome the challenge of establishing causality by 

empirically establishing to what extent a particular programme—and that 

programme alone— contributed to the change in an outcome. 

 To establish causality between a programme and an outcome, we use impact 

evaluation methods to rule out the possibility that any factors other than the 

programme of interest explain the observed impact 
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 The answer to the basic impact evaluation question—what is the impact or causal 

effect of a programme (P) on an outcome of interest (Y)?—is given by the basic 

impact evaluation formula 

 

Δ = (Y | P = 1) − (Y | P = 0) 

 This formula states that the causal impact (Δ) of a program (P) on an outcome (Y) 

is the difference between the outcome (Y) with the programme (in other words, 

when P = 1) and the same outcome (Y) without the programme (that is, when P = 

0). 

 For example, if P denotes a vocational training programme and Y denotes income, 

then the causal impact of the vocational training programme (Δ) is the difference 

between a person’s income (Y) after participation in the vocational training 

programme (in other words, when P = 1) and the same person’s income (Y) at the 

same point in time if he or she had not participated in the programme (in other 

words, when P = 0). 

 In another way, we would like to measure income at the same point in time for the 

same unit of observation (a person, in this case), but in two different states of the 

world. If it were possible to do this, we would be observing how much income the 

same individual would have had at the same point in time both with and without 

the programme, so that the only possible explanation for any difference in that 

person’s income would be the programme 

 By comparing the same individual with herself at the same moment, we would have 

managed to eliminate any outside factors that might also have explained the 

difference in outcomes. We could then be confident that the relationship between 

the vocational training programme and the change in income is causal 

 

Counterfactuals 

 As discussed, we can think of the impact (Δ) of a programme as the difference in 

outcomes (Y) for the same unit (person, household, community and so on) with 

and without participation in a programme 
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 Yet we know that measuring the same unit in two different states at the same time 

is impossible. At any given moment in time, a unit either participated in the 

programme or did not participate. The unit cannot be observed simultaneously in 

two different states (in other words, with and without the programme) 

 This is called the counterfactual problem: How do we measure what would have 

happened if the other circumstance had prevailed? Although we can observe and 

measure the outcome (Y) for a programme participant (Y | P = 1), there are no 

data to establish what her outcome would have been in the absence of the 

programme (Y | P = 0) 

 The term (Y | P = 0) represents the counterfactual. We can think of this as what 

would have happened to the outcome if a person or unit of observation had not 

participated in the programme 

 For example, imagine that “Mr. Unfortunate” takes a pill and then dies five days 

later. Just because Mr. Unfortunate died after taking the pill, you cannot conclude 

that the pill caused his death. Maybe he was very sick when he took the pill, and it 

was the illness that caused his death, rather than the pill. Inferring causality will 

require that you rule out other potential factors that could have affected the 

outcome under consideration 

 In the simple example of determining whether taking the pill caused Mr. 

Unfortunate’s death, an evaluator would need to establish what would have 

happened to Mr. Unfortunate if he had not taken the pill 

 Since Mr. Unfortunate did in fact take the pill, it is not possible to observe directly 

what would have happened if he had not done so. What would have happened to 

him if he had not taken the pill is the counterfactual. 

 When conducting an impact evaluation, it is relatively straightforward to obtain the 

first term of the basic formula (Y | P = 1)—the outcome with a programme (also 

known as under treatment). We simply measure the outcome of interest for the 

programme participant. However, we cannot directly observe the second term of 

the formula (Y | P = 0) for the participant. We need to fill in this missing piece of 

information by estimating the counterfactual. 
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 To help us think through this key concept of estimating the counterfactual, we turn 

to another hypothetical example. Solving the counterfactual problem would be 

possible if the evaluator could find a “perfect clone” for a programme participant. 

See figure 1 below 

 

 

Figure 1: The Perfect clone 

 

 

Source: Gertler et al. 2016. Page 51 

 

In reality, we know that it is impossible to identify perfect clones: even between genetically 

identical twins, there are important differences. 

 

3.2. Estimating the Counterfactual 

 The key to estimating the counterfactual for programme participants is to move 

from the individual or unit level to the group level. Although no perfect clone exists 

for a single unit, we can rely on statistical properties to generate two groups of 

units that, if their numbers are large enough, are statistically indistinguishable from 

each other at the group level 

 The group that participates in the programme is known as the treatment group, 

and its outcome is (Y | P = 1) after it has participated in the programme. The 

Beneficiary Clone 

Impact = 6 – 4 = 2 

candies 
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statistically identical comparison group (sometimes called the control group) is the 

group that remains unaffected by the programme, and allows us to estimate the 

counterfactual outcome (Y | P = 0): that is, the outcome that would have prevailed 

for the treatment group had it not received the programme 

 In practice, the challenge of an impact evaluation is to identify a treatment group 

and a comparison group that are statistically identical, on average, in the absence 

of the programme 

 If the two groups are identical, with the sole exception that one group participates 

in the programme and the other does not, then we can be sure that any difference 

in outcomes must be due to the programme. Finding such comparison groups is 

the crux of any impact evaluation, regardless of what type of programme is being 

evaluated. Simply put, without a comparison group that yields an accurate estimate 

of the counterfactual, the true impact of a programme cannot be established. 

 The main challenge for identifying impacts, then, is to find a valid comparison 

group that has the same characteristics as the treatment group in the absence of 

a programme. Specifically, the treatment and comparison groups must be the 

same in at least three ways. 

o First, the average characteristics of the treatment group and the comparison 

group must be identical in the absence of the programme. Although it is not 

necessary that individual units in the treatment group have “perfect clones” 

in the comparison group, on average the characteristics of treatment and 

comparison groups should be the same. For example, the average age of 

units in the treatment group should be the same as in the comparison group. 

o Second, the treatment should not affect the comparison group either directly 

or indirectly.  

o Third, the outcomes of units in the control group should change the same 

way as outcomes in the treatment group, if both groups were given the 

programme (or not). In this sense, the treatment and comparison groups 

should react to the programme in the same way. For example, if incomes 

of people in the treatment group increased by US$100 thanks to a training 
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programme, then incomes of people in the comparison group would have 

also increased by US$100, had they been given training. 

 When these three conditions are met, then only the existence of the programme 

of interest will explain any differences in the outcome (Y) between the two groups. 

This is because the only difference between the treatment and comparison groups 

is that the members of the treatment group receive the programme, while the 

members of the comparison group do not. When the difference in outcome can be 

entirely attributed to the programme, the causal impact of the programme has been 

identified. 

 In figure 1 above, we saw that in order to estimate the impact of pocket money on 

his consumption of candies would require the implausible task of finding the 

beneficiary’s perfect clone. Instead of looking at the impact solely for one 

individual, it is more realistic to look at the average impact for a group of individuals. 

See figure 2 

 

Figure 2: A valid comparison group 

 

 

Source: Gertler et al. 2016. Page 53 

 

False/counterfeit counterfactuals 

Treatment Comparison 

Average Y=6 candies Average Y=4 candies 

Impact=6-4=2 candies 
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 Here are two common, but highly risky, methods of constructing comparison 

groups that many times lead to inappropriate (“counterfeit”) estimates of the 

counterfactual: 

o Before-and-after comparisons (also known as pre-post or reflexive 

comparisons) compare the outcomes of the same group before and after 

participating in a programme. This is a false counterfactual method because 

it does not control for other time varying factors 

o Enrolled-and-none enrolled (or self-selected) comparisons compare the 

outcomes of a group that chooses to participate in a programme with those 

of a group that chooses not to participate. This method is false because of 

selection bias
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Chapter 4: Randomization  
Learning objectives 

 Understand randomization and why it produces a good comparison group 

 Understand why Randomized Assignment produce an excellent estimate of the 

Counterfactual 

 Differentiate between external and internal validity  

 Understand how to Randomize  

4.1. Introduction 

A program’s rules for selecting participants will be the key parameter for determining the 

impact evaluation method. In most cases, the evaluation methods should try to fit within 

the context of a program’s operational rules (with a few tweaks here and there)—and not 

the other way around. However, we also start from the premise that all programs should 

have fair and transparent rules for program assignment. One of the fairest and most 

transparent rules for allocating scarce resources among equally deserving populations 

turns out to be giving everyone who is eligible an 

equal opportunity to participate in the program. One way to do that is simply to run a 

lottery.  

In this chapter, we will examine a method that is akin to running a lottery that decides who 

enters a program at a given time and who does not: the randomized assignment method, 

also known as randomized controlled trials (RCTs). This method not only provides 

program administrators 

with a fair and transparent rule for allocating scarce resources among equally deserving 

populations, but also represents the strongest method for evaluating the impact of a 

program. Thus the application of this method to evaluate impacts of social programs has 

increased substantially 

in recent years. 

4.2. Randomized assignment 

 Randomized assignment method also known as randomized controlled trials 

(RCTs) not only represents the strongest method for evaluating the impact of a 

programme but also provides programme administrators with a fair and 
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transparent rule for allocating scarce resources among equally deserving 

populations 

 When a program is assigned at random—that is, using a lottery—over a large 

eligible population, we can generate a robust estimate of the counterfactual 

 Randomized assignment of treatment is considered the gold standard of impact 

evaluation. It uses a random process, or chance, to decide who is granted access 

to the programme and who is not. Under randomized assignment, every eligible 

unit (for example, an individual, household, business, school, hospital, or 

community) has the same probability of being selected for treatment by a 

programme 

 Once a target population has been defined (say, households below the poverty 

line, children under the age of 5, or roads in rural areas in the north of the 

country),randomized assignment is a fair allocation rule because it allows 

programme managers to ensure that every eligible unit has the same chance of 

receiving the programme and that the programme is not being assigned using 

arbitrary or subjective criteria, or even through patronage or other unfair practices 

 When excess demand for a programme exists, randomized assignment is a rule 

that can be easily explained by programme managers, is understood by key 

constituents, and is considered fair in many circumstances. In addition, when the 

assignment process is conducted openly and transparently, it cannot easily be 

manipulated, and therefore it shields programme managers from potential 

accusations of favoritism or corruption. Randomized assignment thus has its own 

merits as a rationing mechanism that go well beyond its utility as an impact 

evaluation tool.  

 When the population of eligible participants is larger than the number of 

programme places available, someone must make a decision about who will enter 

the programme and who will not. In other words, programme administrators must 

define a rationing mechanism to allocate the programme’s services. The 

programme could be assigned on a first-come, first-served basis, or based on 

observed characteristics (for example, serving the poorest areas first); or selection 

could be based on unobserved characteristics (for example, letting individuals sign 
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up based on their own motivation and knowledge) or on a lottery. Even in contexts 

where it is possible to rank potential participants based on a measure of need, it 

may be desirable to allocate some of the benefits by lottery.  

 

Why Randomized Assignment produce an excellent estimate of the Counterfactual 

 Suppose the population of eligible units (the pool of potential participants, or 

population of interest for the evaluation) consists of 1,000 people. Half are 

randomly assigned to the treatment group, and the other half are randomly 

assigned to the comparison group. For example, you could imagine writing the 

names of all 1,000 people on individual pieces of paper, mixing them up in a bowl, 

and then asking someone to blindly draw out 500 names. If the first 500 names 

make up the treatment group, then you would have a randomly assigned treatment 

group (the first 500 names drawn), and a randomly assigned comparison group 

(the 500 names left in the bowl).  

 Assume that of the original 1,000 people, 40 percent were women. Because the 

names were selected at random, of the 500 names drawn from the bowl, 

approximately 40 percent will also be women. If among the 1,000 people, 20 

percent had blue eyes, then approximately 20 percent of both the treatment and 

the comparison groups should have blue eyes, too. In general, if the population of 

eligible units is large enough, then the randomized assignment mechanism will 

ensure that any characteristic of the population will transfer to both the treatment 

group and the comparison group.  

 Just as observed characteristics such as sex or the color of a person’s eyes 

transfer to both the treatment group and the comparison group, then logically 

characteristics that are more difficult to observe (unobserved variables), such as 

motivation, preferences, or other personality traits that are difficult to measure, 

would also apply equally to both the treatment and comparison groups. 

 Thus, treatment and comparison groups that are generated through randomized 

assignment will be similar not only in their observed characteristics but also in their 

unobserved characteristics. Having two groups that are similar in every way 

guarantees that the estimated counterfactual approximates the true value of the 
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outcome in the absence of treatment, and that once the program is implemented, 

the estimated impacts will not suffer from selection bias 

 When an evaluation uses randomized assignment to treatment and comparison 

groups, in theory the process should produce two groups that are equivalent, 

provided it relies on a large enough number of units. With the baseline data from 

our evaluation sample, we can test this assumption empirically and verify that in 

fact there are no systematic differences in observed characteristics between the 

treatment and comparison groups before the programme starts. Then, after we 

launch the programme, if we observe differences in outcomes between the 

treatment and comparison groups, we will know that those differences can be 

explained only by the introduction of the programme, since by construction the two 

groups were identical at the baseline, before the programme started, and are 

exposed to the same external environmental factors over time. In this sense, the 

comparison group controls for all factors that might also explain the outcome of 

interest. 

 In some cases, it is never necessary to include all units in the eligible population 

in the evaluation. If the population of eligible units includes 1 million mothers and 

you want to evaluate the effectiveness of cash bonuses on the probability that they 

will get their children vaccinated, it may be sufficient to select a representative 

random sample of, say, 1,000 others, and assign those 1,000 to either the 

treatment group or the comparison group. 

 As illustrated in figure 3 below, selecting a random sample from the population of 

eligible units to form the evaluation sample preserves the characteristics of the 

population of eligible units. Within the evaluation sample, randomized assignment 

of individuals to the treatment and comparison groups again preserves the 

characteristics.  

 

4.3. External and Internal Validity 

 Internal validity means that the estimated impact of the programme is net of all 

other potential confounding factors—or, in other words, that the comparison group 

provides an accurate estimate of the counterfactual, so that we are estimating the 
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true impact of the programme. Remember that randomized assignment produces 

a comparison group that is statistically equivalent to the treatment group at 

baseline, before the programme starts. Once the programme starts, the 

comparison group is exposed to the same set of external factors as the treatment 

group over time; the only exception is the programme. Therefore, if any differences 

in outcomes appear between the treatment and comparison groups, they can only 

be due to the existence of the programme in the treatment group. The internal 

validity of an impact evaluation is ensured through the process of randomized 

assignment of treatment. 

 External validity means that the evaluation sample accurately represents the 

population of eligible units. The results of the evaluation can then be generalized 

to the population of eligible units. We use random sampling to ensure that the 

evaluation sample accurately reflects the population of eligible units so that 

impacts identified in the evaluation sample can be extrapolated to the population 

 

Figure 3: Random sampling and Randomized Assignment of Treatment 

 

 

 

 

 

 

 

 

 

 

Source: Gertler et al. 2016. Page 73 

 

Randomized Assignment can be used in two scenarios: 

 When the eligible population is greater than the number of programme spaces 

available. When the demand for a programme exceeds the supply, a lottery can 

be used to select the treatment group within the eligible population 

Population of eligible units 

Evaluation sample 

Random selection 

preserves characteristics 

Treatment group: 

Assigned to treatment 

Comparison group: Not 

assigned to treatment 

External 

validity 

Internal 

validity 
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 When a programme needs to be gradually phased in until it covers the entire 

eligible population.  

 When a programme is phased in, randomization of the order in which participants 

receive the program gives each eligible unit the same chance of receiving 

treatment in the first phase or in a later phase of the programme. As long as the 

last group has not yet been phased into the programme, it serves as a valid 

comparison group from which the counterfactual for the groups that have already 

been phased in can be estimated. This setup can also allow for the evaluation to 

pick up the effects of differential exposure to treatment: that is, the effect of 

receiving a programme for more or less time. 

How to Randomly Assign Treatment 

 Step 1: Define the units that are eligible for the programme. A unit could be a 

person, a health center, a school, a business, or even an entire village or 

municipality. The population of eligible units consists of those for which you are 

interested in knowing the impact of your programme 

 Step 2: Select a sample of units from the population to be included in the evaluation 

sample. The size of the evaluation sample is determined through power 

calculations and is based on the types of questions you would like answered. If the 

eligible population is small, all the eligible units may need to be included in the 

evaluation. This second step is done mainly to limit data collection costs. If it is 

found that data from existing monitoring systems can be used for the evaluation, 

and that those systems cover the full population of eligible units, then it may not 

be necessary to draw a separate evaluation sample. 

 Step 3: Form the treatment and comparison groups from the units in the evaluation 

sample through randomized assignment. In cases where randomized assignment 

needs to be done in a public forum, say on television, you may need to use a 

simple hands-on technique such as flipping a coin or picking names out of a hat, 

rolling a die. Figure 4 below summarizes the above steps. One can use automated 

processes in case you need to assign many units 

Figure 4: Steps in Randomized Assignment to Treatment 

 

1. Define eligible units 
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Source: Gertler et al. 2016. Page 76 

 

4.4. Unit of randomization 

 Randomized assignment can be done at various levels, including the individual, 

household, business, community, or region. 

 When the level of the randomized assignment is higher or more aggregate, such 

as at the level of regions or provinces in a country, it can become difficult to perform 

an impact evaluation because the number of regions or provinces in most countries 

is not sufficiently large to yield balanced treatment and comparison groups. 

 On the other hand, as the level of randomized assignment gets lower—for 

example, down to the individual or household level—the chances increase that the 

comparison group will be inadvertently affected by the programme.  

 Two types of risks to consider when choosing the level of assignment are spillovers 

and imperfect compliance: 

o Spillovers occur when the treatment group directly or indirectly affects 

outcomes in the comparison group (or vice versa). 

2. Select the 

evaluation sample 

3. Random 

assignment 

Comparison 

Treatment 

External validity Internal validity 

Ineligible Eligible 
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o Imperfect compliance occurs when some members of the comparison 

group participate in the programme, or some members of the treatment 

group do not 
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Chapter 5: Instrumental variables 
Learning objectives 

 Understand imperfect compliance 

 Understand types of impact estimates under Imperfect Compliance 

5.1. Introduction  

 In real-world social programs, it might be unrealistic to think that the program 

administrator will be able to ensure full compliance with the group assignment 

 Yet many programs allow potential participants to choose to enroll and thus are 

not able to exclude potential participants who want to enroll  

 In addition, some programs have a budget that is big enough to supply the program 

to the entire eligible population immediately, so that randomly assigning people to 

treatment and comparison groups and excluding potential participants for the sake 

of an evaluation would not be ethical.  

 We therefore need an alternative way to evaluate the impact of these kinds of 

programs 

 Instrumental variables (IV) methodology can help us evaluate programs with 

imperfect compliance, voluntary enrollment, or universal coverage. 

 Generally, to estimate impacts, the IV method relies on some external source of 

variation to determine treatment status 

 We can think of an IV as something outside the control of the individual that 

influences her likelihood of participating in a program, but is otherwise not 

associated with her characteristics 

 In this chapter, we discuss how this external variation, or IV, can be generated by 

the rules of program operation that are under the control of program implementers 

or evaluation teams 

 It turns out that randomized assignment of treatment, as discussed in chapter 4, is 

a very good instrument, satisfying the necessary conditions. 

 We will use the IV method in two common applications of impact evaluation. First, 

we will use it as an extension of the randomized assignment method when not all 

units comply with their group assignments. Second, we will use it to design 
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randomized promotion of treatment, an evaluation method that can work for some 

programs that offer voluntary enrollment or universal coverage 

5.2. Types of impact estimates 

 In chapter 4, we assumed full compliance with treatment: that is, all units to whom 

a program has been offered actually enroll, and none of the comparison units 

receive the program. In this scenario, we estimate the average treatment effect 

(ATE) for the population 

 In practice, programs typically offer the opportunity of treatment to a particular 

group, and some units participate while others do not. In this case, without full 

compliance, impact evaluations can estimate the effect of offering a program or 

the effect of participating in the program 

 In the absence of full compliance in the treatment group, the estimated impact Δ 

is called the intention-to-treat (ITT) when comparing groups to which the program 

has randomly been offered (in the treatment group) or not (in the comparison 

group)—regardless of whether or not those in the treatment group actually enroll 

in the program 

 The ITT is a weighted average of the outcomes of participants and nonparticipants 

in the treatment group compared with the average outcome of the comparison 

group  

 The ITT is important for those cases in which we are trying to determine the 

average impact of offering a program, and enrollment in the treatment group is 

voluntary 

 By contrast, we might also be interested in knowing the impact of a program for 

the group of individuals who are off ered the program and actually participate. This 

estimated impact is called the treatment on-the-treated (TOT) 

 The ITT and TOT will be the same when there is full compliance 

 Under noncompliance, estimating the local average treatment effect (LATE) is 

important. LATE needs to be interpreted carefully, as it represents program effects 

for only a specific subgroup of the population. In particular, when there is 

noncompliance in both the treatment group and in the comparison group, the LATE 

is the impact on the subgroup of compliers. 
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Chapter 6: Difference in Difference Design 
 

Learning Objectives 

 Understand what Difference in Difference Design (Diff-in-Diff) is 

 Understand under what conditions should the Diff-in-Diff be implemented  

 Discuss the assumptions of a Diff-in-Diff and how to test them 

 Limitations of the Diff-in-Diff 

 Examples of Diff-in-Diff in the policy world 

 Annotated list of key references 

 

6.1. Introduction 

 The Diff-in-Diff design is a quasi-experimental technique used to compare changes 

in outcome over time between a population that is eligible for a program (treatment 

group) vis-à-vis a population that is ineligible for a program (control group). 

 Conducting a before and after analysis is likely to yield biased estimates. This is 

because many other factors besides the program are likely to affect the outcome 

indicators. 

 Similarly, a direct comparison of outcomes between the treatment and control 

group is likely to lead to biased results because of selection bias. In other words, 

unobserved reasons for why some groups were included in the treatment group 

and not the control group might drive the results 

 The diff-in-diff technique is combines first differences with second differences to 

yield a counterfactual. 

 The first difference refers to the difference in outcomes for the treatment group 

before and after the program. This aims to control for factors that are constant over 

time in that particular group.  

 The second difference refers to differences in outcomes for the control group 

before and after the program. This assumes that the control group was exposed 

to the same set of environmental conditions as the treatment group. The second 

difference aims to capture time varying factors. 
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 The second difference is then subtracted from the first difference to yield the diff-

in-diff parameter. As such the diff-in-diff compares the changes in outcomes for 

the treatment group before and after the program (first difference) to changes in 

the outcome for the control group before and after the program (second difference)  

 

Figure 5: Conceptualization of the Diff-in-Diff 

 

Source: Getler et al. 2016. P:132 

 

Figure 5 illustrates the intuition behind the technique. 

 Year 0 is the baseline year 

 Year 1 is the treatment year (treatment group receives program 

benefits): outcomes are measured at the end of the year 

 The outcome of the treatment group increases from point A to point B 

 The outcome of the control group also increases from point C to point 

D. 

 The first difference is given by B-A 

 The second difference is given by D-C 

 The diff in diff subtracts the second difference from the first difference 

(B-A)-(D-C). 

 This diff in diff estimate is thus (0.74-0.60) - (0.81-0.78) = 0.11 
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Table 3: Computation of the Diff in Diff estimate 

 

Source: Getler et al. 2016, p:133 

4.1.  

6.2. Conditions to implement a Diff in Diff 

 Diff in Diff are attractive techniques to evaluate the impact of past programs where 

randomization was not conducted 

 The treatment group has to clearly identified. This is the group that was affected 

by a particular program or policy 

 The control group has to be clearly identified. This is the group that was unaffected 

by the program or policy 

 The quality of the comparison can determine the quality of the evaluation, as it 

represents the counterfactual 

 

6.3. Assumptions of the Diff-in-Diff 

 

1. Parallel Trend Assumption: this assumption implies that in the absence of the 

program, the differences in outcomes between the treatment and comparison 

groups would have followed the same trajectory. In other words, if the treated 

participants had not received the program benefits, then their outcomes would 
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have been in tandem with those that were ineligible (equal trends in the absence 

of the program) 

 This assumption is not directly testable. This is because it is impossible 

to observe what would have happened to the treatment group without the 

treatment, since they have already received the program benefits. This 

is the counterfactual problem. 

 The Diff in Diff then assumes that in the absence of the treatment, then 

the outcomes of the treatment group would have evolved in a similar 

trajectory to those in the control group 

 If the parallel trend assumption is violated, then the diff-in-diff become 

invalid and yields biased results 

 

Figure 6: Violation of the Parallel Trend Assumption 

 

 
Source: Getler et al. 2016, p: 136 
 
Figure 6 provides an illustration when the parallel trend assumption would be 
violated 
 

 Year -2 to 0 provides the trend of the outcome variables prior to 
the program 
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 The treatment and control groups exhibit different trajectories. 
 Hence these groups are not comparable, and initial differences 

might affect the outcomes 
 

 The Parallel Trend Assumption can also be tested through 
placebo/falsification tests.  The requires having a ‘fake’ treatment group that 
was not affected by the program and examining whether the program had 
any effect on its outcomes.  

 

 Placebo tests can also be conducted using an outcome variable that is not 
expected to be affected by the intervention, while using the same treatment 
and control group and the treatment year. If the results are valid, then the 
estimate should not be statistically significant from zero 

 

2. Similarity in observable characteristics between treatment and control groups  
 

6.4. Limitations of the Diff-in-Diff Design 

 

 Even with evidence in favour of the parallel trend assumption, the diff in diff 
attributes the differences in outcomes between treatment and control groups to the 
program and nothing else. If there are other factors/programs that coincide with 
the implementation of the program, this can make the estimation to be invalid. 
 

 This requires significant data on the outcomes before and after the program for 
different groups of the population 

 
 

Example 
 

 Policy: Evaluating a health insurance subsidy policy 

 Objective: Does subsidy affect household health expenditures 

 Data requirements:  

 Two rounds of surveys for households 

 Both surveys have data on those enrolled into the program (treatment) and 

those that are not enrolled (control group) 

 First difference estimates are biased. Comparing outcomes for the treatment group 

before and after the subsidy policy will yield invalid results because other factors 

might affect health expenditures 
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 Second difference estimates are biased. Comparing outcomes for the treatment 

and control groups will yield biased estimates because those with subsidies might 

be different from those who do not (selection bias) 

 
 

 

 

 

Figure 7: Difference in Difference Estimates 

 
Source: Getler et al. 2016; p:140 
 

 
Source: Getler et al. 2016; p:140 
 

 

 Diff in Diff estimates is -8.16. Interpretation is that the program reduced 

household’s health expenditure by USD 8.16. Adding control variables and running 

a multivariate linear regression does not change the magnitude of the coefficient. 

 Suggestive evidence that the program can be scaled up (?) 
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Chapter 7: Regression Discontinuity Design 
Learning objectives 

 Understand what is a Regression Discontinuity Design (RDD) 

 Understand under what conditions the RDD should be implemented  

 Discuss the assumptions of an RDD and how to test them 

 Provide insights on how to interpret RDD estimates 

 Limitations of the RDD 

 Examples of RDD in the policy world 

 Annotated list of key reference materials  

 

7.1. Introduction 

 Regression Discontinuity Designs (RDD) belong a class of quasi-experimental 

techniques use to evaluate programs or policies where eligibility to participate is 

based on a defined point. The main intuition of the RDD is to allow policy makers 

to estimate the causal effect of a program by comparing outcomes of people who 

are immediately above or below the cut off point. As such, it exploits the 

implementation feature of a program or policy to measure its impact. There are two 

types of RDD. The first one is the sharp design and the second one is the fuzzy 

design. These are discussed in the subsequent sections.  

 The RDD requires that the eligibility criteria to be based on a continuous score. 

The population of interest is then ranked on this score. There should exist a pre-

determined cut-off or threshold, above or below which people are determined to 

be eligible or non-eligible for a program. Unlike RCTs, RDDs exploit a known rule 

for assigning benefits to participants, and thus there is no need to exclude 

participants from the treatment 

 The assignment criteria of participants to either treatment or control is not random 

but based on a cut-off of a variable that can be observed and used to rank people. 

Within very narrow bandwidth around the cut-off, assignment to treatment is 

assumed to approximately random. Causal inference is then inferred by comparing 

outcomes of people on either side of the cut-off. 
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 The key identification assumption is that people who are just above and below the 

cut off point are very similar in both observable and non-observable characteristics 

that might determine the outcomes of interest.  

 The estimates obtained from a RDD are local average treatment effects. This 

implies that they are only valid for the people who have similar attributes such as 

those who fall just barely above and below the cut off. 

 RDD is a quasi-experimental technique first used by Thistlethwaite and Campbell 

(1960) to identify the causal effect of scholarships on future academic outcomes. 

In this instance, the eligibility criteria for the scholarships was based on test scores. 

Since then, RDD has been used by researchers and policy makers to evaluate the 

causal effect of various policies such as conditional cash transfers, industrial 

policies and financial development policies. 

 

7.2. Types of RDD 

 

 Sharp RDD imply that the discontinuity in the cut-off determines eligibility to the 

treatment group. The probability of treatment thus changes from 0 to 1 at the cut-

off. For instance, student with a grade of above 70 percent receive scholarships 

and no one else. As such the eligibility criteria is deterministic in nature, and solely 

defines which participants receive the treatment. 

 Fuzzy RDD imply that the discontinuity is highly correlated with eligibility to criteria. 

As such there is a margin of error such that those below the cut-off might end up 

getting into the treatment group. The probability of treatment is discontinuous at 

the cut-off but not deterministic to change from 0 to 1. In such cases, the score is 

used as in instrumental variable for program participation. For instance, if eligibility 

to fertilizers is accorded to farmers whose parcel of land is below a certain land 

size, but in practice not all eligible farmers receive the fertilizers, then the eligibility 

criteria is probabilistic but not deterministic. This might arise due to several factors 

such as non-compliance with the program rules, instances where non-eligible 

participants (those whose land is larger than the cut-off) receive benefits 
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(fertilizers), there are spillover effects where those farmers who are non-eligible 

benefit from factors such as information, poor management of the program where 

eligible participants are ignored (perhaps due to logistical or political reasons) or 

participants are able to sort themselves into treatment by manipulating the 

eligibility criteria (Figure 8). 

 

Figure 8: Sharp versus Fuzzy RDD 

 
Source: Getler et al. 2016. P.119 
 

Pre-requisites of an RDD 

 To use the RDD as an impact evaluation technique, several conditions need to be 

satisfied. These include: 

 

I. Assignment to program must be based on an eligibility score. This 

implies that the population of interest should be ranked on this score.  

II. There should be a clear cut-off point that determines which participants 

get into the program (hence get treatment group) and those that do not 

(control group). 

III. Examples include: 

a. Test scores for education reforms: - For instance, students who 

receive a grade of 70 percent and above might be eligible for a 

scholarship 
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b. Age for pension reforms – Individuals who are 65 years and 

above might be eligible for retirement benefits 

c. Poverty score for anti-poverty reforms – Households who have a 

poverty score below 50 out of 100 might be eligible for subsidized 

food 

d. Land area for agricultural policies – Farmers who have small 

parcels of land -below 5 ha might be eligible for fertilizer or seeds 

subsidies 

e. Weight at birth for health policies – Children below a certain 

weight might be eligible for certain medical services 

7.3. Main Identification Assumptions 

 

1. Continuity assumption: The eligibility score should be continuous at the cut-off. 

This implies that there should be no jumps in the score at the cut-off. In other 

words, the score should not be manipulable. It is often beneficial if the participants 

are unaware of the rules that determine eligibility, otherwise they might be likely to 

adjust their behaviour to become beneficiaries. 

 

This assumption is likely to be violated if: 

 Participants to a program can manipulate their score in order to be eligible. For 

instance, households might under-estimate their income to receive subsidies 

 Policy makers can manipulate the score to ensure that certain participants 

become eligible for a program 

 

2. Participants who are just above and below the cut-off points are assumed to be 

very similar in both observed and unobserved characteristics that might be 

correlated with potential outcomes.  

Testing RDD Assumptions 

Several tests are used to assess the validity of the RDD assumptions. These include: 
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1. McCracy Density Test: This is a formal conditional density test used to examine 

whether there is any discontinuity in the density of the eligibility criteria at the cut-

off point. In other words, it provides evidence of any non-random sorting of 

individuals around the threshold. This test is often conducted by visually inspect 

the distribution of the eligibility score using histograms. Any clustering of 

participants just above the cut-off in order to be eligible for the treatment suggests 

that the continuity assumption does not hold, and hence participants just above 

and below the cut-off point are not similar in characteristics (Figures 9 and 10). 

 

Figure 9: Examining the manipulation of the eligibility criteria 

 
Source: Getler et al. 2016 (p.120) 
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Figure 10: Examining the manipulation of the eligibility criteria 

 
Source: Dehejia (2020), slide 21 

 

2. Covariate Balance Test: This test is used to examine whether there is any 

statistically significant difference between observable characteristics of 

participants in the treatment and control group. While it is based on comparing 

similarity in observed covariates, the assumption is often extended to include non-

observed factors such as skills, effort, motivation, etc that might often influence 

potential outcomes. 

3. Bandwidth Selection: Estimating the effects of an RDD implies selecting a 

bandwidth that determines the range of observations around the cut-off to which 

the analysis is restricted to. Smaller values of the bandwidth on both sides of the 

cut-off restrict the sample to participants that have very similar characteristics, in 

line with the randomization assumption required for causal inference. However, 

this has the potential effect of reducing the sample size. On the other hand, larger 
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values of the bandwidth tend to increase the number of observations, and this 

leads to including participants who might be systematically different from each 

other. This generate the efficiency-bias trade-off. Several techniques to select the 

appropriate bandwidth include the optimal bandwidth test, the triangular kernel 

approach (that assigns more weights to observations that are closer to the 

threshold) or the Epanechnikov approaches that minimises errors. 

4. Functional Form Specifications: Estimating RDD models can also be done using 

the complete set of observations in a sample. However, this assumes that the 

correct specification of the model is unknown, such as whether it is linear or non-

linear or if there are any interaction effects. This is however unknown, and different 

models can generate different results. 

5. Placebo tests: These are also known as falsification tests and are used to 

examine whether there is evidence of jumps in the outcome variables at non-

discontinuous points by generating fake treatment thresholds. 

 

Interpreting RDD Estimates 

Interpreting RDD estimates is often done in the context of local average treatment effect, 

where the results are only valid for observations that are very close to the cut-off point, 

conditional on the validation of the main assumptions. 

 

This implies that the results have very strong internal validity, given that participants who 

are just above and below the cut off are very similar in both observable and non-

observable characteristics.  

 

The strong internal validity often comes at a cost of external validity. Program participants 

who are barely above and below the eligibility criteria are often systematically different 

from those who are located further away. As such, these differences might directly affect 

the outcomes, and confound the analysis. 

 

Limitations of the RDD 

There are several potential weaknesses of the RDD. These include 
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1. There are instances where the eligibility criteria might not be continuous  

2. The external validity (generalizability) of the estimates is limited. The results often 

hold for observations around the cut-off (local estimates) but are not valid for the 

entire distribution. 

3. The results might be sensitive to modelling assumptions on the functional form of 

the regression specifications, interactions or selected bandwidth 

4. Power issues due to the need for a lot of observations around the cut-off to detect 

any effects at significant conventional levels. For any meaningful analysis, there 

should be a large sample size at the cut-off.  

 

Application of RDD -Getler et al. 2016; p-115 

Example:  

 

Policy objective: Improve agricultural production 

Program objective: Improve rice yields by subsidizing fertilizer prices 

Hypothesis: Positive relationship between fertilizer subsidies and farm output (Figure 4) 

Eligibility score: use the size of land in hectares. 

Cut-off: farmers whose land are below 50 hectares are eligible for fertilizer subsidy, and 

those that are above 50 hectares are ineligible 

Identification assumption: Farmers whose land area are of the size 48, 49, 49.5 share 

the same observable and non-observable characteristics with those whose farmland is 

50.1, 51, 52 hectares. 
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Figure 11: Positive relationship between land size and yield 

 

Source: Getler et al. 2016 (p.116) 

 

Implementation: Treated farmers receive subsidized fertilizers 

Evaluation: Use RDD to calculate the difference in yields between those on both sides 

of the cut-off. 

Counterfactual: This is obtained from the farms that are ineligible for the fertilizers. 

Assumption is that these farms were similar before the program, and the only difference 

is the treatment (fertilizer) 
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Figure 12: Effect of the intervention (fertilizer) 

 

Source: Gertler et al. 2016 (p.116) 

 

Program impact: this is obtained as the difference between point A and B in Figure 5 

Interpretation: This is a local average treatment effect (LATE) 
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Chapter 8: Evaluation for Policy Making 
Learning objectives 

 Understand opportunities to influence policy through impact evaluation 

Focusing on evidence-based policy making is a crucial element of enhancing 

accountability in the process of policy design and implementation (Box 1). Unlike relying 

on anecdotal evidence, findings from impact evaluation techniques can be crucial in: 

 Informing the selection of a particular policy as well as the implementation strategy 

and design 

 Measuring the impact or expected results of a policy 

 Understanding how a particular policy can have different impact on different 

segments of the population 

 Understanding both the short- and long-term effects of particular policies  

8.1. Introduction 

Most policy makers face real challenges in conducting impact evaluation, and often do 

not have the adequate human and financial resources to engage in rigorous evaluation, 

and hence focus on monitoring and evaluation or cost benefit analysis. Governments or 

policy makers can build capacity to conduct impact evaluation through the following 

channels (Pew-MacArthur Results First Initiative, 2018): 

1. Recruiting or training staff on impact evaluation – To build capacity in impact 

evaluation, institutions can focus on recruiting staff members who can engage in 

conducting impact evaluation techniques or train existing staff members on how to 

conduct the evaluations 

2. Build partnerships with external organizations and universities to take advantage 

of specialized skills, knowledge and experience – In instances of limited resources, 

policy makers can partner with external entities as a means of leveraging on their 

expertise to boost their own capacities in conducting impact evaluation. 

 

3. Make existing data accessible to encourage research from external entities – A 

key barrier to conducting research in most African countries is the lack of 

accessible data conducive for research. As such, policy makers can remove 
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barriers to access of data in order to provide incentives for researchers to conduct 

impact evaluation research 

 

4. Provide funding to encourage impact evaluation of public policies- Policymakers 

can also engage in calls for proposals or funding to encourage external entities to 

carry research on ongoing or past programs. 

8.2. How impact evaluation can support policy making 

Policy makers can use impact evaluation results to: 

 Scale up the programs or policies that work – This implies that by learning what 

works and what does not, policy makers are in a better position to make important 

policy decisions on what programs can be scaled up 

 Improving programs that are not successful – Through learning by doing, policy 

makers can adjust their policies or programs by learning from past evaluations on 

what can be adjusted to harness the benefits of a program 

 Scale back or replace inefficient programs – Results from other similar contexts 

can provide information to policy makers on programs that are less likely to work 

in their own setting, or shed light on whether a program should be scaled back if 

the magnitude of its benefits is not significant 

Box 1: Link between evaluation type and policy decisions 
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Source: (Pew-MacArthur Results First Initiative, 2018), p.4 

8.3. Criteria for selecting programs/policies for impact evaluation 

Even in contexts where policymakers are interested in impact evaluation, it is practically 

challenging to evaluate each program. This implies that policymakers have to develop a 

criterion to identify and prioritize which programs to engage with. Four key questions can 

guide this process (Box 2): 

Box 2: Criteria to select programs for impact evaluation 
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1. Does the program have an evidence base? To identify programs that could benefit from an 

impact evaluation, governments/implementors can inventory the programs they fund and 

determine which ones have evidence supporting their effectiveness. Governments can 

prioritize evaluations for programs that do not have strong evidence of their effectiveness. 

2. Has the program been properly implemented? Poorly implemented programs are less likely 

to achieve the outcomes that leaders and residents expect, which would impair the results 

of an impact assessment. 

3. Are the right data available for an impact study? To conduct an impact study, evaluators 

need access to the right kinds of data. If the data are owned by other parties (e.g., another 

agency or program provider) or do not exist, governments should consider the feasibility of 

getting the data, which could entail developing data-sharing agreements or spending 

additional funds and time to collect new data. 

4. Does the program serve a significant number of people and/or is it a large budget 

item? Programs that have a higher number of clients and/or are costlier typically have a 

larger impact on a government’s budget than those that are less prescribed or less costly 

and may be more attractive options for an impact evaluation. 

Source: Extracted from Pew-MacArthur Results First Initiative (2018), p.8 

 

4.2. How to Manage and Oversee an Impact Evaluation 

Four key components are pre-requisites in ensuring a successful impact evaluation study 

from a policy perspective (OECD: n.d.) 

1. Detailed terms of reference -When policy makers are interested in conducting an 

impact evaluation, it is imperative to have detailed terms of references that 

demonstrate a clear understanding of the program to be evaluated (Box 3). The 

TORs should underpin the importance of having a valid counterfactual and the 

methodology to be used (Figure 13). 

2. Credible data sources – Timely, credible and highly disaggregated data is 

important for sound analysis. As such the sources of data should be well 

elaborated as well as the methods of data collection. 

3. Time and Cost – It is important to factor in the time and cost related to an impact 

evaluation. These are likely to vary depending on scope and flexibility 

4. Peer review – It is important to ensure the credibility of a study through 

independent peer review processes. 

Box 3: Conceptual framework for terms of references for policy makers 
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Source: Bond for International Development (2015), p.26 
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Figure 13: Policy making and the selection of an Impact Evaluation technique 

 

Source: FAO-UNDP, 2018 

4.3. Challenges in linking impact evaluation to policy making  

 Lack of institutional capacity: In most countries, there is no agency that is 

explicitly mandated to conduct impact evaluation of government/implementers 

programs. Even in context where they do exist, it is important to understand the 

level of their independence, the extent to which they have influence over policy, 

their financing mechanism and the process of ensuring that findings feed into 

decision making processes 

 Institutional barriers: These often relate to absence or inadequate support for 

impact evaluation, lack of credible data, lack of integrating program design and 

management with impact evaluation, the lack of using pilot cases as an approach 

to experiment and evaluate prior to scaling up and the legal framework for 

conducting impact evaluation 
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 Quality issues: This relates to the rigor of the methodology, the selection of 

programs to evaluate, and understanding the demand of impact evaluation (who 

demands and who finances) 

 

 Lack of institutionalized processes of impact evaluation: This relates to 

understanding whether the results of impact evaluation have increased the 

knowledge of policy makers, lead to rethinking or debate of current programs and 

approaches, or lead to introducing new approaches on policy design and 

implementation 
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Chapter 9: Conducting cost-effectiveness 

analysis 
Learning objectives 

 Introduce the audience to cost effectiveness analysis 

 

4.4. Introduction 

Policymakers and implementing agencies constantly face budget constraints. Only by 

knowing the effectiveness and costs of an intervention can they make informed decisions 

about allocating scarce resources. Cost metrics, even in the absence of estimates of 

impact, can also help link government funding and transfers to actual need, identify 

opportunities to save money, and predict budgets required to scale up interventions. 

However, despite consensus on the utility of cost estimates, it is rare to see cost data 

publicly available, whether in peer-reviewed research publications, project completion 

reports, or process evaluations (Knust et al., 2017).  

What explains this absence? The obstacle is not analytical, as there is ample 

methodological guidance on cost analysis once cost data has been collected (Dhaliwal et 

al., 2012)(World Bank Group; SIEF, 2019). 

Calculating the cost-effectiveness of a program—for instance, dollars spent per additional 

day of student attendance at school—can offer insights into which programs are likely to 

provide the greatest value for money in given situations 

 Cost-effectiveness analysis (CEA) summarizes complex programs in terms of a 

simple ratio of costs to impacts and allows us to use this common measure to compare 

different programs evaluated in different countries in different years 

 CEA may not, by itself, provide sufficient information to inform all policy or investment 

decisions, but it can be a useful starting point for governments, donors, program 

implementers, and researchers when choosing between different programs that aim 

to achieve the same outcome 

 When the calculations are done at a highly disaggregated level, with assumptions 

about key factors such as program take-up or unit costs laid out explicitly, it is easier 

to gain insights into which programs are likely to provide the greatest value for money 

in a particular situation, and the key factors to which these outcomes are most 

sensitive 

 To calculate CEA, you need two pieces of data: an estimate of the program’s impact 

and the cost of the program 
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 While there are a growing number of rigorous impact evaluations from which to draw 

estimates of program effects, data on program cost is still scarce 

 It is much easier and more accurate to collect cost information during the 

implementation of the program instead of trying to piece together the data after the 

evaluation is completed 

 However, gathering these data in real time is difficult. J-PAL has therefore developed 

some resources to facilitate the collection of quality cost data 

- J-PAL Costing Guidelines: This document provides an outline on how to 

approach collecting cost information, what costs to include and exclude, and 

how detailed cost data should be 

- J-PAL Costing Template: This template aims to help users generate an 

estimate of total program costs. It provides users with a comprehensive list of 

the many different cost categories or ingredients that may be included in a 

program. Then, within each category, the template prompts users to input the 

various details about cost data (unit cost, number of units, currency, year, etc.). 

- Basic J-PAL Costing Template: It is not always possible to gather very detailed 

cost data. If this data is unavailable, this template helps users generate a rough 

estimate of total program cost by breaking costs out into the main, general 

categories or ingredients. 

- Comparative Cost-Effectiveness Analysis to Inform Policy in Developing 

Countries: There are many decisions to make when conducting CEAs including 

what discount rate and exchange rate to use. J-PAL’s CEA document explains 

the choices made by J-PAL with illustrations of how different choices would 

impact the relative cost-effectiveness of student attendance programs. 

How are costs calculated? 

 The calculations include only the incremental cost of adding a new education program, 

under the assumption that many of the fixed costs of running a school system will be 

incurred even in the absence of the program in question 

 The analysis assumes that policymakers care not just about the costs incurred by their 

organization or government ministry, but also about costs imposed on beneficiaries 

and society as a whole. We therefore include the following costs, when relevant: 

- Beneficiary time when a direct requirement of the program, e.g. time involved 

in traveling to and attending program meetings 

- Goods or services that were provided for free (in situations where free 

procurement would not necessarily be guaranteed if the program were 

replicated in a new context) 

The monetary value of both cash and in-kind transfers (Murphy, 2020) 
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