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Impact Evaluation Methods 
Get an overview of empirical methods and analytical techniques for assessing the 
impact and effectiveness of development innovations at both the product and policy 
levels, as well as perspectives and experience of Institute of Social Work faculty and 
experts from the Network of Impact Evaluation Researchers in Africa (NIERA). This 
course is funded by Utrecht University and Network of Impact Evaluation Researchers 
in Africa (NIERA). 
 
Lead Instructor  
 
Christina Fille 
Christina Fille is a lecturer and an economist at the Institute of Social Work in Dar es 
salaam, Tanzania. Christina's  research interests are in development economics, 
labour economics, trade and gender inequality. Christina has training in both 
economics, econometrics and impact evaluations from University of Dar es salaam, 
University of Nairobi, St. Augustine University of Tanzania and University of California 
Berkeley. Christina holds a BA in Economics from St. Augustine University of 
Tanzania, and a MA in Economics from University of Nairobi and she is currently 
pursuing her PhD in Economics from University of Dar es salaam. 
 

What is this Course About?  

Economic development is a process of trial and error, innovation and experimentation, 
success and failure. Given the right institutions, some not unfavorable resource 
endowments, and a bit of luck, incomes can grow, health can improve, and human 
development can flourish; other times, things don’t turn out so well.  
 
Given the urgency of development challenges, it is imperative that we learn quickly 
from our mistakes and build robustly on our successes. The hope is that by 
understanding what kinds of innovations and policies “work” to improve the lives of the 
deprived and vulnerable, and how they work, we might be better placed to accelerate 
the process of development more generally. But how can policy makers and 
development practitioners be sure they’re “making a difference?”  
 
To that end, this course will provide an overview of empirical methods and analytical 
techniques for assessing the impact and effectiveness of development innovations at 
both the product and policy levels. Students will also be engaged in the process of 
identifying development challenges and developing candidate solutions that could be 
tested in the field, using the empirical techniques we study.  
 
What does the Course Include?  
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Course Section Outlines  
1. Introduction to Impact Evaluation 

In this section, you are introduced to randomized controlled trials (RCTs). You 
review what RCTs are and why they are an effective tool for evaluating the 
effects of a policy intervention. You also explore why comparing outcomes 
between two groups of people can often be difficult.  

2. RCT Basics  
In this module, you are introduced comparisons, sampling, and treatment 
effects through Randomized Controlled Trials (RCT).  

3. Statistical concepts  
In this module, you will review how you can meaningfully interpret the data you 
collect, to assess the impact and predict impacts. An introduction to basic 
concepts in statistics will be followed by their practical applications.  

4. Statistical inference  
In this module, we build on what we learned in the previous module by having 
further discussion of the application of more advanced statistical concepts.  

5. Regression Analysis  
In this module, you will be introduced to comparisons, sampling, and treatment 
effects through Randomized Controlled Trials (RCT).  

6. Imperfect Compliance and Attrition  
In this module, we will continue to explore different elements of RCTs such as 
Unit of randomization, stratification, spill-overs, clustering, encouragement 
designs and compliance, intent to treat and treatment on the treated estimates.  

7. Power Calculations  
In this module, we will be introduced to the impact of sample size, power 
calculation formulas, how to use baseline data, and power with non-compliance 
and clustering.  

8. Difference in Differences  
In this module, we will examine examples and limitations of Difference in 
Differences (DD), as well as non-parallel trends, triple difference, and doing 
power calculations with DD.  

9. Regression Discontinuity Designs  
In this module, we will examine examples and limitations of Regression 
Discontinuity Designs (RDD), including manipulation and doing power 
calculations with RDD.  

 

What Will You Learn In This Course?  
By the end of the course, you should be able to:  

1. Define impact evaluation and recognize its importance.  
2. Describe the importance of randomization and the problems that can arise in  

randomized controlled trials (RCTs).  
3. Identify statistical concepts and tools for program evaluation.  
4. Interpret the concept of regression and how it informs RCT results.  
5. Illustrate the balance between sample size and cost of trial.  
6. Explain the value and application of quasi experimental methods.  
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What Should We Expect From Each Other?  
 

What we expect from you  

Each week, there will be approximately 8-10 hours of lecture alongside 2 hours of 
exercises to complete. You should plan to spend between 10-12 hours a week on the 
course materials.  
 
 
How you will be evaluated  
To pass this course, you must receive over 50% on your final exam. There are weekly 
questions and exercises related to each module for practice.  
 
Netiquette Guidelines  
 
Please be respectful  
To promote the best educational experience possible, we ask each student to respect 
the opinions and thoughts of other students and be courteous in the way that you 
choose to express yourself. Informed debate should never give way to insult, 
rudeness, or anything that might detract from the learning process. Students should 
be respectful and considerate of all opinions.  
 
In order for us to have meaningful discussions, we must learn to understand what 
others are saying and be open-minded about others’ opinions. If you want to persuade 
someone to see things differently, it is much more effective to do so in a polite, non-
threatening way rather than to do so antagonistically. Everyone has insights to offer 
based on his/her experiences, and we can all learn from each other.  
 
Use the WhatsApp group platform for course-related posts only  
Although we encourage students to get to know each other, please use the WhatsApp 
group platform for course content conversations only.  
 
Academic Integrity  
Although collaboration and conversation will certainly contribute to your learning in the 
course, we ask students to refrain from collaborating with or consulting one another 
on any graded material for the course. Violations of the honor policy undermine the 
purpose of education and the academic integrity of the course. We expect that all work 
submitted will be a reflection of one’s own original work and thoughts. Institute of Social 
Work faculty and staff expect all members of the community to strive for excellence in 
scholarship and character.  
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PRE-TRAINING EVALUATION FORM 
The purpose of this survey is inform the instructor about your intent and interest in the 
course, and to gain a picture of who is taking this course. This survey will 
take approximately 5-7 minutes to complete.  
 
1. Of the following topics for this course, select the ones which are of most interest to 

you: 
 
 

 Module 1: Impact evaluation as an instrument of development policy 
 
  Module 2: RCT Basics 
 
        Module 3: Statistical Concepts 
 
 Module 4: Statistical Inference 
 
 Module 5: Regression Analysis 
 
 Module 6: Imperfect Compliance and Attrition 
 
 Module 7: Power Calculations 
 
 Module 8: Difference in Differences 
 
 Module 9: Regression Discontinuity 
 
2. Rate the importance to you of achieving each of the following learning goals in this 

course. 

 Not at all 
important  

Not so 
important 

Somewhat 
important 

Important  Very 
important 

Define impact 
evaluation 
and recognize 
its 
importance. 

     

Describe the 
importance of 
randomization 
and the 
problems that 
can arise in  
randomized  
controlled  
trials (RCTs). 

     

Identify 
statistical 
concepts and 
tools for 
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program 
evaluation. 

Interpret the 
concept of 
regression 
and how it 
informs RCT 
results. 

     

Illustrate the 
balance 
between 
sample size  
and cost of 
trial. 

     

Explain the 
value and  
application of 
quasi 
experimental 
methods. 

     

 
3. Why did you choose to register for this course? (Check all that apply). 
 It was required by my academic institution. 
 
 To gain university course credit or course exemption. 
 
 To supplement a university/college course that I am currently completing. 
 
 To gain general knowledge and skills in this area. 
 
 Because no other education is available to me. 
 
 As professional development to advance my career. 
 
 To supplement my high school education (I am currently in high school). 
 
 To take an Institute of Social Work course. 
 
  Other 
 
4. What are your expectations for your achievement in this course? 
 To complete all course activities and earn a certificate. 
 
 To complete most course activities, but not earn a certificate.  
 
 To complete only the activities for topics I am interested in. 
 
 To browse the course activities and readings. 
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5. How many other Impact Evaluation courses are you currently enrolled in (not 
including this one)? 

 0 
 

1 - 3 
 
 4 - 6 
 
 7+ 
 
6. How many Impact Evaluation courses have you taken previously? 
 0 
 

1 - 3 
 
 4 - 6 
 
 7+ 
 
7. How important is it to you to receive a certificate for this course? 

1 (not at all 
important) 

2 3 4 5 (very 
important) 

     
 
8. Why is earning a certificate for this course important to you? 
  I would like to earn course credit or exemption at the university level. 
 
 I would like the certificate for my own records (not for course credit). 
 
 I would like to use it to document my professional development. 
 
 Other  
 
9. What is the highest level of education you have completed? 
 Primary School 
 
 Secondary School 
 
 Certificate  
  
 Diploma 
 
 Bachelor’s Degree 
 
 Master’s Degree 
 
 Doctorate 
  
We thank you for your time spent taking this survey. 
MODULE 1: INTRODUCTION TO IMPACT EVALUATION 
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This course is about how to measure the causal impact of policies and innovations on 
the welfare and well-being of people. It’s about experimentation, it’s about the 
distinction between correlation and causation, it’s about statistical inference and 
causation, it’s about creative solutions when you don’t have as much information as 
you’d like, and it’s about mustering the evidence to inform and sometimes challenge 
policy-makers to adopt new approaches to solve otherwise intractable problems. The 
course will provide you with the tools to design, conduct,and interpret the outcomes of 
field-based impact evaluations. You’ll also be well-positioned to distinguish between 
misleading or meaningless data, and data that provides useful information on the likely 
effects of policy changes across a variety of sectors: from health to education, from 
microfinance to agriculture, from governance to energy, and hundreds of others.  
 
Key Questions  

 Why is impact evaluation important?  

 Why is it important to carefully measure impact?  

  How does impact evaluation fit within the context of evidence-based policy 
making? 

 What are some different modalities of impact evaluation?  
 
Learning Objectives  

 Describe the importance of impact evaluation.  

 Explore the roles of growth and development and public policy in relation to 
impact evaluation.  

 Identify the causal link between an intervention and targeted outcomes.  

 Recognize the importance of measuring the size of the effects.  
 

CONTENT 

Introduction 

This course is a collaboration between the Network of Impact Evaluation Researchers 
in Africa (NIERA), Utrecht University and Institute of Social Work (ISW). It’s about how 
to measure the causal impact of policies and innovations on the welfare and well-being 
of people. It’s about experimentation, it’s about the distinction between correlation and 
causation, it’s about statistical inference and causation, it’s about creative solutions 
when you don’t have as much information as you’d like, and it’s about mustering the 
evidence to inform and sometimes challenge policy-makers to adopt new approaches 
to solve otherwise intractable problems. 
 
The course will provide you with the tools to design, conduct, and interpret the 
outcomes of field-based impact evaluations. You’ll also be well-positioned to 
distinguish between misleading or meaningless data, and data that provides useful 
information on the likely effects of policy changes across a variety of sectors: from 
health to education, from micro-finance to agriculture, from governance to energy, and 
hundreds of others. 
Keep in mind the following questions as you progress through the module sections: 

 What is impact evaluation? 
 Why is it important to carefully measure impact? 
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 How does impact evaluation fit within the context of evidence-based policy 
making?  

 What are some different modalities of impact evaluation?  
 

Introduction to the course 
So you want to save the world. Good for you, as surely the world and its inhabitants 
need saving. Poverty, war, climate change, disease, disempowerment, and 
marginalization-- there are plenty of problems to address and a long way to go before 
we can claim to live on a just, prosperous, and sustainable planet.  
 
This course is a collaboration between the Network of Impact Evaluation Researchers 
in Africa (NIERA), Utrecht University and Institute of Social Work (ISW). It's not about 
how to save the world. That's up to the millions of individuals who, day after day, seek 
innovations and solutions to development challenges.  
 
Now, whether you're the minister for employment and training or work as a program 
officer in the Ministry of Agriculture, whether you help run a school system or work for 
a nongovernmental organization-- perhaps you work for an international agency, or 
maybe you're a student-- you get to make a difference. This course is how to make 
sure you are, in fact, saving the world.  
 
In particular, it's about how to measure the causal impact of policies and innovations 
on the welfare and well-being of people. It's about experimentation. It's about the 
distinction between correlation and causation. It's about statistical inference. It's about 
creative solutions when you don't have as much information as you'd like. And it's 
about mustering the evidence to inform and sometimes challenge policymakers to 
adopt new approaches to solve otherwise intractable problems.  
 
I would say the essential point is that we need to be able to specify the counterfactual 
in any policy analysis. Now, what RCTs enable us to do is do it in a rigorous way, that 
we don't have to ask any more questions.  
 
By the end of the course, you'll have the tools on hand to design, conduct, and interpret 
the outcomes of field-based impact evaluations. You'll also be well-positioned to smell 
a rat, to distinguish between misleading or even meaningless data and data that 
provides useful information on the likely effects of policy changes across a variety of 
sectors, from health to education, from microfinance to agriculture, from governance 
to energy, and hundreds of others.  
 

Impact Evaluation and Development Policy 

This course is about measuring that impact, documenting the extent to which 
interventions achieve their goals, and, if they do, how they work. Let's begin the course 
by reviewing growth, development, and public policies. We will then explain the many 
steps between the link between intervention and outcomes. We will see how 
experimental methods can be used to understand the same kinds of causal 
relationship between policy and programmatic interventions on the one hand, and 
social and economic outcomes on the other. 
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Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
o Why is impact evaluation important? 
o Why is it important to carefully measure impact? 
o How does impact evaluation fit within the context of evidence-based 

policy making?  
o What are some different modalities of impact evaluation?  

 

Growth, Development, and Public Policies - Why Do We Care?  
Economic Development is a process of trial and error, success and failure, 
experimentation and innovation. But it's also a slow and steady process of 
accumulation of capital--physical capital, human capital, and institutional capital. Many 
parts of the world remain mired in poverty, although progress is being made.  
 
Indeed, over the last 50 years, poverty has fallen steadily around the world as the 
development process has taken root. On average, countries have become richer over 
time. But we'll discover, in this course, that averages can be misleading. Across 
countries, some have grown faster than others. And within countries, some people 
have done much better than others. And the process of development is not always 
constant over time.  
 
Sometimes there are sudden jumps in well-being, like with the discovery and adoption 
of new medicines and vaccines or with the creation of new technologies. At other 
times, progress is slow and grinding and can all too easily be reversed. Public policies 
can affect both economic growth on average and its distributional effect--who gains, 
and who, if anyone, loses.  
 
Policies can either protect the vulnerable through the direct provision of services or 
through redistributive tax and expenditure policies that form a social safety net, or they 
can enrich the well-to-do through kickbacks, preferential treatment, and, frankly, fraud. 
Thousands of organizations-- NGOs, governments, corporate social responsibility 
divisions of private sector companies, and philanthropic bodies, and millions of people 
want to make an impact to find policies and interventions that improve the lives and 
livelihoods of the poor, the vulnerable, the displaced, and the disadvantaged.  
 
This course is about measuring that impact, documenting the extent to which 
interventions achieve their goals, and, if they do, how they work. I think impact 
evaluations are a really important part of the evidence base, but only one part. So, one 
role they play is in giving us evidence about a particular program. So, does this 
particular program work effectively in a given context or given several contexts? The 
other thing that they do is they help us test and understand underlying motivators of 
human behavior--what makes people do the things that they do? Why is it important 
to carefully measure impact?  
 
One reason is that we can't afford to waste time and money on policies that don't work. 
Yes, poverty has fallen, but hundreds of millions of people still live on less than $1 a 
day. It would be delinquent to sit back and wait for bad policies and ineffective 
interventions to die a slow and costly death and to leave potentially transformative 
innovations unexploited simply due to ignorance. So, what you do is really important, 
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how well you do the paper is really important, how well you do the impact evaluation, 
how well you describe it is really important in terms of reducing poverty.  
 
We've seen the best--the programs that are most effective can be 10 times, 100 times 
more cost effective than the less effective programs. Knowledge about program and 
policy impacts--evidence of impact-- gives us the power to accelerate improvements 
in well-being. You would, of course, have to be rather naive to believe that scientific 
evidence regarding such impacts would alone be sufficient to lead to rapid policy 
change, as politics and prejudice must be overcome.  
 
What I find is that when you have beautiful evidence, well-presented even, and still 
there isn't any policy change, that's usually because there isn't a political consensus 
around that policy change. The decision-maker thinks he might lose the next election 
if he makes this decision, even though the evidence isn't in its favor. But it can be an 
important source of guidance for policymakers, either in government, multilateral 
organizations, or non-profits. 
 
Policy choices are hard, and information is always needed to make better decisions. 
If you're a policymaker yourself, you know this already. And if you're not, trust me, 
evidence is crucial. Imagine some questions that confront policymakers on a daily 
basis. For example, how can the minister of health make sure vaccination rates are 
near universal? Should the ministers of health and education get together and use 
cash incentives to keep fully immunized kids in school somehow? How can the 
Ministry of Agriculture promote the use of productivity-enhancing fertilizer or the 
adoption of index insurance to protect poor farmers from risk? Will facilitating access 
to microfinance generate important income gains for the poor? And if so, what's the 
best way of doing so?  
 
At a more macro level, a constitutional reform body might need to know if and how 
devolution can generate more accountability and improved delivery of public services. 
And the minister for communications will need advice on how new technology 
companies should be regulated, if at all, to ensure the right balance of innovation and 
consumer protection. 

 

Causal Chain 
Across all these challenges and many others, the central question policymakers need 
to address is one of cause and effect. What will be the causal effect of a particular 
policy intervention on outcomes of interest like poverty and well-being, health, 
education, and vulnerability. This course is about establishing that causal link between 
an intervention and targeted outcomes and measuring the size of the effects.  
 
But for most policies and programs, public or private, the link between an intervention 
and outcomes involves many steps, many stakeholders, and many decisions and 
actions. Understanding, or at least hypothesizing about what goes on inside the black 
box between an intervention and the outcomes of interest can help policymakers 
design interventions better. And it can help researchers make impact evaluations more 
informative.  
 
Breaking the black box apart, we can construct a causal chain or a theory of change 
that links interventions with outcomes. The causal chain model is a useful tool for 
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distinguishing between impact evaluation, on the one hand, and more traditional 
monitoring and evaluation, or M&E, on the other. M&E often focuses on the way 
resources are spent, where their inputs or services are delivered, whether the project 
progresses on schedule, and how many people are reached. The first couple of steps 
in the chain.  
 
For example, in monitoring the use of its aid, a donor might ask if funds were spent on 
the right things, if there was a lot of wastage, if administrative costs were too large a 
fraction of the budget, and if contracting procedures were followed closely. And in 
more narrow terms, the evaluation of that aid is often measured by how many 
individuals were exposed to the project. But not necessarily how much their lives were 
changed.  
 
These are both important issues to address. Whoever is paying for an intervention, be 
they donors, taxpayers, or the private sector, will want to know that their money is 
being used for the intended purpose. But they also want to know if that purpose is 
realized. Impact evaluations do not simply keep track of resources. They measure if 
those resources make a difference. And this is the kind of information needed to make 
policy decisions.  
 
Here are a few examples of development interventions and the links in the causal 
chains that underlie the journey from intervention to outcomes. A government faces 
the challenge of low levels of human capital acquisition, which is believed to be related 
to child health and education. In response, it proposes to implement a program of 
conditional cash transfers. Money given to parents on the condition that their kids are 
fully immunized and that they enroll in and attend school. The former Deputy Minister 
of Finance of Mexico oversaw a program that did exactly this.  
 
The objective of the program is to invest in the human capital, the poor. The idea being 
that if poor people have better health, better education, better nutrition, eventually 
they'll have better conditions to enter the labor market, get better jobs and more 
income with their own efforts. What it does is it basically provides incentives, monetary 
incentives in the forms of cash payments, to households, conditional upon the 
households complying with some conditions.  
 
One input of the intervention would be the cash transfers themselves. The responses 
of parents are attendance of their kids at school and compliance with health checkups. 
The outputs could be an increase in the number of hours of productive learning time 
at school, and higher rates of grade transition, as well as lower rates of illness among 
school aged kids. And the outcomes are improved learning as measured by test 
scores, and hopefully improved long term health outcomes and higher future incomes 
as a result of improved education and health.  
 
What about microfinance? The challenge is simply poverty manifested in low 
consumption levels, poor health and stagnant incomes. Microfinance is an intervention 
famously developed by the Grameen Bank in Bangladesh founded by Mohammad 
Yunus, in which small loans are provided to groups of poor women.  
 
One input would be the loans themselves. The responses are group formation and 
take up and repayment of loans. The output generated is investment in businesses. 
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And the outcome, again, hopefully, is higher incomes. A challenge faced across sub-
Saharan Africa is low agricultural productivity, where use of modern fertilizer 
techniques is much lower than in other low income countries where agriculture is the 
most significant contributor to GDP.  
 
An intervention could be to provide farmers with credit in order to ease liquidity 
constraints after planting. An input would be the credit itself. The response is the 
purchase of fertilizer with the credit. The output is the use of the fertilizer. Do farmers 
use it in the right amounts, at the right time? And the outcome of interest is higher 
agricultural yields.  
 
So while traditional monitoring and evaluation exercises might focus on the first couple 
of steps in the causal chain, basic impact evaluations measure the causal impact of 
the interventions on final outcomes. These impact evaluations can be extremely 
useful, and the techniques for designing and interpreting them are central to this 
course. But a well-designed impact evaluation in which sufficient data is collected can 
open up the black box, shedding light on how an intervention affects outcomes, the 
so-called mechanisms. Not just by how much they are effected.  
 

An Experimental Approach 
Natural scientists address the same kinds of questions about cause and effect 
everyday. Be it in laboratories, in large scale clinical drug trials, in global studies of 
climate change, or in exploring the cosmos. Sometimes they take a historical 
perspective, like when paleontologists ask, did x a meteor, say, cause y, the extinction 
of the dinosaurs. And other times, they take a more prospective approach. For 
example, when medical researchers ask will x, a new vaccine, cause y, protection 
against Ebola.  
 
Either way, over the centuries, scientists have come up with a way to answer questions 
about cause and effect, the scientific method. Involving the posing of a question or 
challenge. The creation of a way to understand or solve the problem. The construction 
of a hypothesis about the reasons it might work. And in some cases, the design of an 
experiment to test it.  
 
In this course, we'll see how experimental methods can be used to understand the 
same kinds of causal relationship between policy and programmatic interventions on 
the one hand, and social and economic outcomes on the other. Running such 
experiments, often called randomized controlled trials, or RCTs, in which some people 
are exposed to the interventions and others are not, allows us to reliably and 
meaningfully link policies to outcomes, to assess their cost effectiveness, and to 
thereby inform policy decisions.  
Now we can't always perform these kinds of experiments. Sometimes it's unethical. If 
there is good reason to believe that the intervention is beneficial to recipients, then it's 
tough to justify withholding it from some. Indeed, it's not clear why you would be 
running the experiment if you already knew that the intervention had a positive effect.  
 
On the other hand, the world is full of interventions that are strongly believed, by some 
at least, to have important impacts. Even when there is no evidence to that effect. For 
example, in education and microfinance.  
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There are examples of people assuming that schools that have lots of equipment do 
very well, and therefore they assume that having lots of textbooks and equipment 
causes those schools to be good. Whereas in fact, we've learned through careful 
causal evidence and impact evaluations that that's not the case. Mixing up correlation 
and causation is one thing. I think another thing of bad evidence is taking stories too 
seriously.  
 
I'm a big fan of stories, actually. I think having a narrative about why something works 
is really important. But if you don't question a story, you can often end up coming up 
with the wrong policy conclusions. So an example would be people who do very well 
in entrepreneurship will often talk about getting that first loan that made them very 
successful. Well, what we don't hear is all the stories of people who got the loan who 
didn't do very well. So it's called survivor bias in economics. You only hear about the 
person who did very well. You've got to look at evidence across the board to see what 
does the average person do.  
 
Alternatively, you might not know that your intervention will work. But you might be 
worried that there could be negative effects on some people. These kinds of concerns 
arise often in tests of drug therapies. But they could be present in socibehavioral 
contexts also. For example, does informing people about their HIV status reduce risky 
sexual behavior or increase it?  
 
Other times, it's simply infeasible to carry out an experiment. For instance, you might 
have arrived late on the scene or it might be difficult to identify exactly which people 
should be included in the study. But in other situations, experimentation is feasible and 
not unethical. And in such circumstances, it can provide useful information to 
policymakers.  
 

Course Overview 

Overall, this course aims to give you the tools to understand how impact evaluations 
are conducted and to critically interpret and digest empirical analyses of policy 
impacts. 

Module Learning Outcomes 

Having completed this course module, you should feel comfortable to: 
 Describe the importance of impact evaluation. 
 Explore the roles of growth and development and public policy in relation to 

impact evaluation. 
 Identify the causal link between an intervention and targeted outcomes. 
 Recognize the importance of measuring the size of the effects. 

 

Summary of Course Motivation and Introduction 
The techniques we will explore in this course are mathematically rigorous and 
scientifically sound. But they are worth learning about because they can help us 
address real policy concerns of real stakeholders about real people.  
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So what's next? This course is about the techniques of impact evaluation. It will give 
you the tools to understand how impact evaluations are conducted and to critically 
interpret and digest empirical analyses of policy impacts. We'll adopt a rigorous 
quantitative approach but often rely on intuitive graphical presentations. You won't be 
asked to prove any mathematical theorems, but an affinity with algebra, geometry, and 
basic statistical concepts will make things easier.  
 
In the remaining eight modules, first, we'll give a general overview of the experimental 
approach to program evaluation, randomized controlled trials in module 2. Then dive 
headfirst into the statistical concepts you'll need to talk sensibly about impact. That's 
in modules 3 and 4.  
 
In module 5, we'll see how basic statistical comparisons can be implemented in the 
context of regression analysis. And in module 6, we'll explore how to measure impact 
when things don't go according to plan. And trust me, things nearly never go according 
to plan.  
 
Module 7 is about the concept of statistical power and how many people there should 
be in your experiment, a crucial input in designing a study. The last two modules 
examine some so-called quasi-experimental techniques of program evaluation, 
difference in differences in module 8 and regression discontinuity designs in module 
9, methods that can be used when you can't run your own experiment but that might, 
nonetheless, provide useful measures of program impact.  
 
I hope the impact of exposure to these nine modules will be worth the effort. But of 
course, we can't be sure without conducting an impact evaluation. Good luck.  
 
Glossary 
Correlation  
Correlation is the degree to which two or more quantities are linearly associated. In a 
two-dimensional plot, the degree of correlation between the values on the two axes 
is quantified by the so-called correlation coefficient. 
Source: http://mathworld.wolfram.com/Correlation.html 
 
Causation  
A relationship between two variables in which a change in one brings about a 
change in the other.  
Source: https://www.qualityresearchinternational.com/socialresearch/cause.htm 
 
Intervention  
The project, program or policy which is the subject of the impact evaluation.  
Source:https://www.3ieimpact.org/sites/default/files/2018-
07/impact_evaluation_glossary_-_july_2012_3 .pdf 
Outcome  
Can be intermediate or final. An outcome is a result of interest that comes about 
through a combination of supply and demand factors. For example, if an intervention 
leads to a greater supply of vaccination services, then actual vaccination numbers 
would be an outcome, as they depend not only on the supply of vaccines but also on 
the behavior of the intended beneficiaries: do they show up at the service point to be 
vaccinated? Final or long-term outcomes are more distant outcomes. The distance 

http://mathworld.wolfram.com/Correlation.html
https://www.qualityresearchinternational.com/socialresearch/cause.htm
https://www.3ieimpact.org/sites/default/files/2018-07/impact_evaluation_glossary_-_july_2012_3%20.pdf
https://www.3ieimpact.org/sites/default/files/2018-07/impact_evaluation_glossary_-_july_2012_3%20.pdf
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can be interpreted in a time dimension (it takes a long time to get to the outcome) or 
a causal dimension (many causal links are needed to reach the outcome).  
 
Impact evaluation  
An impact evaluation is an evaluation that tries to make a causal link between a 
program or intervention and a set of outcomes. An impact evaluation tries to answer 
the question of whether a program is responsible for changes in the outcomes of 
interest.  
 
Monitoring  
Monitoring is the continuous process of collecting and analyzing information to assess 
how well a project, program, or policy, is performing. It relies primarily on 
administrative data to track performance against expected results, make comparisons 
across programs, and analyze trends over time. Monitoring usually tracks inputs, 
activities, and outputs, though occasionally it includes outcomes as well. Monitoring is 
used to inform day-to-day management and decisions.  
 
Quasi-Experimental Design  
Impact evaluation designs used to determine impact in the absence of a control group 
from an experimental design. Many quasi-experimental methods, e.g. propensity 
score matching and regression discontinuity design, create a comparison group using 
statistical procedures. The intention is to ensure that the characteristics of the 
treatment and comparison groups are identical in all respects, other than the 
intervention, as would be the case from an experimental design. Other, regression-
based approaches, have an implicit counterfactual, controlling for selection bias and 
other confounding factors through statistical procedures.  
Source:https://www.3ieimpact.org/sites/default/files/2018-
07/impact_evaluation_glossary_-_july_2012_3 .pdf 
 
 
 
 
 
 
 
 
 
 
 
 
 
  

https://www.3ieimpact.org/sites/default/files/2018-07/impact_evaluation_glossary_-_july_2012_3%20.pdf
https://www.3ieimpact.org/sites/default/files/2018-07/impact_evaluation_glossary_-_july_2012_3%20.pdf
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MODULE 2: RCT BASICS  
How do we know if a program is effective, having an impact? A study is necessary, 
but what are we comparing in the study? The purpose of this module is to learn how 
to design research comparisons that give us meaningful results to understand the 
impact of any given program or intervention.  
 
Key Questions  

 How does an RCT help us measure the causal impact of an intervention on 
outcomes of interest?  

 What is the importance of randomization for making valid comparisons in 
practice?  

 What do we mean by empirical distribution and what are some of their key  
characteristics?  

 What are the concepts of internal and external validity, and how do they differ 
from one another?  

 What are heterogeneous treatment effects?  

 What are the implications of spillovers for designing RCTs?  
 
Learning Objectives  

 Describe a randomized control trial including how it can help measure the 
causal impact of an intervention on outcomes of interest.  

 Recognize the importance of randomization and comparisons in practice.  

 Identify characteristics of empirical distributions.  

 Distinguish the concepts of internal and external validity.  

 Recognize interventions can result in heterogeneous treatment effects.  

 Review the implications of spillovers for designing randomized control trials.  
 
CONTENT 

Introduction  

In this module, we will introduce comparisons, sampling, and treatment effects through 
Randomized Controlled Trials (RCT). 
Keep in mind the following questions as you progress through the module sections: 

o How does an RCT help us measure the causal impact of an intervention 
on outcomes of interest? 

o What is the importance of randomization for making valid comparisons 
in practice? 

o What do we mean by empirical distribution and what are some of their 
key characteristics?? 

o What are the concepts of internal and external validity, and how do they 
differ from one another? 

o What are heterogeneous treatment effects? 
o What are the implications of spillovers for designing RCTs? 

 

Introduction to RCT Basics 
In order to speak sensibly about the impact or effect of a program, we need to make 
comparisons. Think of it this way-- if we want to say that an intervention makes a 
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difference, then we are explicitly assuming there are two scenarios that can be 
compared-- two scenarios, the difference between which can be measured.  
 
Scenario one might include a conditional cash transfer delivered to parents with the 
intention of motivating them to keep their children in school, while scenario two would 
include no such transfer. But this comparison itself has to be meaningful in the context 
of measuring the impacts of social or economic programs and interventions. Our 
challenge is to find a suitable counterfactual. What would have happened in the 
absence of the program under consideration?  
 
At its heart, we are all familiar with the problem of finding a good counterfactual. In 
English, for example, we say you can't compare apples with oranges. Of course you 
can. One's red or green. The other is orange.  
 
But to study the effect of fertilizers, say, you wouldn't want to compare the size or 
juiciness of apples from an orchard treated with fertilizer with the size or juiciness of 
oranges from an untreated orange grove. We can't usefully compare apples with 
oranges. The two samples have to be the same, apart from the presence of fertilizer.  
 
One common approach is to compare individuals before and after an intervention. 
These two samples in the before sample and the after sample are made up of the 
same people. So you might think such a comparison does the trick, but other things 
might change over time. So we wouldn't know if it was the intervention that led to any 
observed difference in outcomes.  
 
The classical example of this is medical treatment. If we treat someone for a disease 
and they get better, how do know that they might have recovered anyway, even without 
the intervention? An alternative is to simply compare the outcomes of people who have 
chosen to adopt the intervention or program in question with those of people who have 
chosen not to do so. That is, we compare participants with non-participants.  
 
A good example, in this case, is education. To measure the impact of attending high 
school on economic success, we might compare a group of people who completed 
high school with a group that completed only primary school. But these groups are not 
otherwise identical. There is likely a good reason that members of the first group chose 
to go to high school. Maybe they could simply afford it, because they came from more 
affluent backgrounds.  
 
But if that was the case, you wouldn't want to attribute differences in future wages 
solely to their attendance at high school, because they very likely would have had 
better jobs in any case. Randomized controlled trials are designed to provide us with 
good counterfactuals.  

Measuring Impacts Using an RCT 

In this section, you are introduced to randomized controlled trials (RCTs). You review 
what RCTs are and why they are an effective tool for evaluating the effects of a policy 
intervention. You also explore why comparing outcomes between two groups of 
people can often be difficult. 
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Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
 How does a randomized control trial help us measure the causal impact of an 

intervention on outcomes of interest? 
 What is the importance of randomization for making valid comparisons in 

practice? 
 What do we mean by empirical distribution and what are some of their key 

characteristics? 

 

What is an RCT? 
Let's dissect the terminology first. an RCT is a trial. It's a test. Typically, when testing 
something, you are likely trying to figure out if it's a good idea. For example, do bed 
nets reduce the prevalence of malaria? The answer turns out to be a resounding yes, 
by the way.  
 
If you really don't know the answer, you should probably do the test at a small scale 
before spending a lot of money on a very large deployment. We'll talk about how small 
such a test can be, or, more importantly, how large it needs to be for statistical reasons 
in a later module. But for now, think about an RCT as an attempt to learn about the 
world and less than attempt to radically change it.  
 
An RCT is controlled. It turns out that many references to experimental evaluations in 
the social sciences actually omit the word controlled and refer instead simply to 
randomized trials or randomized evaluations. But the acronym RCT remains widely 
used.  
 
An experimental evaluation is controlled in the sense that in addition to a group of 
individuals who are exposed to an intervention, that is a group that is treated, a second 
group of individuals is used as a comparison group. This second group is often referred 
to as the control group. An RCT is randomized. We make a comparison between 
individuals or households who are exposed to the program and those who are not, but 
the composition of these two groups-- who is treated and who is not-- is decided by 
the toss of a coin, the roll of a dice, or the click of a mouse.  
 
As we will explain in the following, such randomization ensures that the control group 
provides us with a sound counterfactual for what would have happened to the 
treatment group if it wasn't treated. We can then safely assume we are comparing 
apples with apples, or, perhaps more accurately, two similar baskets of fruit.  
 

Making Comparisons and Measuring Impacts 
So the impact of a policy innovation or intervention can be conceptualized as the 
difference between the actual outcome and the outcome that would have occurred in 
the absence of the intervention. Just a moment's reflection reveals, however, that we 
shouldn't expect everyone to have the same outcome in the absence of the 
intervention, nor for that matter that everyone would be affected by the intervention in 
the same way.  
For example, families living near standing water might have a higher incidence of 
malaria than those in drier locations in the absence of the intervention, and a project 
that promotes the use of bednets could have a much different effect on some families 
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than others. These simple observations suggest that it will be very difficult to infer the 
impact of an intervention by simply looking at one treated person or household and 
comparing the outcome to another untreated person or household. Even, indeed 
especially, if the two are chosen randomly, they will very likely be quite different.  
 
Suppose, instead, that we observe a group of individuals or households and measure 
the outcomes for each of them in the absence of the intervention. Not everyone in this 
group is going to be exactly the same. In fact, we would expect to see a range of 
outcome measurements. For example, if we're looking at an education intervention, 
kids' test scores might be between, say, 50% and 100%. Or if we're interested in 
maternal and child health, newborns' birth weights might range from, say, 2 kilograms 
to 5 kilograms.  
 
We can represent this range of possible outcomes in a so-called histogram. To fix our 
ideas, let's suppose we're interested in policies aimed at improving neonatal health. 
Suppose there are 100 pregnant women in a geographic area, and we collect data on 
all of them and their babies. We might measure the birth weight of the children of each 
of the 100 mothers and record the number of babies with birth weights between 2 and 
2.1 kilograms, between 2.1 and 2.2 kilograms, etc.  
 
The height of each bar in the graph represents the number of babies with birth weights 
in the corresponding 100-gram range. The sum of the heights of all the bars is the total 
number of babies, 100 in this case. The information captured in the graph is referred 
to as the empirical distribution of the outcome variable across individuals for whom we 
collect data.  
 
In the case shown, a few mothers have very low birth weight babies, and a few have 
very high birth weight babies. Most mothers have children with birth weights 
somewhere in the middle. We can describe this distribution with a number of summary 
statistics, including the range, the sample average, and the sample variance. The 
range just tells us about the lowest and the highest observed value. Here, the range 
is 2 to 5 kilograms.  
 
The average-- here, it's a bit less than 3 and 1/2-- is called a measure of central 
tendency. It tells us something about where the middle of the distribution is. Two 
empirical distributions can have the same average but look very different. The sample 
variance tells us about how spread out the sample is around the average. A low value 
means the individual data points are all pretty close to the average, while a high value 
means some are far away from that middle.  
 
In principle, to assess the impact of an intervention on a group of individuals, we could 
measure the whole distribution of outcomes both with and without the program. We 
face the same problem as we did when we tried to compare the impact of an 
intervention on a single person. That is, just as we couldn't hope to observe a particular 
person both with and without the exposure to the intervention at exactly the same time, 
similarly, it's not possible to observe the outcomes of a sample of individuals both with 
and without the program.  
 
But if we could get around that problem-- and we'll see later that sometimes we can-- 
then we could, in principle, compare the two distributions. Let's see what this might 
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look like. In this example, it looks like the distribution of outcomes for the sample when 
it is subject to the intervention is shifted to the right compared with the distribution of 
outcomes for the same households when they are not subject to the intervention.  
 
The average outcome of the households with treatment is larger than their average 
outcome without. On the other hand, the variance appears to be unchanged. However, 
even if the distribution of outcomes for those in the treatment group is simply shifted 
to the right, we cannot infer that the outcome for each household in the sample 
increased by a constant amount.  
 
For example, it's conceivable that some kind of intervention might actually be 
detrimental to some newborns, have a positive impact for others, and leave others 
unaffected. But still, we can talk about the average impact. The possibility that some 
people are affected differently than others, which when you come to think about it 
seems perfectly reasonable, means that both the position and shape of the distribution 
of outcomes could differ between the two hypothetical scenarios.  
 
In this example, it looks like the intervention didn't do much for people who would have 
had outcomes in the bottom half of the distribution, but the people who would have 
been in the top half got a boost from the program. While it's tempting to interpret the 
data this way, we still can't say for sure. Maybe those at the bottom leapt to the top, 
and those who were at the top fell to the bottom. It's hard to tell.  
 

ACTIVITY 1 
What is an RCT? 
In this activity, there are short summary descriptions of studies and trials. Decide if the 
description is, in fact, an RCT or not. Select the examples below that are an RCT. 

A) A study concludes that 1000 people died as a result of a hurricane.  
B) Doctors conduct a trial in which a random subset of the subjects get a placebo and 

the rest get a trial drug.  
C) Development economists randomly distribute bed nets to families in Tanzania and 

then study their impact. 
D) The government releases statistics indicating that the unemployment rate is 6%. 
 

Who Takes Part in an RCT? – Sampling 

This section begins by introducing what a sampling distribution is and why it is useful 
for evaluating interventions. We will then discuss what a random sample is in greater 
detail and gives practical examples of how random samples can be constructed. 
Finally, we will explain the concepts of internal and external validity which help 
researchers determine if the results of a study are reputable and how applicable they 
are to other situations. 

Module Key Section Question 

Read the following guiding question before engaging with the section content:  
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 What are the concepts of internal and external validity, and how do they differ 
from one another? 
 

Sampling from a Population 
OK. So we can think of ways to compare two distributions of outcomes. But we are 
still faced, of course, with the problem that we cannot possibly observe both 
distributions for the same sample of households at the same time. That is, a given 
population of households cannot be simultaneously treated and untreated. What to 
do?  
 
Well, suppose that instead of collecting data on 100 pregnant women, like in the 
example we just talked about, we could find a much larger population, perhaps at the 
country level, of, say, 100,000 expectant mothers. If we were to collect data on all 
100,000 pregnant women and their babies, we would know the distribution of 
outcomes for the whole population. The histogram could be drawn with very narrow 
bins or columns. As the bins get smaller or more narrow, the outline of the histogram 
can be approximated by a smooth line.  
 
Suppose we draw 2 random samples of 100 households each from this population. 
The distribution of outcomes in the two samples will likely not be the same. For 
example, one sample might have a few more low-weight babies than the other, but we 
might expect them to be close.  
 
Drawing 2 samples of, say, 10 households from the population, we would expect the 
outcome distributions to be quite different. In the case shown, the second group has 
no very low-weight babies and only a couple at the very top. On the other hand, 
increasing the sample sizes to 1,000, we might expect the distributions to be very 
close.  
 
Let's go back to the question of measuring impact and suppose we have drawn two 
large random samples from our population. Call these Sample A and Sample B. 
Although the households within each of the samples are possibly very different from 
each other, the two samples have very similar distributional characteristics. That is, 
the distributions of outcomes in Sample A and Sample B, in the absence of the 
program being evaluated, would be very close to the same.  
 
That word "random" is very important. It's easy to think of drawing two non-random 
samples that do not share the same distributional properties. For example, suppose 
in Sample A, we chose relatively malnourished women, but that Sample B was 
comprised of well-nourished women. It's conceivable that the birth weight distributions 
for the babies in these two groups could look quite different. These two groups, chosen 
non-randomly, have on average different characteristics, but if we randomly select 
women from the population to be in each group, we will have two groups that on 
average have similar underlying characteristics.  
 
Now, suppose we have chosen our two samples, but that we expose the households 
in Sample A to the program. We'll call this the treatment group. We're going to treat its 
members with the intervention. We can interpret the distribution of outcomes of an 
individual in Sample B, which we'll refer to as the control group, as what would have 
happened to those in Sample A if they had not been treated.  
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Comparing the outcome distributions of the two groups, the control group B, without 
the intervention, and the treatment group A, with it, tells us something, but not 
everything about the impact of the intervention. By comparing these two distributions, 
we can learn about the difference in average outcomes between the two groups. Here, 
Sample A has a higher average than Sample B. But we can't say how the outcome for 
any particular person in group A compares with what it might have been otherwise.  
 

Random Samples and Representative Samples  
In practice, how do we randomly assign individuals to the two groups? Indeed, what 
do we actually mean by "random"? Intuitively, we can think of the process of random 
assignment as one in which we use no information about individuals when allocating 
them to alternative groups. It's as if we were blindfolded when making the assignment.  
 
One way to execute such an assignment is with the toss of a coin. For example, those 
who get a head might be assigned to the treatment group and those who get a tails 
would be put in the control group. Assuming the coin is fair, with a large enough sample 
we would expect roughly half to be in the treatment and half in the control. This only 
works if we want roughly equal-sized groups. But there is actually nothing particularly 
special about the groups being the same size.  
 
On the other hand, sometimes we might want to have say three groups. For example, 
we might want to test two different kinds of treatments against a control. We could use 
a six-sided die, rolling it once for each person in our sample. If an individual received 
a one or two, she could be assigned to the control group. If she received a three or 
four, she might be assigned to the first treatment. And if she received a five or six, she 
would be assigned to the second treatment. We would end up with three groups to 
which the women had been randomly assigned.  
 
Alternatively, we can use a computer-generated random number. Typically, a random 
number generator is a computer program that delivers a sample of numbers between 
say 0 and 1. Stata and Excel, amongst other programs, can produce random numbers 
for you. Imagine that we generate a random number between 0 and 1 for each person 
in our experiment. For example, the first woman might get 0.23. Another woman might 
get 0.71. Another woman might get 0.62.  
 
For a large enough sample of individuals, the share of random numbers between say 
0 and 1/2 will be roughly 50%. The share between 0.25 and 0.35 is roughly 10%. If we 
wanted to assign roughly one third of our sample to the first treatment, we could 
allocate anyone who got a random number between 0 and 1/3 to that group.  
 
Alternatively, instead of defining intervals like this, we can generate random numbers 
for everyone and put them in order from smallest to largest. Then, the one third of 
individuals with the lowest random numbers could be assigned to the first treatment. 
The next one third could be assigned to the second treatment. And the top one third 
could be assigned to the control group. This second assignment rule has the property 
that we get exactly one third in each group.  
 
Under the first assignment rule, in which we define those intervals, a few more or a 
few less than one third of the random numbers could fall in the target interval, so you'd 
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end up with slightly unequal numbers in the groups. The first assignment rule is, 
however, better if you don't start with a list of people. Suppose you're walking around 
a village recruiting people to be in your study and you'd like to randomly assign each 
one to a group as you meet them.  
 
For example, your computer program might generate a number of 0.21 for the first 
woman you meet. 0.21 falls between 0 and 1/3, and so that person would be assigned 
to the first treatment, et cetera. Using the interval approach, you can assign each 
person as you meet them. The alternative is to wait until you've spoken to everyone, 
put them in order according to their random numbers, and then do the assignment. 
But this means visiting everyone at least twice. If you're working with a sample of 3,000 
women, that's very expensive.  
 
Finally, sometimes the subjects of an experiment could present their own random 
numbers to the researcher. Let's say we asked each person the day of the year she 
or he was born. There's a number between 1 and 366. We could assign people with 
odd birthdays to the treatment group and those with even birthdays to the control. In 
an experiment involving minibuses, researchers used the vehicles' number plates as 
a source of random variation and assigned a road safety intervention on this basis. 
Vehicles with odd-number plates were put in the treatment group and vehicles with 
even-number plates were put in the control group.  
 
The important requirement of this methodology is that the indicator upon which 
treatment assignment is based should have nothing to do with the outcome we can 
expect in the absence of the program or the impact we think the program could have. 
We say the indicator-- birthday perhaps, vehicle license plate-- is exogenous. Even if 
the observable characteristic is exogenous, there remain some mildly philosophical 
issues with adopting these kinds of randomization strategies that we'll come back to 
later. In any case, it's usually safer to try to find a way to engineer your own random-
assignment process.  
 
While randomizing assignment to a treatment and a control group is important, when 
conducting an RCT we do not need to start with a random sample of the population; 
that is, the experimental sample does not need to be representative of the population 
at large. Indeed, most of the time we actually avoid such a recruitment strategy.  
 
In the case of a maternal health project, we would be silly to randomly recruit people 
from a given population. We would end up with men, women not of childbearing age, 
and women who were not pregnant. This would be like testing a malaria drug therapy 
on people who didn't have malaria. So we should target our recruitment strategy to 
people who we expect will be affected by the treatment or who we expect to be relevant 
for policy purposes. But amongst the recruited sample, we definitely do want to 
randomize the assignment of individuals to treatment and control groups.  
 
With this random assignment, we can say something about the impact of the program 
on the kinds of people who were recruited for the study. We can't say much about the 
impact of the program on other kinds of people. For example, if we recruited illiterate 
mothers to take part in the evaluation of a maternal health project, the randomized 
assignment to treatment and control means we can say something about the causal 
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impact of the program on illiterate women, but we cannot say much about how the 
program would have affected women who can read and write.  
 

Internal and External Validity 
Another way to express these observations is that a well conducted RCT exhibits a 
high level of what is referred to as internal validity. That is, within or internal to the 
sample being studied, we have confidence that differences in outcomes can be 
attributed to the program and not to other factors, but even the best RCT might lack 
what we call external validity.  
 
A perfectly controlled study of a credit product made available to small Bangladeshi 
businesses might tell us little about the same kind of credit extended to small Yemeni 
businesses or to larger Bangladeshi ones. Is lack of external validity a problem? Only 
if you use an RCT to say more than is warranted. We can't extrapolate the results of 
one study to all parts of the world and all parts of the income distribution. But we do 
learn about the program's impact in the context of our study. Whether we learn enough 
is open to debate and depends on the context.  
 
Is there a trade-off then between internal and external validity? Maybe. By giving up 
on internal validity, that is by not randomly assigning treatment, we end up learning 
less about the impact of the program on the people in our sample. The trouble is, it's 
very hard to say how much we actually do learn if we don't randomize. Some people 
say we learn virtually nothing, but that's a bit strong. The question is, do we end up 
learning about what the program does for a more relevant, possibly larger group of 
people, even if there is some ambiguity about exactly what we learn? We'll proceed 
under the assumption that we want to maximize internal validity.  
 

ACTIVITY 2 
Treatment or Control Group? 
Imagine you are conducting a study and participants will be arriving soon to sign-up. 
Before they arrive you need to review your options for forming your treatment and 
control groups. 

Review the three described methods of randomly assigning individuals to a treatment 
group or control group. Based on the knowledge shared in this section, arrange the 
methods in order from best to worst. There is one method per category. 

A) Participants choose to be in either the treatment or control group. 
B) Upon arrival, you assign every other person to the treatment group. 
C) You flip a coin to assign each participant to a treatment or control group. 

 

Impact on Whom? – Designing an RCT 

In this part of the module, you first explore the heterogeneous treatment effects or, in 
other words, a situation where different groups (for instance men and women) respond 

BEST GOOD WORST 
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distinctly to an intervention. You then review the topics of spillover and clustering 
including how clustering can be used to avoid spillover. 
Module Key Section Questions 
Read the following guiding question before engaging with the section content: 

 What are heterogeneous treatment effects? 
 What are the implications of spillovers for designing randomized control trials 

(RCTs)? 
 

Heterogeneous Treatment Effects 
Earlier on, we made a bit of a big deal about the fact that people are different, and they 
might respond to a program in different ways. This observation motivated the idea that 
we should look at groups of people when measuring impacts. But can we say 
something about how different people respond? Here's an example.  
 
Suppose we want to look at the impact of extra homework on student achievement. 
Does assigning more homework help kids learn? [INAUDIBLE] this, we deploy the 
homework program randomly across school kids. There are a number of dimensions 
along which children differ in observable ways. Gender and age are two obvious ones. 
But they also likely differ in other ways, such as socioeconomic status, family size, 
educational level of their parents, et cetera. Let's focus on gender.  
 
As long as there are enough girls and boys in our study, we can ask two questions. 
First, are the test scores of boys in the control group different to those of girls? That 
is, are boys and girls different? And second, is the difference in test scores for boys in 
the treatment and control groups different to the difference for girls? That is, is the 
treatment effect of the program different for girls than for boys?  
 
If there is a difference, we say that the program produces heterogeneous treatment 
effects. This kind of analysis is especially important if some subgroups might be hurt 
by the intervention. An obvious example is a medical treatment that helps some people 
but that has severe negative side effects for others. We can only distinguish such 
heterogeneity based on differences between people that we can observe, like gender. 
But we might miss other important sources of heterogeneity.  
 
Suppose the homework program helps kids with electricity at home because they are 
able to complete the assigned work after dark, but it actually hurts kids without 
electricity, either because they try to complete it in the dark, thereby damaging their 
eyes, or because they get discouraged and give up altogether. It would be important 
to know this. But without good information on households and, in particular, electricity 
use at home, we could miss it.  
 

Spillovers and Clustering 

Sometimes when we conduct RCTs, the control group can actually be exposed to the 
treatment. Remember, the control group is not supposed to be treated. One way this 
can happen is that some individuals in the control group get fully treated, either 
because the research team makes a mistake or because individuals from the control 
group sneak into the treatment group somehow. We'll come back to this possibility 
later.  
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A second way is that everyone, or a lot of people in the control group, can be partially 
treated. Let's think about the homework example. If we randomized at the individual 
level, then within a family, one sibling might be in the treatment group while another 
would be in the control group.  
 
It's conceivable that the child in the control group might do the homework, too, or 
otherwise learn from it. Maybe the control-group student reads the homework 
assignments her treatment-group sister brings home, or she hears her reciting her 
times table to their father and joins in. We say there is a spillover from the treatment 
group to the control group.  
 
When the treatment spills over from the treatment group to the control group, a 
comparison between the two no longer provides us with an accurate estimate of the 
impact of the program. If all control-group children have treated siblings at home, and 
if they control kids did just as much homework as the treatment kids, then we would 
see no difference between the groups, even if the homework had a big effect.  
 
For these reasons, we might try to make it difficult for treatment and control-group 
members to interact. One way is to make sure they are geographically separated-- 
certainly not in the same household. But even being in the same village might lead to 
spillovers. Let's suppose we're worried about spillovers that could occur at the village 
level. That is, we're worried that if a few people in a village are treated, then everyone 
will be at least partially exposed to the treatment.  
 
Then we might respond by selecting one person in each village to be in our sample. 
But in order to reach a useful sample size, we would have to visit a huge number of 
villages, one for each person. If we wanted to recruit 1000 individuals, we'd need to 
go to 1000 villages. That's really expensive.  
 
Instead, we could recruit a handful of individuals in each village, assigning everyone 
we recruit in a given village to the same treatment status-- say 20 people in each of 
50 villages I recruited, with 25 control villages and 25 treatment villages. Treatment in 
this case occurs at the individual level. But the unit of randomization is the village. We 
say that the subjects of the experiment are clustered at the village level, or we might 
recruit a lot of people in each of a small number of villages, again, assigning all those 
in a given village to the same treatment status. For example, we might recruit 100 
people in each of 10 villages. Five of those villages would be assigned to the control 
group, and five could be assigned to the treatment group.  
 
Finally, we could choose just two villages, each with 500 individuals, and assign one 
village to the treatment and one to the control. In all of these examples, we end up 
with 500 individuals in the control group and 500 in the treatment group. The second, 
third, and fourth approaches in which we recruit individuals in groups or clusters, are 
known as "clustered RCTs."  
From a cost perspective, the last one with two clusters, each with many people, it 
seems most sensible, as we only have to visit two villages. But are the approaches 
equivalent? The answer to this question depends on how similar people are within 
villages compared to the differences between villages.  
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To see how things can go wrong, suppose the outcomes of people within villages are 
highly correlated. That is, people who live in the same village are kind of the same. 
And suppose we adopt the extreme fourth approach above in which we choose just 
two villages. We would surely be worried that our treatment and control groups were 
not statistically similar, even though there are 500 people in each one.  
 
Because of the high within village correlation and outcomes, it's as if we didn't really 
choose two random samples. In this example, the treatment group, on average, had 
better outcomes than the control group, even in the absence of the program, so a 
comparison will overstate the effect of the program. Note that we began talking about 
cluster designs in the context of spillovers. But even if there are no spillovers between 
individuals, we might still want to cluster our randomization for reasons of practicality.  
 
Take the homework example again. We might want to administer the program at the 
school level-- for instance, because it's easier for teachers if all the students are 
treated the same. This means we are clustering our study at the school level. Again, 
if there is within school correlation, which sounds likely precisely because the quality 
of teachers or facilities can affect all kids in a given school the same way, then our 
treatment and control groups might not be statistically identical.  
 
You might be asking, so what-- or more politely, what is the implication of clustering 
for the way we design in an RCT? The answer is that the more we cluster the 
randomization, the larger the number of individuals we need in order to generate 
statistically similar treatment and control groups.  
 

ACTIVITY 3 
Benefit or Clustering? 
There are costs and benefits to clustering. Decide if each of the following statements 
are a benefit or a cost of clustering. 
A) Requires a larger sample size 
B) Avoids spillovers  
C) Are more spread out and harder to interview 

 
 
 

Review 

In this module, we have discussed RCT basics including making comparisons, 
sampling, and designing an RCT. 

 

Module Learning Outcomes 

Having completed this course module, you should feel comfortable to: 

Benefit Cost 



 

 32 

 Describe a randomized control trial including how it can help measure the 
causal impact of an intervention on outcomes of interest. (Review "Measuring 
impacts using an RCT") 

 Recognize the importance of randomization and comparisons in practice. 
(Review "Measuring impacts using an RCT") 

 Identify characteristics of empirical distributions. (Review "Measuring impacts 
using an RCT") 

 Distinguish the concepts of internal and external validity. (Review "Who takes 
part in an RCT?—Sampling") 

 Recognize interventions can result in heterogeneous treatment effects. 
(Review "Impact on whom?—Designing an RCT") 

 Review the implications of spillovers for designing randomized control trials. 
(Review "Impact on whom?—Designing an RCT") 

Review of RCT Basics 

Before we move on to the next module, let's review what we've covered. First, to tell if 
a program is making a difference, we need to measure that difference. But difference 
between what? Between whom? Measuring outcomes at the group, not individual 
level, gives us the chance to make meaningful comparisons. But using any old pair of 
groups is not enough. Finding valid treatment and control groups can be tricky, and 
we can't simply use whatever conveniently available group we might find.  
 
Instead, selecting two random samples from the same larger population can be a good 
way to construct two comparable groups. We can talk about the average impact of the 
program by comparing the outcome for the treatment group with the outcome for the 
control group. But we won't know what happened to anyone in particular in the 
treatment group.  
 
Randomization can be done with the toss of a coin, the roll of the dice, or the click of 
a mouse. Randomization helps us achieve internal validity. Whether what we learn 
can be easily applied to other settings, that is the extent to which we achieve external 
validity, depends on how similar our study group is to others and in what ways. But the 
unit of randomization depends on whether we expect spillovers to exist and how large 
they might be. Those spillovers might also inform the way in which we choose our 
samples and whether we assign everyone in a particular unit, say a household or a 
village, to the same treatment or control group.  
 

Knowledge Check 
Complete the following questions to check your knowledge. Read each question 
carefully. 
 
Question 1. True or False 
Assigning every other person that shows up to enroll for a service is a valid method of 
randomizing. Select the correct response. 
 True 
 
 False 
 
Question 2. Multiple Choice 
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Suppose that a program distributes free bed nets to regions with high malaria rates. A 
research team aims to evaluate the effect of bed nets on the likelihood of contracting 
malaria. They propose comparing malaria prevalence in regions that received bed nets 
with the rates in neighboring regions. Why might this study design be flawed? Select 
the correct response. 

A. The quality of data about malaria rates may vary from region to region. 
 

B. Some families in the treated areas may not want the free bed nets. 
 

C. Bed nets are expensive. 
 

D. Even if the bed nets were effective in reducing prevalence, rates of malaria in 
the treated regions might still be higher than neighboring areas, so a direct 
comparison of treatment and control would yield the wrong conclusion that 
bed nets increased the rate. 

 
Question 3. True or False 
A school wishes to evaluate the effect on test scores of providing students with free 
textbooks. It can do so with a before-and-after study, testing the students before the 
textbooks are distributed, and then again after they have had access to them for 
several months, and then compare the scores. Select the correct response. 
 True 
 
 False 
 
Question 4. Multiple Choice 
Researchers conduct a randomized controlled trial to evaluate the effect of free school 
lunches on attendance. They assign students to a treatment group, members of which 
receive free lunch, and a control group in which students do not receive free lunches. 
Which of the following accurately describes the role of the control group in the 
evaluation? Select the correct response. 

A. The control group exists so that researchers do not have to pay for lunch for 
all of the children. 

B. The control group provides a counterfactual for what would have happened 
to the treatment group if they weren’t treated. 

C. The control group is unnecessary because researchers could look at 
attendance rates before the program to evaluate its impact. 

D. The control group helps phase in the program over time. 
 
Question 5. Multiple Answers 
Suppose you draw two independent random samples from a population of individuals 
and measure their characteristics, such as height, stunting, or nutrition. Which of the 
following statements is true? Select all that apply. 

A. Increasing the size of the two samples makes it more likely that the 
distributions of the characteristics in the two groups are similar. 

B. Increasing the size of the two samples does not make it more likely that the 
distributions of the characteristics in the two groups are similar. 

C. Increasing the sample size from 200 to 300 has the same effect on the 
likelihood of getting samples with similar distributions of characteristics as 
increasing it from 100 to 200. 
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D. Increasing the sample size from 200 to 300 does not have the same effect on 
the likelihood of getting samples with similar distributions of characteristics as 
increasing it from 100 to 200. 

 
Question 6. True or False 
Suppose that you are testing a treatment aimed at boosting the performance of 
athletes in a particular year in school. You assign everyone with a birthday between 
January and June to receive the treatment, and those with a birthday between July 
and December to be in control. True or false, the assignment is random. Select the 
correct response. 
 True 
 
 False 
 
Question 7. True or False 
You test a new program to increase employment, by conducting an RCT with a sample 
of women between the ages of 18 and 25. Based on the study, it is possible to predict 
how the program may affect middle-aged men. Select the correct response. 
 True 
 
 False 
 
Question 8. Multiple Choice 
In an RCT examining the effect of discounted fertilizer on agricultural productivity, 
results suggest that while the subsidy increases average output, it leads to a slight 
increase in output among farms without irrigation and a large increase in output among 
irrigated plots. Which of the following is true? Select the correct response. 

A. The study is not internally valid. 
 
B B. Researchers cannot say whether or not fertilizer has a positive effect on 
output. 
 
 C. There are heterogeneous treatment effects. 
 
d D. Having an irrigated plot increases output. 
 
Question 9. True or False 
Researchers send price data by text message to half of the farmers in a given area, 
all of whom own their own mobile phones. The farmers are randomly selected to 
receive the texts. Because texts are private, there is no need to worry about spillovers 
between the treatment and control groups. Select the correct response. 
 True 
 
 False 
 
 
Question 10. Multiple Choice 
Researchers are conducting an RCT in which they randomly send crop price data to 
farmers. How might they design the RCT to avoid spillovers? Select the correct 
response. 
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A.Cluster randomization by village. 
 

B. Send coded messages so that control farmers can’t read them. 
 

C. Randomize at the individual level. 
 

D. Collect data on the neighbors of each farmer in the study. 
 

Glossary 
Counterfactual  
The counterfactual is an estimate of what the outcome (Y) would have been for a 
program participant in the absence of the program (P). By definition, the counterfactual 
cannot be observed. Therefore, it must be estimated using comparison groups.  
 
Randomized assignment or randomized control designs  
Randomized assignment is considered the most robust method for estimating 
counterfactuals and is often referred to as the “gold standard” of impact evaluation. 
With this method, beneficiaries are randomly selected to receive an intervention, and 
each has an equal chance of receiving the program. With large-enough sample sizes, 
the process of random assignment ensures equivalence, in both observed and 
unobserved characteristics, between the treatment and control groups, thereby 
addressing any selection bias.  
 
Control group  
Also known as a “comparison group.” A valid comparison group will have the same 
characteristics as the group of beneficiaries of the program (treatment group), except 
that the units in the comparison group do not benefit from the program. Comparison 
groups are used to estimate the counterfactual.  
 
Treatment group  
Also known as the treated group or the intervention group. The treatment group is the 
group of units that benefits from an intervention, versus the comparison group that 
does not.  
 
Internal validity  
To say that an impact evaluation has internal validity means that it uses a valid 
comparison group, that is, a comparison group that is a valid estimate of the 
counterfactual.  
 
External validity  
To have external validity means that the causal impact discovered in the impact 
evaluation can be generalized to the universe of all eligible units. For an evaluation to 
be externally valid, it is necessary that the evaluation sample be a representative 
sample of the universe of eligible units.  
 
Spillover effect  
Also known as contamination of the comparison group. A spillover effect occurs when 
the comparison group is affected by the treatment administered to the treatment group, 
even though the treatment is not administered directly to the comparison group. If the 
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spillover effect on the comparison group is negative (that is, if they suffer because of 
the program), then the straight difference between outcomes in the treatment and 
comparison groups will yield an overestimation of the program impact. By contrast, if 
the spillover effect on the comparison group is positive (that is, they benefit), then it 
will yield an underestimation of the program impact.  
 
Cluster  
A cluster is a group of units that are similar in one way or another. For example, in a 
sampling of school children, children who attend the same school would belong to a 
cluster because they share the same school facilities and teachers and live in the 
same neighborhood.  
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MODULE 3: STATISTICAL CONCEPTS 
If we can’t tell how an intervention can impact an individual, we can look at it as an 
average. This is the question of this module, how we can meaningfully interpret the 
data we collect, to assess the impact and predict impacts. An introduction to basic 
concepts in statistics will be followed by their practical applications.  
 
Key Questions  

 What are random variables?  

 How do random variables indicate characteristics of a group?  

 How do you calculate an average, a median, and a standard deviation?  

 What are the patterns of potential outcomes in binomial and normal 
distributions?  

 How do you find the sum of two normally distributed random variables?  

 How do you generate a new random variable for normal distributions?  

 What are the connections between samples, populations and means?  
 
Learning Objectives  

 Recall what are random variables and how they indicate characteristics of a 
group.  

 Calculate summary statistics, such as the range, average, median, and 
variance of data.  

  Describe the construction of histograms and probability density functions.  

 Distinguish between discrete and continuous random variables.  

 Describe the binomial distribution.  

 Discover how the normal distribution is a limiting case of the binomial 
distribution.  

 Observe properties of the normal distribution: adding and differencing normal 
random variables.  

 Infer sampling distribution from observations on a finite sample of data.  

 Describe the Central Limit Theorem.  
 
CONTENT 

Introduction 

In this module, you will review how you can meaningfully interpret the data you collect, 
to assess the impact and predict impacts. An introduction to basic concepts in statistics 
will be followed by their practical applications. 
 
Keep in mind the following questions as you progress through the module sections: 

 What are random variables? 
 How do random variables indicate characteristics of a group? 
 How do you calculate an average, a median, and a standard deviation? 
 What are the patterns of potential outcomes in binomial and normal 

distributions? 
 How do you find the sum of two normally distributed random variables? 
 How do you generate a new random variable for normal distributions? 
 What are the connections between samples, populations and means? 
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Introduction to Statistical Concepts 
In the previous module, we explored the idea that while it might be impossible to say 
much about the impact of an intervention on a single person, we might be better placed 
to talk about the average impact on a group of individuals or households. In the context 
of conducting an impact evaluation, we'll measure such effects by comparing two 
groups. One group that is subject to the intervention and the other that is not, and by 
asking if, and by how much they differ.  
 
But even if we see a difference, how sure can we be that it is more than just chance 
variation? Is the difference real? Alternatively, how confident can we be that a 
difference in measured outcomes reflects a systematic, underlying change?  
 
Many of you will be familiar with terms such as margin of error, statistical significance, 
and confidence intervals, all of which are ways of expressing the accuracy or precision 
of measurements we'd make from data. But to carefully define these concepts, we'll 
first introduce a fundamental statistical object called the normal distribution, again, 
something that you might have come across before. This normal distribution will play 
an important role in helping us to meaningfully assess the impact of programs or 
policies. With these tools in hand, we'll be well placed to speak about how confident 
we are that observed differences between groups are real.  
 
In the last module, we also introduced the idea of a probability distribution, a 
mathematical concept that tells us about the characteristics of individuals in a group. 
Are the individuals all just nearly identical copies of one another? Or are the individuals 
quite different from one another?  
 
We're all familiar with distributions in one context or another. Members of a group 
might be more or less the same, or very different from each other. How much variability 
there is within a group will determine how confident we can be in measuring the 
impacts of interventions.  
 
I want to make clear that this module is not meant to provide a full treatment of 
probability and statistics, of course. Instead, I hope to provide some basic intuition 
about how to think about statistical concepts and a few tools that we'll use in doing 
practical program evaluation.  
 

Describing and Visualizing Data 

In this section, we use samples of individuals households from a large population to 
describe and visualize statistical concepts. Through this process you might 
notice differences across individuals exist. But you may still be able to indicate 
characteristics of a group using  random variables.  

 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
 What are random variables? 
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 How do random variables indicate characteristics of a group? 
 How do you calculate an average, a median, and a standard deviation? 

 

Random Variables and Notation 
We had some examples of distributions in the previous module. You'll recall, that we 
spoke about newborns' birth weights as being distributed between say 2 and 5 
kilograms or school kids' test scores being distributed between 50% and 100%. 
Alternatively, if we were to measure the height of every 3-year-old in Vietnam, we 
would find a range of outcomes from say 80 centimeters to 110 centimeters.  
 
Outcome or indicators like these are called random variables, characteristics of 
individuals that vary from person to person. You shouldn't put too much weight on the 
word random in this context. We'll speak a lot about concepts like random selection 
and random assignment later which have distinct meanings. Random variable is just 
a mathematical name of a variable that can take on a range of values.  
 
In the examples, the random variable being measured, weight-- test score, or height, 
respectively-- could take on many different values. In fact, in principle a continuum of 
weights, test scores, and heights is conceivable. Other random variables take on just 
a couple of values. For example, we might measure an individual's gender, which 
traditionally can take on one of two values, male and female. The number of years of 
schooling completed might take on more possible values, but not a continuum-- say 
0, 1, 2, etc up to 14 or 15 or maybe more.  
 
Sometimes we don't measure years of schooling but the level of schooling attained, a 
variable that might take say four values-- none, primary, secondary, and tertiary. In all 
these examples, the random variable is said to be discrete as opposed to continuous.  
 
Now it's is going to help to use some mathematical notation to formulate our ideas 
about distributions. Supposed to start that we're working with a sample of individuals. 
To help keep track of things, let's give each person a label, like a name. But we'll use 
a pretty boring name. Instead of identifying individuals as Jedi, Fatima, and so on, we 
will call them 1, 2, 3, 4, etc.  
 
When thinking of a typical person in this sample, we will label her or him simply as 
individual, i, where i can take on the values 1, 2, 3, etc. Now let's let x denote a random 
variable of interest in this population. x could be height, age, birth weight, test score, 
distance from school, and so on. We will denote individual i's value of this variable x 
by x sub i or x i.  
 
Here's an example of a sample of 10 individuals where x is gender which takes on the 
value 1 if a person is female and 0 if he is male. In this sample six people are female 
and four are male. It's easy to draw a histogram of these data. On the horizontal axis, 
we measure the variable of interest-- gender, which here takes on just two values. And 
on the vertical axis, we measure the number of individuals with each particular value 
of x. Each of the 10 individuals is assigned to one of the categories-- female or male.  
 
Here's another example of a sample of 10 individuals where x now is height in 
centimeters. Drawing a histogram for this population can yield a rather uninformative 
diagram, if we divide the horizontal axis into 1 centimeter increments. One person has 
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a height of 87 centimeters. Two have heights of 88 centimeters. And one each have 
heights of 91, 92, 95, 96, 99, 101, and 103 centimeters. But still, just lining the kids up 
from shortest to tallest gives us some indication of the group as a whole.  
 
On the other hand, suppose we combine measured heights into bins of say 5 
centimeters in width from 85 to 90 centimeters, 90 to 95 centimeters, et cetera. Now 
the histogram starts to exhibit some kind of shape.  
 
What if we have a sample of 10,000 instead of 10? I won't draw the whole table. Well, 
maybe I will. But you could imagine drawing the histogram with 5 centimeter wide bins 
like this. But with so many individuals, it makes sense to reduce the size of the bins to 
say 1 centimeter in width. This gives us a more granular view of the distribution of 
heights in the sample.  
 

Summary Measures 
The histograms we've drawn help illustrate the pattern of potential outcomes that we 
are measuring, but it would be nice to be able to summarize the information about a 
sample of individuals instead of reporting a huge list of values, one for each person. 
One common summary measure is the average, which is obtained by adding up all 
the measured values and dividing by the number of observations. In our example 
where we measured the heights of 10 kids, the average is Njeri's height plus Roberto's 
height plus Hai Sun's height plus Alex's height plus Fatima's height plus Whitney's 
height plus Mohammed's height plus Beatrice's height plus Jessica's height plus Ali's 
height all divided by 10.  
 
The total of the heights in our sample turns out to be 940, so the average is 94 
centimeters. Notice that no one in the sample has a height exactly equal to the 
average. Alex, who is 95 centimeters tall, is the closest, but we can't say that any 
particular person is of the average height. As an aside, another indicator of the middle 
of the distribution of heights is something called the median. To find this, we simply 
line people up from shortest the tallest and ask the height of the person in the middle.  
 
Since we have an even number of people in our sample, there are two in the middle, 
the fifth and sixth tallest. That is Njeri, who is 92 centimeters and Alex who is 95 
centimeters. In this case, we define the median to be the average of these two values, 
that is 93 and 1/2 centimeters. Notice that this is not exactly the same as the average. 
But let's turn back to that average. Using the Xi notation, we can write the expression 
for the average more efficiently like this.  
 
We add everyone's height together and divide by the number of people, 10. Or 
alternatively, we multiply the sum by 1 over 10. The symbol we use for the average of 
the X's is x bar, that is x with a line on top of it. When we have a much larger number 
of people in our samples, this kind of expression takes way too long to write out. To 
make it easy, we use the convenient summation notation represented by the capital 
Greek letter sigma. If there are 10,000 people in our sample, the average height is 
written like this. And in general, if there are N people in the sample, we can write the 
expression for the average like this.  
 
Next, you might want to know how different people are from each other. Is everyone 
the same? Or are they all different from one another? Back to the example we've been 
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using so far about the heights of kids, does everyone in our sample have about the 
same height or are there wide differences? One useful benchmark against which to 
compare people is what we just calculated, that is the average. Some people are quite 
a lot taller while others are shorter than the average.  
 
Let's calculate just how different each person is from the average. For person i with 
height Xi, the difference is Xi minus X bar. For some people, this is positive, while for 
others, it's negative. I'm going to add a column to our table of data showing these 
differences. If we simply add up these differences across the sample, the positives 
and negatives cancel out, even if there was a very large spread in outcomes, and the 
total of the differences is 0. This is not an accident, by the way.  
 
Because of the way the average is defined, it has to be the case that the simple 
differences add up to 0. That's not a very useful measure of how spread out the data 
are. Instead, let's make sure the measured differences are all positive by squaring the 
simple difference we just calculated for each person i. The further an observation Xi is 
from the average, no matter whether Xi is above or below that average, the larger is 
this difference. These squared differences are shown in the last column of the table.  
 
Now we just calculate the average of this squared difference for the whole sample by 
adding up the squared differences across all 10 people and dividing by 10. In this 
example, the average of the squared differences is 29.4. This summary measure is 
called the sample variance. If most people have outcomes that are either a long way 
above or below the average, the sample variance is large. If most have outcomes that 
are close to the same average, it tends to be small. Notice that because each term of 
the summation is positive, the variance itself is always positive.  
 
To get a graphical idea of the variance, let's think about the heights of kids in a couple 
of different populations. First, suppose you took a sample of kids who attended public 
schools in the nation's capital. These kids might come from middle class families, be 
reasonably well nourished, and have access to reliable health care. Here's a histogram 
of their height distribution. Now let's take a sample of kids from schools across the 
country, including from rural areas, and drawing on both public and private schools.  
 
This sample will include some middle class kids, some kids from relatively well-off 
backgrounds with access to superior health care, as well as poor, undernourished 
kids. The histogram of their heights will be more spread out. Relatively more kids are 
taller than average, and a large number are stunted. Although the average heights 
could be the same for both groups, the variance of the countrywide sample is much 
larger than that of the restricted city population.  
 
A concept that might be more familiar to some of you is the square root of the variance, 
which is called the standard deviation. In our height example, the standard deviation 
is a square root of 29.4 or about 5.4. The standard deviation is arguably a more natural 
concept to think about to describe a distribution, as it has the same units as the 
variable of interest. That is, if children's heights are measured in say centimeters, the 
standard deviation is also a centimeter measure, while the variance is measured in 
centimeters squared, which is perhaps harder to fathom. It would be a mistake, of 
course, to think that it had something to do with the surface area of kids' bodies.  
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The standard deviation also provides us with a useful measure for describing how 
different one observation, in our case, a person's height, is from the average. Take 
Beatrice, for example, who has a height of 87 centimeters. Saying that she is 7 
centimeters shorter than the average is a true statement for sure, but saying that she 
is 1.3 standard deviations below the average might provide a better view of where she 
sits relative to the sample.  
 
Here's another example. Suppose you conduct a study of an educational intervention, 
say extra tutoring for kids, and you find that on average kids test scores increase from 
72% to 75%. Is that a big change? Well, it depends. If everyone would have got say 
between 70% and 74%, then an extra three points makes a student really stand out 
from the crowd, so it might be considered a big impact.  
 
The three point difference could represent one or two standard deviations, maybe 
even more, but if behind the average of 72% there lies a wide range of scores from, 
say, 50% to 100%, then a 3 point increase doesn't necessarily move a student up very 
much in the class rank. The increase could be just say point one of a standard 
deviation or even less.  
 
Continuous Vs Discrete Random Variables 
So far in this module, we've spoken about a sample of individuals or households. The 
idea is that they have been selected, maybe at random, maybe not, from a much larger 
population. Of course, that large population, be it a village or a country, is still finite in 
size. And so we can imagine calculating the average variance and standard deviation 
for the population at large.  
 
You might wonder why these differences across individuals exist, where do they come 
from? We can think of random variables as being generated by some underlying 
process. In the case of kid's height, stature is presumably determined by a range of 
factors, be they genetic, nutrition, random events like droughts or disease, or even 
cultural.  
 
Even though it's likely that these factors influence height in a deterministic way, it's 
convenient to think of a child as having some probability of having a height within some 
narrow range. It's useful to think in terms of such intervals, or these bins, when the 
variable of interest can take on a continuum of values. A kid picked at random from 
the population might, for instance, have a 16% chance of being between 90 and 95 
centimeters tall. The probability that their height is between 115 and 120 centimeters, 
on the other hand, might be much smaller, say 1%.  
 
If we draw a graph of these probabilities, we end up with something that looks rather 
like the histograms of heights we drew earlier. This graph is referred to as the 
probability mass function or probability density function. We should make sure that 
these probabilities all add up to 100%. A child has to have some height, of course.  
The difference between a histogram and a probability density function is that a 
histogram records the actual number of individuals in each bin, while the PDF, that is 
the probability density function, records the probability that the random variable will 
have a value in that range. Where do these probabilities come from? They are simply 
the share of the whole population with values in each bin.  
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These shares are determined by the underlying process by which the outcomes are 
generated. We'll divide some time to thinking about this kind of process shortly. With 
a very large population, we could imagine making the bins very small, as we did before, 
So the PDF was close to a smooth curve. The total area between this curve and the 
horizontal axis is 1. Remember, everyone has some height. So the probabilities have 
to add up to 1.  
 
The part of this area that falls between any two values of x is the probability that you'll 
find someone with a height in that range. The area to the left of a value, x prime, say, 
is the probability that you will observe a value of the variable somewhere at or below 
x prime. And the area to the right is the probability you'll observe a value equal to or 
larger than x prime. In the case of the normal distribution, we'll be able to calculate 
these probabilities exactly.  
 
A discrete random variable is a variable that can take on a countable number of values. 
That is, values that can be put in correspondence with the positive integers, 1, 2, 3, et 
cetera. Often, the number of values a discrete random variable can take on is finite, 
but not always. Years of schooling for example, takes on a finite number of possible 
values from 0 to about 22. Discrete random variables also have probability density 
functions. An adult drawn from the population of, say Nigeria, has some chance of 
having had no formal education. That is, xy equals zero. Some chance of having 
completed primary school, that is xy equals 6. And some likelihood of having 
completed a PhD, xy equals 22.  
 
In this case, it doesn't matter how large our population becomes, our bins can't get 
any narrower than one unit. Although they could be wider. For example, zero to three 
years, four to six, et cetera. And gender is another obvious example. Traditionally 
defined, it can take on only two values. So the PDF consists of just two bars reflecting 
the share of females and males in the population.  
 
You'll recall that the average of a random variable in a sample is just the sum of the 
values divided by the number in the sample. Armed with the probability density 
function, we can think about the average value for a whole population in a slightly 
different way. Let's start with a discrete random variable x that can take on a fixed 
number of different values. It's called p of x, the probability, that a particular value of x 
is observed in the population.  
 
In the years of schooling example, p of 0 is the share of the population with no 
schooling. P of 1 is the share with one year. P of 2, the share with two years, etc. The 
average number of years of schooling for the population as a whole can be written like 
this. First, we add up the number of years for each person and divide by n, the total 
number of people. Let's call the number of people with zero years of schooling n of 
zero. The number with one year n of 1. The number with two years, n of 2, etc.  
 
Then the average is n of 0 times 0, plus the n of 1 times 1, plus n of 2 times 2, plus et 
cetera, all divided by n. But this is just p of 0 times 0, plus p of 1 times 1, plus p of 2 
times 2, et cetera. Again, so that we don't have to write out super long equations, we 
can shorten this with some Greek notation. In the case of gender, the probability of 
being female is close to, but not exactly 50%. Indeed, the number varies by country. 
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In some countries, p of 1 is a little higher than while. 0.5, while in others, it is a little 
lower.  

The population average of the gender variable is written like this, which is just the 
share of females in the population. Notice that in these examples, we are not adding 
up each individual's value of the variable and dividing by the total number of people. 
Instead, we add up each possible value of the variable and multiply by the probability 
of it occurring. When calculating the average for a whole population, we usually call 

the resulting value the mean and give it a new symbol, the Greek letter,  (mu) .  
 
We can express our formula for the variance in a similar way. Remember, the variance 
is just the average of the squared differences of each value and the mean. So we can 
write the variance of x as equal to the sum of the values of x of p of x times x minus 
mu, all squared. Using the lowercase Greek letter sigma, this value is given the symbol 
sigma squared. The standard deviation is the square root of this value, and called, not 

surprisingly,  (sigma).  
 
For those of you who know some calculus, if x is a continuous random variable, then 
the mean is the integral of the variable multiplied by the probability density function, p 
of x. And the variance is the integral of the squared differences between the variable 
and the mean. Again, multiplied by the probability density function. The standard 
deviation of the population is, of course, the square root of the variance. Now if you 
don't have the necessary calculus background or if it's too long ago and you've 
forgotten, don't worry. The concepts we develop won't require you to dig up your old 
notes.  
 

ACTIVITY 4 
Discrete or Continuous? 
 
Categorize the following random variables under "discrete" or "continuous": 
A) Age measured in years 
B) The number of times 6 is rolled in 10 dice throws 
C) Highest level of schooling completed 
D) Time required to run 1 mile 
E) Arm length 
F) Shoe size 
 

 
 
 

Binomial and Normally Distributed Random Variables 

In this section, you will view examples of a binomial distribution and also a normal 
distribution. The normal distribution is also known as Gaussian distribution. Some 
important properties of the normal distribution are highlighted as they are essential to 
understanding the confidence you can have in comparing groups of individuals or 
households in experimental settings.  

Discrete Continuous 
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Module Key Section Question 

Read the following guiding question before engaging with the section content: 
 What are the patterns of potential outcomes in binomial and normal 

distributions? 
 How do you find the sum of two normally distributed random variables? 
 How do you generate a new random variable for normal distributions? 

 

The Binomial Distribution 
Probably the simplest random variable you can think of is one that can take on one of 
just two values. While this might seem too simple to be of much interest, it turns out 
that it is one of the building blocks of the widely used distribution known as the 'normal' 
or 'Gaussian' distribution.  
 
For example, consider a population of, say day laborers who show up at a meeting 
place each day looking for work. Potential employers arrive and choose amongst those 
present. Sometimes, there are many jobs available. Other times, not so many. 
Suppose the wage is $1 a day. So a worker either gets a job and earns $1 or misses 
out and earns nothing. Alternatively, think of a child who is living in poverty. Some 
days, she gets enough to eat. And other days, she goes hungry. We might ascribe a 
value of 1 to the days when she eats a sufficient amount, and 0 to those days on which 
her nutritional intake falls short.  
 
More abstractly, suppose we toss a coin. And it's a fair coin, so the likelihood of getting 
tails is the same as that of getting heads. Equal to one half. Like in the gender case, 
where the random variable x took the value 0 or 1, depending on an individual's sex. 
In this case, we might assign x equals 1 if the coin comes up heads and x equals zero 
if it comes up tails. Now, let's consider a sample of 100 individuals, each of whom 
tosses a fair coin. We would expect to see about 50 heads and 50 tails. Here's a 
histogram of the distribution of the random variable x. Of course, the numbers might 
not be exactly 50/50. Maybe there's a few more heads than tails. Or maybe there's a 
few more tails than heads. So far, there's not much new here.  
 
But now, let's think of each individual tossing the coin not once, but twice. And let the 
random variable x denote the number of heads. In this case, x can now take on Three 
possible values-- zero if both tosses are tails, one if one toss is a head and the other 
is a tail, and two if both are heads. Let's get our 100 people to toss their coins twice, 
then plot the results. It looks like about 1 in 4 people get no heads. About half get one 
head and one tail, and the rest get two heads.  
 
Why is the number of people who get one head and one tail about twice the number 
who get two heads? The reason is that there is just one way of getting two heads. The 
first toss has to be a had and the second toss does too. But there are two ways to get 
just one head. Either the first toss is a head and the second's a tail. Or the first toss is 
a tail and the second's a head. Similarly, there's only one way to get no heads, that is 
two tails. So that happens about half as often as getting one head.  
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But why stop at two tosses of the coin? What if we ask our 100 people to toss their 
coins 3 times? The possible outcomes now are three heads and no tails That is x 
equals 3, two heads and one tail that is x equals 2, one head and two tails that's x 
equals 1, and no heads and three tails that is x equals zero. Are each of these 
outcomes equally likely? Well, no. There is just one way to get no heads. But there 
are now three ways of getting one head. Either the first, the second, or the third toss 
is a head.  
 
Similarly, there are three ways of getting two heads-- or equivalently one tail. And 
finally, there is just one way of getting three heads-- or no tails. If we run this 
experiment and construct a histogram of outcomes, we would expect about one-eighth 
of the sample-- 12 to 13 people-- to throw three heads. And about the same number 
to throw no heads. But the number of people who get one head and the number who 
get two heads will each be somewhere around 37 or 38. Or about three-eighths of the 
sample x is said to have a binomial distribution.  
 
We can continue to increase the number of coin tosses, each time counting the 
number of heads observed. If there are n tosses, the number of heads can be 
anywhere from zero-- when they're all tails-- to n-- when they're all heads. Notice that 
as n increases, the middle of the histogram of outcomes moves to the right. And it's 
located about n over 2. The histogram also spreads out. There is more variation in the 
potential outcomes.  
 
One way to think about this sequence of coin tosses is that it could somehow represent 
the way in which outcomes of real interest to us are generated. In the example of day 
laborers, a worker's annual income is the sum of say 250 or 300 daily outcomes, each 
is either 0 or 1. Some workers are lucky to get a job nearly every day-- so they have 
relatively high annual income. While others are unlucky and get a job rarely. Their 
incomes are low.  
 
But most experience a mix of days with and without work, have annual incomes in the 
middle. Similarly, for children living in poverty, stunting or wasting could be 
determined-- in part, of course-- by the aggregate number of days during childhood in 
which they are well fed. Again, some are lucky enough to be well-fed most days. While 
others suffer deprivation and hunger nearly every day, and are undernourished. Most 
have outcomes somewhere in the middle.  
 
Finally, as we let n-- the number of coin tosses-- increase, the histogram of outcomes 
continues to spread out. But there's a way to see a pattern emerging here. If we zoom 
out a bit, shortening the interval between possible values as n grows, we can keep the 
variance fixed. So as n becomes very large but the intervals keep getting smaller, the 
outline of the histogram converges to a smooth bell-shaped curve. This curve is, of 
course, just a smoothed out version of the underlying histograms.  
 

The Normal or Gaussian Distribution 
The curve in this figure can be described by a particular mathematical function, the 
simplest version of which takes on the form shown here. This is called the normal or 
Gaussian probability density function. There is nothing especially normal about this 
function.  
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Indeed, if this is the first time you're seeing it, it looks anything but normal. The symbol 

e refers to the transcendental number 2.7182818284, which with  equal to 
3.1415926535 is one of what are probably the two most important numbers in 
mathematics.  
 
The normal density function was actually first discovered by the French mathematician 
Abraham de Moivre, a Huguenot exile in England and friend of Isaac Newton and other 
luminaries of the time. But somehow, the name of Johann Carl Friedrich Gauss, the 
prodigiously productive German mathematician, has become more commonly 
associated with this formula.  
 
The distribution of many random variables can be described by this curve, for example, 
test scores, body temperatures, heights and weights of people, firm revenues, et 
cetera. This particular form of the probability density function reaches a maximum at 
x equals 0 around which is symmetric.  
 
And as x gets either very large and positive or very large and negative, the function 
gets closer and closer to 0. The area under the curve between any two values of x is 
the probability that a random observation of x will fall between them just as we saw 
before.  
 
Based on our construction of histograms for discrete random variables, it might be 
tempting to say that for a particular value of x, f of x, that is, the value of the probability 
distribution function, is the probability that a random observation will be equal to x.  
 
Though because x is a continuous variable, this actually doesn't make much sense. 
The best we can do is to say that for a very small positive number delta, f of x times 
delta is the approximate probability that a random observation falls within an interval 
of width delta around x. On the other hand, the whole area between the function and 
the horizontal axis going off to infinity in both directions is equal to 1.  
 
Finally, as we described earlier, the area under the function and to the left of a 
particular value of x is the probability that a random observation is less than that value. 
We denote this probability by F of x squared. We use capital F and call it the cumulative 
density function.  
 
On the other hand, the area to the right of a given value of x is the probability a random 
observation is greater than that value equal to 1 minus the cumulative density. This 
particular form of the normal probability density function describes a random variable 
with mean equal to 0 and a standard deviation equal to 1. It is referred to as the 
standard normal distribution.  
 
But the center of the normal distribution doesn't have to be at x equal to 0. For 
example, annual incomes of day laborers who earn $1 a day each day they work will 
not be centered around 0 with some negative and some positive values. They will 
range from 0 to, say, $300 and might be centered around 150. Similarly, the normal 
density function could be more spread out or less so. It doesn't have to have a standard 
deviation of 1.  
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In all cases, the function remains symmetric around the midpoint. To account for these 
possibilities, the more general form of the normal distribution function looks like this. 
The Greek letters mu and sigma, the mean and standard deviation of the distribution 
respectively, represent fixed numbers. You can see that when mu equals 0 and when 
sigma equals 1, we recover the original function.  
 
Even though the normal density function is defined for all positive and negative values 
of the variable x, for all intents and purposes, by the time you get three standard 
deviations away from the mean in either direction, the density is very close to 0. This 
means that the probability of getting values outside of this range is also close to 0.  
 
Another way to think about this is to ask how likely it is that an observed value of a 
normal variable will fall within, say, one standard deviation of the mean. The area to 
the left of 0 is, of course, 1/2. And the area to the left of the value 1 all the way down 
to minus infinity is capital F of 1. So the area between 0 and 1 is f of 1 minus 1/2. By 
symmetry, the area between minus 1 and 0 is the same.  
 
So the area between minus 1 and 1, that is, the probability of a value falling within one 
standard deviation of the mean, is twice that. This probability turns out to be about 
0.68 or 68%. That is, a little more than two out of three observations will fall within one 
standard deviation of the mean.  
 
I should note, of course, that I didn't just calculate this in my head. You can use Excel 
to calculate values of the cumulative distribution function capital F of x and the 
probability density function little f of x. Values can also be calculated with many other 
statistical software packages and are also available in statistical tables.  
 
Now, the probability of falling within two standard deviations of the mean is calculated 
in the same way and is represented by this formula. This then the answer to this turns 
out to be about 0.95 or 95%. That is, only 5% of observations will fall further than two 
standard deviations from the mean.  
 
And finally, the likelihood of an observation falling within three standard deviations of 
the mean is 0.997. On average, only 3 in every 1,000 observations will be that far from 
the mean.  
 

Properties of the Normal Distribution 
Now, you can build a whole career studying the normal distribution, but I want to point 
out just a couple of its properties now. These turn out to be essential to understanding 
the confidence we can have in comparing groups of individuals or households in 
experimental settings.  
First, imagine you have two normally distributed random variables. Let's call them xA 
and xB. These could, for example, measure a particular attribute of people in two 
different populations, say men and women, children and adults, Australians and 
Bangladeshis, et cetera.  
 
Suppose you select one person from each population at random. You get a value of 
xA from the first distribution and a value of xB from the second. Now you add these 
two numbers together to get a third variable. And we'll call that y, which is equal to xA 
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plus xB. Exactly why we would want to add two random variables together will become 
apparent when we start comparing treatment and control averages.  
 
Like the X's, y itself is a random variable. Question is, what is its probability 
distribution? It turns out that y also has a normal distribution. And its mean is just the 
sum of the means of population A and population B.  
 
What the variance is depends on how the selections from each populations are made. 
If the draws are independent, that is, roughly speaking, a high value from Population 
A isn't necessarily chosen together with a high or low value from population B, then 
the variance of y is equal to the sum of the variances of xA and xB.  
 
It's intuitive that if the two underlying means are large, then the mean of the sum should 
be kind of big too. Same goes for the variances. But the fact that this distribution of 
the sum is exactly normal is perhaps a bit surprising.  
 
By extension, adding together three normally distributed random variables also gives 
you a new random variable with a mean equal to the sum of all three means and a 
variance equal to the sum of all three variances.  
 
Next, what if we start with a normally distributed random variable x and multiply each 
potential observation by some constant, say, A? This will turn out to be useful for 
understanding the distribution of the average of a sample drawn from a larger 
population since the average itself is the sum of random variables multiplied by the 
particular number 1 over n.  
 
Here's an example in which x has a mean value of, say, 10 and some variance sigma 
squared. And we simply multiply by a equals 2. The distribution stretches out in both 
directions. And its center moves from 10 to 20.  
 
The shape of the distribution is unchanged. And indeed, the new variable we get, y 
equals a times x, is exactly normally distributed, this time with a mean equal to a times 
the original mean and a variance equal to a squared times the original variance sigma 
squared.  
 
Finally, these properties can be used to show that a random variable formed as the 
difference between two independently distributed normal random variables is, again, 
itself normal, this time with a mean equal to the difference in the means and a variance 
equal to the sum of the two variances.  
 
Notice that the mean of the difference is the difference in the two means-- this seems 
sensible-- but that the variance of the difference is the sum of the two underlying 
variances, not the difference.  
 
When we compare the mean outcomes of two groups of people, say, a treatment 
group and a control group, we will essentially be calculating or more accurately 
estimating something like the difference in the two means.  
 
This insight is important and bears repeating. It means that when you compare the 
averages of two populations, one of the essential steps in conducting an impact 
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evaluation, you'll be working with a quantity that is normally distributed. This is a key 
to the statistics we will need to determine whether the difference between two 
populations is meaningful and indeed whether a program has had an impact.  
 

ACTIVITY 5 
Participate in a peer discussion. 
 
Think about the following scenario. 
 
Discussion Scenario: Suppose that initially you have 99 observations of a random 
variable and that the average is 0 and the standard deviation is 1. You add an 
additional observation to the same with a value of 100. 

1. How does the mean change? 
2. What about the standard deviation? 
3. Why might it make more sense to calculate the median than the mean in this 

example? 
4. Can you think of an alternative to standard deviation that would be less strongly 

influenced by this additional observation? 
 
Use the questions to help guide your answer.  
 

Properties of Samples Drawn from Larger Populations 

How do we use what we have learned? In this section, we will apply the statistical 
concepts learned to a concrete example. We will review how different samples will 
provide, for example, different averages.  

Module Key Section Question 

Read the following guiding question before engaging with the section content:  

 What are the connections between samples, populations and means? 
 

Sampling Distribution and the Central Limit Theorem 
Let's apply these statistical concepts to a concrete example. Suppose the minister of 
health is concerned about stunting and malnutrition and wants to know the average 
height of children aged five. She could figure this out by measuring every five-year-old 
in the country, but that would be really expensive. Instead, she asked the National 
Statistical Agency to estimate the average by measuring the heights of a sample of 
five-year-old kids.  
 
Let's assume for now that the kids' heights are normally distributed and a sample of 
100 kids is drawn from the population. The average height of the children in this first 
sample X bar 1 is simply the sum of the heights divided by 100. X bar 1 is itself a 
random variable. Here's why.  
 
If we draw another random sample of 100 observations, we would likely get a different 
average. A third sample would give a different average again. In fact, we can think of 
the combined act of drawing a sample of 100 observations and calculating its average 
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as the simple act of drawing a single observation, not of the X's, but the random 
variable X bar. Because X bar is itself a random variable, it takes on different values 
depending on the sample we draw. It makes sense to ask how it is distributed.  
 
Well, the average of a particular sample is made up of two parts. The first is the sum 
of the X's for children in the sample. Let's call this sum Y. And remember that each 
value of X comes from the same normal distribution. So each of the X's is normally 
distributed with the same mean mu and variance sigma squared. So we know that the 
sum of the X's is itself normal with mean 100 times mu and that the variance is 100 
times sigma squared.  
 
The second step in calculating the average is to multiply the sum of the X's by 1 over 
100. But since Y is normal, we know that a multiple of Y is also normal. So X bar is 
normal with mean 1 over 100 times 100 times mu. That is, the mean of X bar is equal 
to mu. Similarly, the variance of X bar is 1 over 100 squared times the variance of Y, 
which is 100 times sigma squared. This is just sigma squared over 100.  
 
So what have we learned? The mean of the average is the same as the mean of the 
underlying random variable, and the variance of the average is 1/100 the variance of 
the underlying variable. Remember, 100 was the number of people we drew in our 
sample. Again, the idea, then, is that each time you calculate the average height of a 
sample of, say, n children drawn randomly from the population, you will get a different 
number. But those numbers themselves can be thought of as being drawn from a 
normal distribution with the same mean, but a much smaller variance, depending on 
how large n is.  
 
Here's a visual simulation that gives you some intuition for why this is true. Whenever 
you draw a sample from a normal distribution, you mostly get values in the middle and 
some at the ends. Taking the average of these values gives you a number that is pretty 
likely to be around the middle. You'd only get an average at one of the extremes if 
most of the values in the sample were at one end or the other. And this is pretty unlikely 
to happen.  
 
The story we just told started with a simple coin toss, representing a random variable 
that could take one of two values. We then tossed the coin twice, then three times, 
four times, et cetera. And each time we created a new random variable, which was the 
sum of the individual outcomes. Basically, we counted the number of heads. As the 
number of tosses got larger and larger, the likelihood of getting a certain number of 
heads, that is the probability that the sum of the individual random variables took a 
particular value was approximated by the normal or Gaussian density function.  
A rather remarkable result in statistics is that the same thing happens, no matter what 
kind of variable you start with. Even if we don't start with a coin toss, that is a binomial 
distribution, if we add up n draws from any old distribution and do this again and again, 
then the numbers we get are themselves drawn from a distribution that is 
approximately normal. As the number of observations that are added up each time 
increases, the sum gets closer and closer to being normally distributed, but if the sum 
is approximately normal, then the average of a sample, the sum divided by the number 
of observations, is also approximately normal. That is, each time we draw a new 
sample of n observations and calculate a new average, we will get a number that is 
drawn from a distribution that is approximately normal.  
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Here's a graphic illustration of a case in which we start with a uniformly distributed 
variable, that is a variable that lies within a certain range, but for which each value is 
equally likely. Just as before, we draw a random sample and take the average, but 
again, it's very unlikely that most of a given sample will be drawn from one end of the 
distribution or the other. So getting a very high or a very low average is unlikely. We're 
much more likely to get an average in the middle of the original range. Now, like all 
deep mathematical results, this is both beautiful and mind blowing. This one is called 
the central limit theorem.  
 

Review 

In this module, we have discussed describing & visualizing data, binomial and 
normally distributed random variables, and properties of samples drawn from larger 
populations. 

Module Learning Outcomes 

Having completed this course module, you should feel comfortable to: 
 Recall what are random variables and how they indicate characteristics of a 

group. (Review "Describing and visualizing data") 
 Calculate summary statistics, such as the range, average, median, and 

variance of data. (Review "Describing and visualizing data") 
 Describe the construction of histograms and probability density functions. 

(Review "Describing and visualizing data") 
 Distinguish between discrete and continuous random variables. (Review 

"Describing and visualizing data") 
 Describe the binomial distribution. (Review "Binomial and Normally Distributed 

Random Variables") 
 Discover how the normal distribution is a limiting case of the binomial 

distribution. (Review "Binomial and Normally Distributed Random Variables") 
 Observe properties of the normal distribution: adding and differencing normal 

random variables. (Review "Binomial and Normally Distributed Random 
Variables") 

 Infer sampling distribution from observations on a finite sample of data. 
(Review "Properties of Samples Drawn from Larger Populations") 

 Describe the Central Limit Theorem. (Review "Properties of Samples Drawn 
from Larger Populations") 

 

Review of Statistical Concepts 
What's the bottom line for understanding and estimating impacts of interventions? 
Whatever outcomes we are interested in, if it is something we can count or measure, 
like test scores, heights, wages, whatever, and however that variable is distributed in 
the population, normally, uniformly, or some other way, the average value of the 
outcome variable in a sample will be approximately normally distributed.  
 
Once we know how this average is distributed, we can say something about how 
confident we are about the true mean of the underlying distribution. For example, 
having measured the average height of a random sample of 100 five-year-old children, 
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we can say something about the average height of such kids in the population, even 
though we haven't gone to the trouble of measuring every single five-year-old in the 
country.  
 
And when we are dealing with two populations, those exposed to a treatment and 
those not exposed, we can talk about how confident we are that their averages are 
different and by how much. Why? Because the difference in averages is itself 
approximately normally distributed, and we can assess how confident we are that this 
difference is greater than 0. That is, are the two groups really different and by how 
much?  
 

Knowledge Check 
Complete the following questions to check your knowledge. Read each question 
carefully. 
 
Question 1. True or False 
Class size is a continuous random variable. Select the correct response. 
 True 
 
 False 
 
Question 2. Multiple Choice 
Let 𝑋 denote height. Suppose John is the name of one of the people in a sample, and 

he is given the index 𝑖=3. What is the correct way to represent John’s height? Select 
the correct response. 

A. X (John) 
 

B. Xheight 
 

C. X3 
 

D. John’s Height 
 
Question 3. Multiple Choice 
What does a histogram “bin” refer to? Select the correct response. 

A. The number of observations that fall between a range of numbers. 
 

B. A range of values of the random variable that are plotted in the same rectangle 
on a histogram. 

C. A value of the random variable. 
 

D. A plot of the distribution of a random variable. 
 
Question 4. Numerical Input 
Suppose that you asked 15 people their ages and received the following answers: 60, 
81, 64, 49, 58, 56, 58, 49, 43, 44, 52, 51, 46, 55, and 52. What are the average, the 
median, and the standard deviation of the data? Use up to two decimal places.  
Average =  
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Median =     
 
 
Standard Deviation =  
 
Question 5. Multiple Answer 
What is the difference between a histogram and a probability density function? Select 
all that apply. 

A. A histogram records the actual number of observations that were observed in 
each bin. 

B. A PDF records the actual number of observations that were observed in each 
bin 

C. A histogram records the probability that the random variable will fall in a 
particular range. 

D. A PDF records the probability that the random variable will fall in a particular 
range. 

 
Question 6. Numerical Input 
Suppose that ¼ of students in a population have class 2 days a week, ½ of students 
have class 3 days a week, and ¼ of students have class 5 days a week. What is the 
standard deviation of the data? Round your answer to the nearest hundredth. Use up 
to two decimal places.  
 
Standard deviation =  
 
Question 7. Multiple Choice 

Suppose that you are studying poverty and have collected data on household income. 
How could you use a binary variable to record whether or not a household is poor 
(based on the formal definition of poverty)? Select the correct response. 
 

A. You can’t. Income is a continuous variable. 
 

B. Define a new variable, call it X, that takes on a value of 1 if the household’s 
income falls below the poverty line and a value of 0 if the household’s income 
is greater than or equal to the poverty line. 

C. Define a new variable, call it X, that takes on a value of 0 if the household’s 
income falls below the average income and a value of 1 if the household’s 
income is greater than or equal to average income. 

D. Calculate the median of the data. 
 
Question 8. Multiple Choice 
How does the probability density function differ from the cumulative density function? 
Select the correct response. 

A. The probability density function is used with discrete random variables, but 
the cumulative density function is used with continuous random variables. 

B. The probability density function is used with continuous random variables, but 
cumulative density function is used with discrete random variables. 

C. The probability density function records the chance that a given value will 
occur. The cumulative density function records the chance that an observed 
value will fall below a particular point. 
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D. The probability density function is smooth. The cumulative density function is 
not. 

 
Question 9. Multiple Choice 
In the case of a normal distribution, how many standard deviations from the mean do 
you need to go before the chance of observing a value is less than 0.5%? Select the 
correct response. 

A. 1 
 

B. 2 
 

C. 3 
 

D. 4 
 
Question 10. Multiple Choice 

Suppose that 𝐴 and 𝐵 are independently normally distributed random variables and 
that c is some real number. Is the new random variables 𝑌=𝑐𝐴+𝐵 normally distributed? 
Select the correct response. 
  Yes 
 
   No 
 
Question 11. Numerical Input 
Suppose you create a new random variables 𝑌=𝐴−𝐵 from independent normally 
distributed random variables 𝐴 and 𝐵. 𝐴 has a mean of 5 and a variance of 10. 𝐵 has 

a mean of -1 and a variance of 12. What is the mean of 𝑌, and what is its variance? 
 
Mean =  
 
Variance =  
 
Question 12. True or False 
If you take multiple samples from the same population they will all have the same 
average. Select the correct response. 
  True 
 
  False 
 

STATA EXCERCISES 
This tutorial introduces the Stata commands associated with the content in Module 3: 
Statistical Concepts. 
 
Bertrand, M. and Mullainathan, S. (2004). Are Emily and Greg More Employable than 
Lakisha and Jamal? A Field Experiment on Labor Market Discrimination. American 
Economic Review, 94(4), 991-1013. DOI: 10.1257/0002828042002561 
 
The data we use is from a study by Marianne Bertrand and Sendhil Mullainathan who 
wanted to measure racial prejudice in the US labor market. They conducted an RCT 
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in which fictitious resumes were sent to employers in Boston and Chicago. Some of 
the made-up applicants had names more typical of African- and Asian-Americans, like 
Lakisha and Jamal, while others had names that were more typically associated with 
white people, like Emily and Greg. Apart from the names, the resumes were identical, 
and Marianne and Sendhil wanted to know if employers responded differently. 
 
Data: To begin, download the data from the "Are More Employable Than? A Field 
Experiment on Labor Market Discrimination" article page. The data will be downloaded 
as a compressed (zip) file. You should unzip it before using the dta file. 
 
Exercise: Download your Stata exercise files as compressed (zip) file. Open the file 
module_3.md, or module_3.html file, to get started. 
 

Glossary 
Variable  
In statistical terminology, a variable is a symbol that stands for a value that may vary.  
 
Sample  
In statistics, a sample is a subset of a population. Typically, the population is very 
large, making a census or a complete enumeration of all the values in the population 
impractical or impossible. Instead, researchers can select a representative subset of 
the population (using a sampling frame) and collect statistics on the sample; these 
may be used to make inferences or to extrapolate to the population. This process is 
referred to as sampling.  
 
Sampling  
Process by which units are drawn from the sampling frame built from the population 
of interest (universe). Various alternative sampling procedures can be used. 
Probability sampling methods are the most rigorous because they assign a well-
defined probability for each unit to be drawn. Random sampling, stratified random 
sampling, and cluster sampling are all probability sampling methods. Nonprobabilistic 
sampling (such as purposive or convenience sampling) can create sampling errors.  
 
References 
 David M. Lane, “Online statistics education: a multimedia course of study,” 

Sections I, II, III, VII, IX) 
 Website: Seeing Theory 
 
 
 
 
 
 
 
 
 
 
 
 

https://www.aeaweb.org/articles?id=10.1257/0002828042002561
https://courses.edx.org/assets/courseware/v1/0b57edb241e2cf73c70e7754cc5636a5/asset-v1:GeorgetownX+econ-491+2T2020+type@asset+block/Module_3_Stata.zip
http://onlinestatbook.com/2/
https://seeing-theory.brown.edu/
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MODULE 4: STATISTICAL INFERENCE 
This module is a further discussion of the application of more advanced statistical 
concepts.  
 
Key Questions  

 How is a mean and a variance of a random distribution determined?  

 What are the characteristics and the use of a true mean from random samples? 

 What is the use of the confidence intervals and of p-values in hypothesis 
testing?  

 How do you calculate the confidence interval around the sample average and 
the level of significance of the test?  

 How do you measure the z-score of the test with a true mean of 0 of a 
hypothesis?  

 How do you calculate the mean, standard deviation, the confidence interval, 
and the sample variance?  

 How do you determine the t-statistic and the t-value?  
 
Learning Objectives  

 Estimate the mean of a normal distribution using a sample of data.  

 Articulate levels of confidence and statistical significance.  

 Determine the critical values of the standard normal distribution.  

 Identify p-values.  

 Calculate for a difference in means.  

 Estimate the mean using the t-distribution. 

 Calculate for a difference in means using the t-distribution  
 
CONTENT 

Introduction 

In this module, we build on what we learned in the previous module by having further 
discussion of the application of more advanced statistical concepts. 
 
Keep in mind the following questions as you progress through the module sections: 

 How is a mean and a variance of a random distribution determined? 
 What are the characteristics and the use of a true mean from random samples? 
 What is the use of the confidence intervals and of p-values in hypothesis 

testing? 
 How do you calculate the confidence interval around the sample average and 

the level of significance of the test? 
 How do you measure the z-score of the test with a true mean of 0 of a 

hypothesis? 
 How do you calculate the mean, standard deviation, the confidence interval, 

and the sample variance? 
 How do you determine the t-statistic and the t-value?? 

 

 Introduction to Statistical Inference 
As we've said a number of times now, when we measure the impact of a program or 
policy, a useful approach is to think of comparing the distributions of outcomes in two 
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groups, a treatment group and a control group. Maybe these are the wages of people 
after a training program or the agricultural yields of farmers who are given access to 
fertilizer. Whatever the context, a first step is to compare the average outcomes of the 
two groups.  
 
On the other hand, we know from the previous module that each time we calculate the 
average of a sample, we will likely get a different answer because of the random nature 
of the sample itself that we have drawn. This sampling variation, as we call it, means 
we can't say exactly what the population's average is when looking at a single sample, 
but our treatment and control groups are exactly that, two samples from underlying 
populations. In this case, the average outcomes in the two groups will likely be 
different, even if the treatment had no effect whatsoever.  
 
Are we stumped? In a world of random samples, how are we ever going to be able to 
tell if there is a treatment effect? In this unit, using the properties of the normal 
distribution, we'll develop the ideas of statistical significance and hypothesis tests that 
will allow us to be precise about how confident we can be in making comparisons 
between treatment and control group outcomes. We'll introduce concepts, such as 
confidence intervals, p-values, and t-statistics, terms you might have come across 
previously, but which we hope will be less intimidating by the end of this module.  
 

Estimating the Population Mean of a Random Variable 

Let's review how to estimate the mean of a normal distribution using sample data. You 
will also explore the characteristics of an assumed mean and true mean. 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 

 How is a mean and a variance of a random distribution determined? 

 What are the characteristics and the use of a true mean from random samples? 
 

Estimating the Mean of a Normal Distribution 
Let's start with a single sample. And suppose we know that it is drawn from an 
underlying normal distribution whose mean mu is unknown to us. We'd like to use the 
data in our sample to estimate, that is to make a good guess of, the mean of the 
underlying population from which the sample was drawn. Let's make an even wilder 
assumption for now, and suppose we already know the variance of the underlying 
normal distribution, sigma squared.  
 
A natural way to start is by calculating the average value of x from our sample, which 
we call x bar. We already know that x bar itself comes from a normal distribution with 
the same mean as each of the x's, mu, that is, and with a variance of sigma squared 
over n, where n is the size of the sample. We refer to the particular value of x bar that 
we calculate from our sample as the point estimate of the mean of the underlying 
population. Any particular value of x bar won't exactly equal mu, but it is drawn from a 
distribution whose mean is mu.  
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Now you're saying, but we don't know what mu is, so how does this help? Good 
question, but hang on. Let's try to narrow down our search for mu, the mean of the 
underlying population, from which our sample is drawn. In principle, mu could be any 
positive or negative number. But for some mu's, indeed many, it would be extremely 
unlikely that our sample would have delivered the particular value of x bar that we 
observed.  
 
Let me give you an example. Suppose you are interested in measuring daily 
household per capita consumption in a poor rural area in Kenya, measured in Kenyan 
shillings. At current exchange rates, consumption of two US dollars per day translates 
into about 200 shillings per day. Let's suppose that we know the variance of the 
underlying distribution of per capita daily consumption, and that it is roughly 10,000. 
So the standard deviation is 100, about one US dollar. The variance of per capita 
consumption is actually much larger. But this value makes it easy to do the math.  
 
Next, we draw a sample of 50 observations and then calculate the average level of 
per capita consumption, x bar. X bar, coming from one of many possible samples that 
could have been drawn, itself has a distribution. And we know from the central limit 
theorem that it is approximately normally distributed with mean mu and variance 200. 
That is, the variance of x bar is equal to the variance of x divided by n, which is 10,000 
divided by 50, or 200. The standard deviation of x bar is the square root of 200, or 
about 14.1.  
 
Now let's suppose that from this sample, the value we calculate for the average is 220 
Kenyan shillings. If the true mean, mu, was equal to say, 200, then the density function 
of x bar would be centered around the assumed mean, 200. Because the standard 
deviation is about 14, three times this is roughly 42. So for values of x bar below say, 
150 and above 250, the density is very close to zero.  
 
Recall the interpretation of the density function. The total area under the curve is equal 
to one, and the area between any two values of x bar is the probability that a sample 
will be drawn with an average between these two values. While the value of x bar 
equal to 220 is higher than the actual mean, it doesn't seem too unlikely that we might 
draw a sample with this average.  
 
Similarly, if the true mean was say, 240 shillings, then the distribution of x bar would 
be centered around this value and would be virtually zero for values below, about 190 
and above, about 290. Drawing a sample with an average of 220 looks just about as 
likely as when the true mean was 200. Although now, our estimate is a bit below the 
true mean.  
 
But what if the true mean was say, 300 shillings per day? The distribution of x bar is 
now centered around 300 and the chance of drawing a sample with an average of just 
220 looks especially remote. To get such a low average when the true mean was 300, 
most of the values in our sample would have to be way to the left of the true mean. 
Kind of like getting close to 100 tails out of 100 tosses. Still, it's possible, if highly 
unlikely that it could happen.  
 
But saying that the mean could be just about any value is not terribly useful. Can we 
speak more precisely about what the mean could feasibly be, or what values would be 
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relatively likely? We can. Instead of focusing just on the average of a particular sample, 
we can construct a range of values around that average, otherwise known as the 
confidence interval, which is likely to contain the true mean of the population. While 
this concept is essential to all formal research, it is also often reported in the popular 
media where it is referred to as the margin of error.  

Statistical Significance 

In this section, you will review how to construct confidence intervals around an 
estimate of the mean. Through examples and descriptions, we will explain 
the levels confidence and statistical significance. We will guide you on how to 
determine the critical values of the standard normal distribution as well as how to 
identify p-values. 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
o What is the use of the confidence intervals and of p-values in hypothesis 

testing? 
o How do you calculate the confidence interval around the sample average 

and the level of significance of the test? 
o How do you measure the z-score of the test with a true mean of 0 of a 

hypothesis? 
 

Confidence Intervals 
To build a confidence interval, all we need to do is to first articulate what we mean by 
likely, and then to create the corresponding top and bottom of the interval or the lower 
and upper bounds. One standard used by researchers is to construct confidence 
intervals that contain the true mean 90% of the time. This is our concept of likely. By 
chance, 5% of the time, the confidence interval will be too high, and the true mean will 
actually fall below to the left. And 5% of the time, the interval will be too low and the 
true mean will lie above it to the right. But 90% of the time, the true mean will lie inside 
the interval.  
 
So let's start to construct the upper bound of the confidence interval by asking the 
following question, in our example, how large would the true population mean have to 
be in order that we would have had only a 5% chance of drawing a sample with an 
average of 220 or less?  
 

Here's an illustration that will help. It shows the distribution of �̅� with a given variance, 
which we have assumed we know because we know the variance of x and the sample 
size. But it's got an unknown mean, mu. If mu is large, the distribution is further to the 
right, and if mu is small or large and negative, it is further to the left. Because the 
variance is fixed, the shape doesn't change.  
 

Now, for a given value of mu, the probability of getting a value of �̅� anywhere to the 
left of mu is 50%, and the probability of getting a value anyway to the right is the same, 
50%. As we move away from mu to the left, the probability of observing a sample 
average less than a given value falls. If we go far enough, there is a point further to 
the left of me such that the probability of getting a value below this is just 5%.  
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I'll give the point to the left of  a name, CL, where the C is for critical and the L is for 

lower. Its particular value depends on what  is, of course. But now let's go back to 
our question, how large would the true population mean have to be in order that we 
would have only a 5% chance of drawing a sample with an average of 220 or less?  
 
To answer this, we simply choose the value of mu that makes the critical value, CL, 
coincide with our point estimate, 220. Because we know the shape and spread of the 

distribution, we can figure out the value of  that answers our question, that is, the 
largest value that would have given us a 5% chance of observing an average of 220 
or less in the data.  
 
I'll explain where these numbers come from in a moment, but it turns out that for our 
example, this value is 243.3. Next, we could ask how small would the true population 
mean have to be in order that we would have only a 5% chance of drawing a sample 
with an average of 220 or above. Using a symmetric approach to the one we just 
employed, the answer is about 196.7. Any value of mu less than this and the chance 
of observing an average of 220 or above would be lower than 1 in 20.  
 
Putting the answers to these two questions together, if the true mean was larger than 
243.3 or smaller than 196.7, we would have been very unlikely to have observed the 
particular sample average that we calculated. We might say that there is a 5% chance 
that the true mean lies below 196.7, and a 5% chance that it is above 243.3. And 
hence, a 90% chance that it lies between 196.7 and 243.3.  
 
This statement is a little imprecise, however, and I'll come back to it shortly. The 
interval between 196 and 243 is called the 90% confidence interval. Note that the 

confidence interval is centered around the observed average, �̅�, and so it depends on 
the sample we drew.  
 

If we drew another sample, we will get a different �̅� and a different confidence interval. 
Now, I just suggested that saying there's a 90% chance that the true mean lies in this 
interval was a bit imprecise. After all, the true mean is either in the interval or not. We 
just don't know.  
 
To be more exact, we could say that if we drew many repeated samples again and 
again, about 90% of the time, the confidence intervals we calculated would include the 
true mean. A simpler way to represent the confidence interval is to draw a single 
normal probability distribution centered on the sample average. We'll use this shortly 
to understand where the particular critical values come from, however, it's important 

to remember that this figure does not show the probability that  will take on various 
values.  
 

Again, there's nothing random about . We just don't know what it is. Our previous 
image is a more faithful representation of the thought process involved in constructing 
a confidence interval. The left-hand curve shows the underlying distribution of sample 

averages that would give us a 5% chance of observing a value of �̅� greater than or 
equal to 220, and the right-hand curve shows the distribution that would give us a 5% 
chance of observing a value less than or equal to 220.  
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Levels of Confidence 
Is 90% confidence enough? It depends on how demanding we are. How sure we need 

to be that the confidence interval includes the true value of . It turns out that standard 
practice in empirical work is to focus on higher levels of confidence by constructing 
either 95% or even 99% confidence intervals.  
 
In our example, to construct a 95% confidence interval, we need to ask what the true 
mean per capita consumption would have to be in order to give us a 2.5% chance of 
getting 220 or less. It turns out the answer is 247.7. And what would the mean have 
to be so we had only a 2.5% chance of getting 220 or more as the average? The 
answer is 192.3. That's out 95% confidence interval stretches from about 192 to about 
248. Finally, the 99% confidence interval is larger still and ranges from 183.6 to 256.4.  
 
Researchers, policymakers, and donors often seek to use a sample of data to validate 
or assess a claim about a broader population. For example, the minister of health 
might want to know if the share of stunted children in her country is the same as 
reported in other countries at similar levels of development. The minister of education 
might want to know if children's performance on standardized tests is similar to 
international norms. And a poverty economist might want to ask if a country's poverty 
rate is equal to some benchmark value.  
 
Assessing these kinds of questions is otherwise known as testing a hypothesis. A 
hypothesis is typically a statement about the average value of a variable in the 
population. Say, that the share of stunted children is 26%, or the average score on a 
test is equal to 85%, or the poverty rate is 34%. In assessing the validity of a 
hypothesis, essentially, we want to know if it is consistent with the data in our sample.  
 
But what do we mean by consistent with the data? In practice, to test a hypothesis, we 
ask if the hypothesized value-- let's call it 

0
 for now-- lies inside the confidence interval 

surrounding the sample average. If you know it does fall inside the observed 
confidence interval, this does not mean, of course, that we can be sure that the true 
mean of the population is exactly mu nought. All it means is that it's difficult for us to 
claim with much certainty that our guess is demonstrably false. That is, it's not too far 
fetched to believe that the true mean could be 

0
 in light of the sample average we 

calculated.  
 
Furthermore, if 

0
 falls inside the confidence interval, we don't say that we accept the 

hypothesis. It's not that we can shout out - aha! - we are right. But more that we can 
quietly say, well, it looks like we can't say with much confidence that we were wrong. 
More formally, typically, we say that we fail to reject the hypothesis. Pitiful, I know. In 
statistics, as in life, things are not always black and white, but more likely different 
shades of gray.  
 
On the other hand, if our guess lies outside the confidence interval, then we would be 
doubtful that it reflected the true underlying population mean. In this case, we can be 
more definitive. When the confidence interval doesn't include mu nought, we feel more 
comfortable stating that we reject the hypothesis. Of course, we know that confidence 
intervals come in different sizes-- 90%, 95%, and 99%, etc. Correspondingly, when 
we test a hypothesis, we reject it or we fail to reject it with different levels of confidence. 
When the hypothesized value, mu nought, lies outside the 90% confidence interval, 
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we say that we reject the hypothesis at the 10% significance level. Or that the point 
estimate of the mean is significantly different from mu nought at the 10% level. If it lies 
outside the 95% confidence interval, we reject the hypothesis at the 5% significance 
level. And if 

0
 lies outside the 99% confidence interval, we reject the hypothesis at 

the 1% significance level.  
 

More generally, it is customary to use the Greek letter , usually a number close to 

zero, to denote the level of significance, in which case, 1 -  is the confidence level. 
Notice that it's possible that our hypothesized value of the mean could lie outside the 
90% confidence interval but inside the 95% one. We would thus reject the hypothesis 
at the 10% significance level, but fail to reject it at the 5% level.  
 
In the education example, suppose you're measuring kids' test scores on a 
standardized test. The international benchmark average for which is, I don't know, 
85%. You draw a sample of kids who've taken the test in your country and find the 
average score is, say, 87%. You want to test the hypothesis that your students are, in 
fact, on average the same as kids in the rest of the world in terms of their test 
performance. So what do you do? You create a 90% confidence interval around the 
sample average and find it reaches from, say, 85.5% to 88.5%. The hypothesized 
value, 85%, lies outside this range, so you reject the hypothesis that your kids are at 
the same level as the rest of the world at the 10% level. But if you construct a 95% 
confidence interval, you might find it goes from, say, 84.8% to 89.2%. And what do 
you know? Your sample average lies within this range. At the 5% level of significance, 
you're unable to reject the hypothesis that your students are about the same as those 
in the rest of the world.  
 

Where do the numbers come from? 
Let's go back to the first example in which we draw a sample of data from a normal 
distribution with a standard deviation of 100, but with an unknown mean. Recall that 
the average of the sample was 220. And we constructed confidence intervals around 
this point estimate. The 90% confidence interval ranged from 196.7 to 243.3. The 95% 
confidence interval was wider-- ranging from 192.3 to 247.7, etc.  
 
You've no doubt been asking, however, where do these numbers come from? Let's 
take 196.7 and 243.3-- the lower and upper bounds of the 90% confidence interval in 
our example. Remember the convenient picture we used to illustrate these bounds? 
This graphic shows a normal distribution with mean equal to 220 and a standard 
deviation of 14.1-- the square root of sigma squared over n. Also shown are the two 
critical values-- CL and CH-- that we're searching for.  
 
If 220 is the true mean of the population, there is a 5% chance of drawing a sample 
with an average that is lower than CL, and a 5% chance we would have drawn a 
sample with an average that is higher than CH. In principle, we just need to find the 
value of CL that solves this pretty ugly-looking equation.  
 
These days, your smartphone or computer can easily do this for any normal 
distribution, that is, for any value of the main-- 220 in this case-- and the standard 
deviation-- 14.1 here. But without a computer, this equation is a real pain to solve. So 
back in the day, statisticians found a way to make their lives easier.  
 



 

 64 

To that end, they asked, what if we start with a normal distribution with mean 0 and 
standard deviation 1-- that is the standard normal-- and search for the critical values 
below and above which 5% of the probability density falls? For the lower bound, the 
critical value turns out to be about minus 1.65. I'm going to call this 𝑍 now, or what 
my other colleagues might call ZL. 
 
You can verify this using Excel by typing this text. the upper bound of the confidence 
interval, which you can calculate with this command in Excel, and which I'll call ZH, is 
by symmetry about 1.65. Don't be fooled. These values themselves are not easy to 
derive either. But once they have been, it turns out to be straightforward to figure out 
the critical values in other cases.  
 
For example, if the mean was not 0 but something larger, then the whole normal 
distribution would just shift to the right by that amount. And the critical values would 
shift by the same amount. So if the mean of the distribution was, say, 10, then the 
critical values for the 90% confidence interval would be 10 minus 1.65, which is about 
$8.35, and 10 plus 1.65, 11.65.  
 
Also, starting with the standard normal, if the standard deviation was not 1 but 
something greater, then the distribution would be stretched out by that factor. And the 
critical values would be stretched out too. For example, if the standard deviation was 
not 1 but 2, but the mean was still 0, then the critical values would be 2 times minus 
1.65 and 2 times 1.65. That is, minus 3.3 and plus 3.3.  
 
Putting these two possibilities together, if the mean is not 0 but some value mu and if 
the standard deviation is not 1 but some value sigma, then the critical values are 
shifted and stretched accordingly. The relationship between the critical values of the 
standard normal, ZL and ZH, and the critical values of a normal distribution with mean 
mu and standard deviation sigma, which will go CL and CH, can be summarized in 
these formulae.  
 
Now, when we're creating a confidence interval for the mean of a population, the 
variable we're considering is the sample average. Our sample gives us a particular 
value of the average, x bar, around which we construct the confidence interval using 
the standard deviation of the average, that is, sigma over root n. The low band of the 
confidence interval is thus the average plus sigma over root n times the lower critical 
value or the standard normal. And the upper bound has the same formula but with the 
upper critical value of the standard normal.  
 
Finally, then, putting all this together, the lower bound of our 90% confidence interval 
around the sample average of 220 is about 196.7 and the upper bound is 243.3. Now 
we can test our hypothesis that the true mean is equal to some value mu 0 by asking 
if that value mu 0 lies between the lower and upper bounds of the confidence interval. 
That is, we ask you if mu 0 is bigger than x bar plus sigma over root n times ZL and 
less than x bar plus sigma over root n times ZH.  
 
Let's take a look at the left-hand part of this inequality. This says that x bar plus sigma 
over root n times ZL, the lower critical value of the standard normal distribution, is less 
than the hypothesized value mu 0. Now I'm going to rearrange this expression by first 
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taking mu 0 over to the left-hand side. Then, moving sigma over root n times ZL to the 
right-hand side. And finally, by dividing both sides by sigma over root n.  
 
Notice that the term on the right hand side is minus ZL. But by symmetry, this is the 
same as plus ZH. Remember these are the two critical values of the standard normal 
either side of 0. I'll call the resulting expression on the left-hand side z. And I'll call it z 
because, well, that's what people call it, which is the difference between x bar and mu 
0 divided by the standard deviation of the average. This variable is less than ZH.  
 
Now, starting from the other side of the original inequality you can show using the 
same logic that the variable z is greater than ZL. Combining these two expressions, 
we see that z lies between ZL and ZH, or that it is less than 1.65 and greater than 
minus 1.65. This statistic is, in fact, called the z-score relative to mu 0. It measures 
how many standard deviations the observed average is from the hypothesized value.  
 
You might have come across z-scores already, especially if you work in health and 
education. For example, a 5-year-old child with a height z-score of 0.5 is half a 
standard deviation taller than the average 8-year-old. And an 8-year-old who reads at 
a level one standard deviation below the average for kids her age would have a z-
score of minus 1.  
 
To construct a 95% confidence interval, we need to calculate the values above and 
below which there is a 2.5% chance of a normally distributed random variable 
following. These turn out to be 1.96 and minus 1.96 respectively-- the critical values 
at the 5% level. Similarly, to construct the 99% confidence interval, the corresponding 
critical values of the standard normal distribution are 2.58 and minus 2.58. The 90%, 
95%, and 99% confidence intervals are the most commonly used and correspond to 
significance levels of 10%, 5%, and 1% respectively.  
 
As we discussed, we use confidence intervals to test hypotheses about the true 
meaning of distribution. In particular, we reject such a hypothesis if the hypothesized 
value falls outside our confidence interval. And we fail to reject it if our guess falls 
inside the interval. But instead of either rejecting or failing to reject the null hypothesis, 
we might ask what's the probability that a sample would have produced an average 
as far away or further in either direction from the hypothesized value as the observed 
value is. This gives us a slightly more nuanced way of judging the validity of a 
hypothesis.  
 

In our example when  �̅� is 220, suppose the hypothesized mean is 200, that is, 20 
units below the observed value. The p-value tells us the probability that we would have 
drawn a sample with an average at least 20 units above 200, that is, 220 or more, or 
20 units below 200, that is, 180 or less. In terms of the density function, this probability 
is represented by the area to the right of 220 plus the area to the left of 180.  
 
Here the total area is 15.8%-- 7.9% above 220 plus 7.9% below 180. So the p-value 
is 0.158. Any p-value less than 0.1 would mean that the area to the left of 176.7 and 
to the right of 223.3 was less than 10%. That is, each bit would be less than 5%. Such 
an outcome would correspond to a situation in which the hypothesized mean fell 
outside the 90% confidence interval. So we would reject the null hypothesis at the 10% 
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level. Similarly, a p-value less than 0.05 or less than 0.01 would mean we would have 
rejected the null hypothesis at the 5% and at the 1% levels respectively.  
 

ACTIVITY 6 
Reject the null hypothesis 
 
Determine which findings are sufficient to reject the null hypothesis that a population's 
true mean is zero with 95% confidence. Check all the findings you will reject. 

A. 0 is not contained in the 90% confidence interval of  
 

B. 0 is not contained in the 99% confidence interval of  
 

C. The p-value for a test that  equals 0 is 0.01 
 

D. The p-value for a test that  equals 0 is 0.5 
 

Comparing Means in Two Populations 

In this part of the module, learn more about how to test for a difference in means and 
to estimate the mean using the t-distribution. You will get a chance to practice 
calculating for a difference in means using a t-distribution. 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
 How do you calculate the mean, standard deviation, the confidence interval, 

and the sample variance? 
 How do you determine the t-statistic and the t-value? 

 

Testing for a Difference in Means 
We're now in a position to ask if the outcomes for two groups are different in any 
meaningful sense. Suppose there are two samples. Sample A has nA observations 
and Sample B has nB observations, for which we measure an outcome variable X. For 
example, this variable could be per capita household income again. Let us assume 
that these samples are drawn from two underlying populations with possibly different 

means, 
𝐴
 and 

𝐵
, and with possibly different variances, 𝐴

2 and 𝐵
2 . Maybe Sample A 

has been subject to some treatment, like a microfinance intervention or a training 
program, while Sample B is the control group. Or maybe Sample A is simply made up 
of female-headed households and Sample B consists of male-headed ones.  

We measure the average outcome in Sample A, and it's equal to 𝑋𝐴
̅̅ ̅. And that in 

Sample B is equal to 𝑋𝐵
̅̅̅̅ . These are our point estimates of the underlying means, 

𝐴
 

and 
𝐵

. The averages are likely to be different, but this could happen for one of two 

reasons. First, the two underlying means themselves might be different and our 
estimates could reflect this. Or second, the two underlying means might be the same 
but our estimates could differ simply by random chance.  
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So if we observe a difference in the two averages, how confident can we be that this 
reflects a difference in the means of the underlying populations? We already have the 

machinery to answer this question. Remember 𝑋𝐴
̅̅ ̅ has a normal distribution with mean 


𝐴
 and variance 

𝐴
2

𝑛𝐴
. And similarly, 𝑋𝐵

̅̅̅̅  has a normal distribution with mean 
𝐵
 and 

variance 
𝐵

2

𝑛𝐵
.  

 
Now, we know that the difference of two normal random variables is itself normal. So 

the random variable that we'll call Y, which is equal to 𝑋𝐴
̅̅ ̅ − 𝑋𝐵

̅̅̅̅ , is also normally 
distributed with a mean equal to the difference in the underlying means, 

𝐴
− 

𝐵
, and 

a variance that is the sum of the two separate variances. 2 =
𝐴

2

𝑛𝐴
+

𝐵
2

𝑛𝐵
. 

 
The standard deviation of Y is, as usual, the square root of the variance. Y is the 
difference in the measured averages of the two groups, and we'd like to know if any 
observed difference, a non-zero value of Y, reflects a real difference in the means. 
Thus our null hypothesis is that  

𝐴
 equals 

𝐵
, or that the mean of Y, 

𝑌
, is equal to 0.  

 
In the context of an RCT, this null hypothesis is equivalent to a hypothesis that the 
intervention has no impact. To test this hypothesis, we simply create a confidence 
interval around the observed value of Y using the same approach as we did earlier. 
Here's the lower bound for the 90% confidence interval. Again, Y is the observed or 
measured difference in averages. The gibberish in brackets is the standard deviation 
of this difference, and 1.65 is the critical value of the 90% confidence interval for the 
standard normal.  
 
Similarly, the upper bound is the same but with the plus sign instead of a minus. Notice 
that as the number of observations in each sample, NA and NB, get larger, the 
confidence interval narrows. If the 90% confidence interval constructed from the data 
includes the value 0, then we can't reject the hypothesis that the two groups have the 
same mean. That is, we can't reject the hypothesis that the intervention has no impact. 
On the other hand, if the 90% confidence interval does not include 0, then we can 
reject that hypothesis at the 10% significance level.  
 
Because the width of the confidence interval shrinks as the sample sizes increase, 
with larger samples, if you observe a difference in average outcomes, you are more 
likely to reject the hypothesis that they are the same. That is, any observed difference 
is more likely to reflect an underlying difference between the two groups. Of course, 
we could create 95% and 99% confidence intervals as well, using the corresponding 
critical values of the standard normal distribution 1.96 and 2.058, and construct 
hypothesis tests at the 5% and 1% level of significance.  
 
Finally, we can calculate the p-value associated with the hypothesis of a 0 difference 
in means-- that is, under the hypothesis that there really was no inherent underlying 
difference between the groups, what's the probability that we would have observed 
the difference as big or larger than Y? If that probability, the p-value, is small, then we 
will likely reject the hypothesis of no difference.  
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Estimation with Unknown Variance 
The comparison of averages between the treatment and control groups in an RCT, 
gives us a measure of a program's average impact on an outcome variable. In this 
module, we'll explain how to make such a comparison by running a regression. 
Regression analysis is how you will typically find the results of an RCT reported in a 
scientific journal, evaluation report, or policy brief.  
 
However, we'll see how the concept of a regression allows us to do more than simply 
quantify the relationship between the treatment and an outcome of interest. A 
regression can also help us quantify the association between such outcomes and 
other factors. When we incorporate associations between the outcome and other 
variables in our analysis of treatment effects, we say we are controlling for those 
factors.  
 
We'll discuss what we can expect to gain from introducing such controls. And when it 
might or might not be useful. Finally, in cases where treatment effects might differ 
across groups, a program's impact, for example, might be larger for one type of person 
than for another-- say for women compared with men or for people who live further 
from a health clinic than others.  
 
We'll see how to estimate these heterogeneous treatment effects by running a 
particular type of regression.  
 

Comparing Two Means and the t-distribution 
Finally, suppose we would like to compare the means of two distributions using data 
from two samples but when the variances are unknown. The simpler case is one in 
which, although we don't know the variances, we do know, or assume we know, that 
they are equal. This is the case we'll look at now. We can estimate this single unknown 
variance using the pooled data-- that is, the data from both samples-- by squaring the 
difference between each observation and the average in the relevant sample, adding 
all these squared differences up together and dividing by the total number of 
observations in the two groups minus 2-- that is, the degrees of freedom.  
 
The degrees of freedom is 2 less than the total number of observations because we 
had to estimate two means, not one. Remember our definition of the t statistic when 
we were estimating the mean of a single sample. This is just a re-scaled and shifted 
version of the sample average. We now want to define a statistic that allows us to 
estimate the difference between two means.  
 
By analogy, we are looking for a re-scaled and shifted version of the difference in the 
sample averages. If the true means are indeed mu A and mu B, then this variable will 
have a t distribution with nA plus nB minus 2 degrees of freedom. To test the 
hypothesis that the means are the same, we calculate the t statistic. If the two sample 
sizes are 50, then the degrees of freedom for this t stat is 98.  
 
Using Excel's t.inv function, the critical values of the 95% confidence interval are plus 
and minus 1.98. If the differences in averages divided by the standard error is larger 
than this value, then we can reject the null hypothesis and infer with 95% confidence 
that the underlying means are in fact different. If the two samples have only 10 
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observations each, then degrees of freedom is 18. And the confidence interval is a 
little wider, stretching from minus 2.1 to plus 2.1.  
 
Let's go through a specific example to familiarize ourselves with the process. We'll do 
this in Stata shortly, but for now, we'll just do the simple arithmetic by hand. The setting 
is the state of Andhra Pradesh in India, where Shawn Cole and his collaborators 
wanted to understand the demand for insurance. How many people would be willing 
to buy it, and what could boost take-up?  
 
The kind of insurance they studied wasn't health insurance or car insurance or life 
insurance. It was rainfall insurance. Farmers who opted to take out coverage would 
receive a payment if rainfall was below a certain level, thereby protecting them against 
the risk of crop failure. The question of why demand for insurance is low turns out to 
be important in developing countries because poor people are exposed to 
considerable risk but typically do not have access to formal insurance. And when they 
do have access to insurance, it is not widely adopted.  
 
So to address these issues, an RCT was conducted. In a control group with 347 
participants and in which insurance was simply offered, just 4% of people took it up. 
Among the different treatment arms, there are a few. In one, 130 individuals received 
a visit from someone who explained the nature of the insurance and the potential 
benefits. In this group, the share who took up insurance was 20%.  
 
Does the promotion make a difference? That's the same as asking if 4% in the control 
group and 20% in the treatment group are different. They sure look like they're 
different. But we want to know if they are statistically significantly different from each 
other, that is, if the difference is real or just due to random sampling variation. Let's 
start by creating a confidence interval around the estimate of the take-up rate in the 
control group.  
 
This will give us a better idea about what the prevailing demand for insurance would 
be if it were simply offered. To do this, we calculate the sum of the squared differences 
between each observation and the average. As an aside, note that each observation 
in this case is simply either 0, the individual did not take up the offer of insurance, or 
1, she did.  
 
The sum of the squared differences is about 13.4. Dividing this by 1 less than the 
number of people in the control group, 346, gives us an estimate of the variance of 
about 0.0388. So the estimated standard deviation of take-up in the control group is 
the square root of this number, or about 0.197. Now, the standard deviation of the 
average take-up in the control group, that is, the standard error in the control group, is 
the standard deviation of the variable itself divided by the square root of the sample 
size.  
 
That is 0.197 divided by the square root of 347. This turns out to be about 0.0106. 
Because the estimate of the take-up rate, 4%, is more than twice the standard error, 
we can reject the null hypothesis that it is 0, even though it's pretty small. Using this 
standard error, we can construct the 95% confidence interval, which runs from 0.01954 
to 0.06115.  
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Thus, we can be 95% confident that the prevailing demand for insurance is 
somewhere between about 2% and 6%, a pretty wide range, but enough to reject the 
hypothesis that demand is, say, 1%, or an alternative hypothesis that it is, say, 10%. 
Both of those numbers fall outside the confidence interval. Now, are the take-up rates 
in the treatment group and the control group different?  
 
Under the assumption that the treatment had no effect, our null hypothesis would be 
that the take-up rates are the same in the two groups. We want to see if we can reject 
this hypothesis on the basis of the data. Well, the estimated difference is 0.2 minus 
0.04, or about 0.16. Under the assumption that the variances of the take-up rates are 
the same in each group, the standard error of the difference is computed as follows.  
 
First, we add the sum of squared differences in the control group to the corresponding 
quantity in the treatment group. The sum of squared differences for the treatment 
group is about 20.8, so the aggregate across the two groups is about 35.2. Next, we 
divide by the degrees of freedom, which is the total sample size, 477, minus 2, and 
then multiply that number by the sum of two fractions, 1 over the number in the control 
plus 1 over the number in the treatment group.  
 
Finally, we take the square root of this, and the result is about 0.027. Since the 
estimated difference in means, 0.16, is larger than twice the standard error, we can 
confidently reject the hypothesis that the promotion made no impact. More precisely, 
the t statistic, the ratio of the difference in averages to the standard error, is 5.78, which 
is greater than the critical value of the t distribution with 475 degrees of freedom, which 
itself is 1.96.  
 
In the experiment, a second treatment group of 74 people received a more intense 
version of the promotion in which a village elder endorsed the insurance product on 
offer as a means of creating trust. The take-up rate in this group was 27%. This is 
more than the take-up rate in the first treatment group, but does it reflect a statistically 
significant difference?  
 
The difference in the averages is about 0.07 or 7 percentage points, so it looks like 
the endorsement was instrumental in boosting demand. However, just as above, we 
can calculate the standard error of this difference, which turns out to be about 0.06, or 
6%. The difference in take-up between the two groups is now much smaller than twice 
the standard error. So we can't reject the hypothesis that demand is unaffected by the 
endorsement. The corresponding t statistic is 1.15, less than the critical value of 1.97 
with 202 degrees of freedom.  
 
Why do we fail to find an effect of the endorsement even when it seems to be so clearly 
boosting demand? Well, there's the rub. It's not that clear that the effect is really there. 
And the reason could be that there weren't many people in the second treatment 
group. There was only 74. If the researchers had worked with a larger sample, then 
the standard error of the difference would have been smaller, allowing them to detect 
any difference with more statistical precision. But with the data on hand, a conclusion 
that the endorsement has an effect is not supported.  
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ACTIVITY 7 
Participate in a peer discussion based on the following scenario. Use the questions to 
help guide your answer. 
 
Discussion Scenario: Suppose that a scientist is testing whether a new cancer drug 
has an effect, an economist is attempting to determine whether a program that costs 
10 cents per person boosts income by more than $5, and a pollster is attempting to 
determine if candidate A has a lead over candidate B. 
 
Should the scientist, economist and pollster use the same levels of confidence for their 
tests? Why or why not? 
 

Review 

In this module, we have discussed estimating the population mean of a random 
variable, statistical significance, and comparing means in two populations. 
 

Module Learning Outcomes 
Having completed this course module, you should feel comfortable to: 

 Estimate the mean of a normal distribution using a sample of data. (Review 
"Estimating the population mean of a random variable") 

 Construct confidence intervals around an estimate of the mean. (Review 
"Statistical significance") 

 Articulate levels of confidence and statistical significance. (Review "Statistical 
significance")  

 Determine the critical values of the standard normal distribution. (Review 
"Statistical significance") 

 Identify p-values. (Review "Statistical significance") 
 Test for a difference in means. (Review "Comparing Means in Two 

Populations") 
 Estimate the mean using the t-distribution. (Review "Comparing Means in Two 

Populations") 
 Calculate for a difference in means using the t-distribution. (Review 

"Comparing Means in Two Populations") 
 
 

Review of Statistical Inference 
Let's review our progress in this module. First, in assessing the average impact of a 
program, we want to compare the average outcomes of people subject to the 
intervention with the average outcomes of those in a control group. But the average of 
any particular sample is itself a random variable. Two samples-- for instance, the 
treatment group sample and the control group sample-- will likely have different 
average outcomes even if there is no impact of the intervention.  
 
For a single sample, if the variable of interest is normally distributed with known 
variance, then the sample average is itself normally distributed. The sample average 
gives us a point estimate of the mean of the underlying population. And we can 

https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/1?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40e15af17ebc75429a9b6e1474327aea71
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40b783951e685b4540a110ef4a3199b481
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40b783951e685b4540a110ef4a3199b481
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40b783951e685b4540a110ef4a3199b481
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40b783951e685b4540a110ef4a3199b481
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40b783951e685b4540a110ef4a3199b481
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/3?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40bcf786e84e484dd8ba5e7f3ce9d723c8
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/3?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40bcf786e84e484dd8ba5e7f3ce9d723c8
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/3?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40bcf786e84e484dd8ba5e7f3ce9d723c8
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/3?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40bcf786e84e484dd8ba5e7f3ce9d723c8
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/c24331af0ac043808bc0ae98b2784eba/41c95aae64bb462f8a6170ddcc28b94c/3?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40bcf786e84e484dd8ba5e7f3ce9d723c8
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construct a confidence interval around this value. We can test a hypothesis about the 
mean, by asking if the hypothesized value falls inside the confidence interval 
generated by the sample average.  
 
We can also test if two means are equal, by testing if their difference is equal to the 
hypothesized value of zero. Alternatively, p-values tell us the likelihood that our 
hypothesis is correct in light of the data on hand. A small p-value is indicative of strong 
evidence against the hypothesis. In more realistic settings, when we did not know the 
variance of the underlying distribution, we must use slightly modified statistics, such 
as standard errors and t-statistics. But these, too, generate confidence intervals and 
p-values with similar interpretations.  
 

Knowledge Check 
Complete the following questions to check your knowledge. Read each question 
carefully. 
 
Question 1. Numerical Input 
Suppose that a random variable s drawn from some distribution with a mean of 5 and 
variance of 100. Suppose you draw a sample of 100 observations from this distribution 
and calculate the average of this sample. If you repeated this process again and again, 
you would obtain a set of averages themselves drawn from a distribution. What is the 
mean and what is the variance of this distribution? 
 
Mean =  
 
Variance =  
 
Question 2. True or False 
The true population mean of a random variable may fall outside of the confidence 
interval constructed from a random sample drawn from the variable's distribution. 
Select the correct response. 
 True 
 

False 
 
Question 3. True or False 
If we draw 100 samples and construct 90% confidence intervals for each of them, then 
we would expect about 10 of the confidence intervals to NOT contain the true mean. 
Select the correct response. 
 True 
 
  False 
 
Question 4. True or False 
As the level of confidence increases, the length of the confidence interval decreases. 
Select the correct response. 
 True 
 
 False 
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Question 5. Numerical Input 
Suppose a statistician rejects a hypothesis with 97 confidence. What is the level of 
significance of the test? Give your answer as a decimal.  
 
Significance level= 

 
Question 6. Numerical Input 
You draw a sample with 100 observations. The sample average is 8, and the sample 
variance is 6,400. What is the 90% confidence interval around the sample average? 
There are two answers. Round your answers to 1 decimal point if applicable. Use the 
negative sign if needed.  
 
CL =  
 
CH =  
 
Question 7. Numerical Input 
You draw a sample with 50 observations. The sample average is -6 and the standard 
deviation is 4. You are testing the hypothesis that the true mean is equal to 0. What is 
the z-score of the test? Round your answer to 2 decimal points. Use the negative sign 
if needed.  
Z – score = 
 
Question 8. True or False 
The p-value for a hypothesis test is 0.005. True or false: we may reject the null 
hypothesis at the 1% level. Select the correct response. 
 True 
 
 False 
 
Question 9. Numerical Input 
Consider two independent normally distributed random variables, 𝑋𝑎 and 𝑋𝑏, and 
suppose the mean of 𝑋𝑎 is 4, and its variance is 10, while the mean of 𝑋𝑏 is 6 and its 
variance is 12. Suppose that you draw a sample of 50 observations from the 
distribution of 𝑋𝑎, and a sample of 100 independent observations from the distribution 
of 𝑋𝑏. Define a new random variable 𝑌=𝑋𝑎−𝑋𝑏. What are the mean and standard 
deviation of Y? There are two answers. Round your answers to two decimal places if 
applicable. Use the negative sign if needed.  
 
Mean =  
 
Standard Deviation =  
 
Question 10. Numerical Input 
Suppose there are two groups of people, Group A and Group B, and that a random 
sample of 100 people is drawn from Group A, and their years of schooling are 
measured. The average schooling in this sample is 10, and the sample variance is 15. 
Similarly, a random sample of 120 people is drawn from Group B, in which the average 
schooling is 15 years, and the sample variance is 12. What is the estimated difference 
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in average schooling levels between the two groups, and what is the 90% confidence 
interval around that difference? Give the exact answers using three decimal places.  
 
Lower bound=  
 
Upper bound = 
 
Question 11. Numerical Input 
What is the sample variance, 𝑆2, of the set of numbers {3,5,7,8,9}? Give a precise 
answer using one decimal place. 
 
Sample Variance = 
 
Question 12. Numerical Input 
Given the hypothesis that the true mean of a random variable is 0, what is the t-statistic 
of the sample of numbers {3,5,7,8,9}? Report your answer to four decimal places. Use 
a negative sign if applicable. 
 
t – statistic =  
 

Question 13. Numerical Input 
Suppose you sample 2 populations and get the values {3, 5, 7, 8, 9} from the first 
population, and {7,21,0,6,30} from the second. You don’t know the variance of either 
population, but you assume they are equal to each other. You want to test whether 
the means of the underlying populations are the same. What is the t-value associated 
with the null hypothesis that the means are the same? Round your answer to 3 decimal 
points. Use a negative sign if applicable.  
 
t - value =  
 
 

STATA EXCERCISES 
This tutorial introduces the Stata commands associated with the content in Module 4: 
Statistical Inference. 
 
Tarozzi, A., Mahajan, A., Blackburn, B., Kopf, D., Krishnan, L., and Yoong, J. (2014). 
Micro-loans, Insecticide-Treated Bednets, and Malaria: Evidence from a Randomized 
Controlled Trial in Orissa, India. American Economic Review, 104(7), 1909-41.  
 
We will use data from a randomized controlled trial by Alessandro Tarozzi, Aprajit 
Mahajan, Brian Blackburn, Dan Kopf, Lakshmi Krishnan, and Joanne Yoong. They 
evaluated the uptake of insecticide-treated bednets (ITNs), comparing one treatment 
group that was offered micro-consumer loans, a second treatment group that received 
free nets, and a control group The study took place in Orissa, India. 
 
Data: To begin, download the data from the American Economic Association.  
 
Exercise: Download your Stata exercise files as compressed (zip) file. Open the file 
module_4.md, or module_4.html file, to get started. 

 

 

 

 

 

https://www.openicpsr.org/openicpsr/project/112832/version/V1/view
https://courses.edx.org/assets/courseware/v1/927fdc7e77c4790bf615ed45df781134/asset-v1:GeorgetownX+econ-491+2T2020+type@asset+block/Module_4_Stata.zip
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Glossary 
Estimator  
In statistics, an estimator is a statistic (a function of the observable sample data) that 
is used to estimate an unknown population parameter; an estimate is the result from 
the actual application of the function to a particular sample of data.  
 
Hypothesis  
A hypothesis is a proposed explanation for an observable phenomenon. See also, null 
hypothesis and alternative hypothesis.  
 
Null hypothesis  
A null hypothesis is a hypothesis that might be falsified on the basis of observed data. 
The null hypothesis typically proposes a general or default position. In impact 
evaluation, the default position is usually that there is no difference between the 
treatment and control groups, or in other words, that the intervention has no impact on 
outcomes.  
 
Alternative hypothesis  
In impact evaluation, the alternative hypothesis is usually the hypothesis that the null 
hypothesis is false; in other words, that the intervention has an impact on outcomes.  
 
Significance level  
The significance level is usually denoted by the Greek symbol, α (alpha). Popular 
levels of significance are 5 percent (0.05), 1 percent (0.01), and 0.1 percent (0.001). 
If a test of significance gives a p value lower than the α level, the null hypothesis is 
rejected. Such results are informally referred to as “statistically significant.” The lower 
the significance level, the stronger the evidence required. Choosing the level of 
significance is an arbitrary task, but for many applications, a level of 5 percent is 
chosen for no better reason than that it is conventional.  
References 

 David M. Lane, “Online statistics education: a multimedia course of study,” 
Sections I, II, III, VII, IX) 

 Website: Seeing Theory 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

http://onlinestatbook.com/2/
https://seeing-theory.brown.edu/
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MODULE 5: REGRESSION ANALYSIS 
The comparison of averages between the treatment and control groups in an RCT 
gives us a measure of a program’s average impact on an outcome variable. In this 
module, we’ll explain how to make such a comparison by “running a regression.” 
Regression analysis is how you will typically find the results of an RCT reported in a 
scientific journal, evaluation report, or policy brief.  
 
Key Questions  

 What is a regression?  

 What regression is used in making a simple comparison of means between a 
treatment group and a control group?  

 How can we account for associations between the outcome and other variables 
in our analysis of treatment effects?  

 Why do we control for variables?  

 How do you estimate heterogeneous treatment effects?  
 
Learning Objectives  

 Run an ordinary least squares regression to estimate the average treatment 
effect, beta-hat.  

 Indicate how control variables affect the standard error of a regression.  

 Describe why including variables that are highly correlated with treatment status 
is problematic.  

 
CONTENT 

Introduction 

In this module, we will review how to make comparisons to quantify the relationship 
between the treatment and an outcome of interest by running a regression. 
Regression analysis is how you will typically find the results of an RCT.  
 
Keep in mind the following questions as you progress through the module sections: 

 What is regression? 
 What regression is used in making a simple comparison of means between a 

treatment group and a control group? 
 How can we account for associations between the outcome and other variables 

in our analysis of treatment effects? 
 When should or shouldn’t we control for other variables? 
 How do you estimate heterogeneous treatment effects? 

 

Introduction to Regression Analysis 
The comparison of averages between the treatment and control groups in an RCT, 
gives us a measure of a program's average impact on an outcome variable. In this 
module, we'll explain how to make such a comparison by running a regression. 
Regression analysis is how you will typically find the results of an RCT reported in a 
scientific journal, evaluation report, or policy brief.  
 
However, we'll see how the concept of a regression allows us to do more than simply 
quantify the relationship between the treatment and an outcome of interest. A 
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regression can also help us quantify the association between such outcomes and 
other factors. When we incorporate associations between the outcome and other 
variables in our analysis of treatment effects, we say we are controlling for those 
factors.  
 
We'll discuss what we can expect to gain from introducing such controls. And when it 
might or might not be useful. Finally, in cases where treatment effects might differ 
across groups, a program's impact, for example, might be larger for one type of person 
than for another-- say for women compared with men or for people who live further 
from a health clinic than others.  
 
We'll see how to estimate these heterogeneous treatment effects by running a 
particular type of regression.  

Regressions 

In this section, you will review how to run an ordinary least squares regression to 

estimate the average treatment effect, ̂. You will also be able to identify how control 
variables affect the standard error of a regression. We will also discuss why including 
variables that are highly correlated with treatment status is problematic. 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
 What is a regression? 
 What regression is used in making a simple comparison of means between a 

treatment group and a control group? 
 How can we account for associations between the outcome and other variables 

in our analysis of treatment effects? 

 

Comparing Means Using a Simple Binary Regression  
In Measuring Impact, we first randomly assigned individuals to a treatment and a 
control group, and we compared outcomes of interests across the two groups. In 
particular, we compared the average outcomes for each group, and asked if they were 
different. Let's denote the outcome variable of interest by y, and let T be a variable 
that equals 1 for treated people, and 0 for untreated people. We'll call the average 
value of y, y bar. To measure the average impact, we compare �̅�(1) for those with T 
equals 1, to �̅�(0) for those with T equals 0. Sometimes we say that we compare �̅�(1) 
conditional on T equals 1 and �̅�(0) conditional on T equals 0, and we'll write these 

values as �̅�(1) and �̅�(0).  
 
Graphically to estimate the average impact, we drew two distributions of outcomes on 
the horizontal axis, and asked if their averages were significantly different from each 
other. But let's flip the picture so the two distributions now lie on the vertical axis. The 
impact is still just the distance between the two averages, this time measured 
vertically. But instead of drawing the histograms of outcomes, I'm just going to draw 
the actual data points as they line up on the vertical axis. Outcomes for people in the 
treatment group are represented by red dots, while those for people in the control 
group are represented by blue ones.  
 



 

 78 

Now, I'm going to add a horizontal axis to this diagram, along which I'll measure 
treatment status, that is, the variable T. Remember, for untreated people in the control 
group, T equals zero, while for treated people in the treatment group, T equals 1. Along 
this axis, I'll drag the distribution of the control group to the left, so it lines up with T 
equals 0, and that of the treatment group to the right, lining it up with T equals 1. Now 
measuring the distance between the two averages is the same as measuring the slope 
of the line in this new picture that joins the �̅�(0) point and �̅�(1).  
 
The slope is just the vertical distance between the two points divided by the horizontal 
distance between them, but that horizontal distance is of course, just 1. The equation 
of this line takes the form y bar equals alpha plus beta times T, where the variables 

are �̅� and T.  is the vertical axis intercept, and  is the slope of the line.  is also the 
difference between the two averages. To see this, recall that the average outcome in 
the treatment group is the height of the line when T equals one.  
 
Substituting T equals one into the equation, we find that �̅�(1) is just  + . Similarly, 
the average in the control group is the height of the line when T equals zero, which is 

. So the difference in average outcomes between the treatment and control groups 

is simply . Statistical packages that estimate regressions do exactly this. With this 
kind of data, they compute the two conditional averages and calculate the slope of the 
line that connects them. In an RCT, this gives us an estimate of the treatment effect.  
 
Now the equation we've been using is the relationship between the treatment variable 
T on the right hand side and the average outcome y bar of T on the left. There is just 
one average outcome when T equals 0, and just one average outcome when T equals 
1. But around each of these averages lie the individual outcomes for each person or 
each household in our data. For those in the control group, some have outcomes a bit 
higher than the average, and others have outcomes a bit lower. The actual outcome 
for individual i in the control group can be thought of as the average for that group 
�̅�(0), plus or minus a bit.  
 
This is how we write the outcome for individual i. Instead of calling it a bit, we give it a 

label, the Greek letter  (epsilon). Since each person has a different bit, each  is 
different and is tagged to an individual i. 𝑖 can take on either positive or negative 
values, depending on where the person i's outcome is a little bit higher or a little bit 
lower than the average in the control group. Similarly, in the treatment group, there is 
a spread of individual outcomes around the average, and person i's outcome is �̅�(1) +
𝑖. 
 

Again, 𝑖 is either positive or negative, depending on where i's outcome is above or 

below the average of the treatment group. So either way, 𝑦𝑖 = �̅� + 𝑖. Now recalling 
the equation of the line joining two averages is �̅� =  + T, we can combine the two 
expressions for the individual outcomes into a single equation that reads 𝑦𝑖 =  +
𝑇𝑖 + 𝑖. This equation, which relates the individual outcomes to the treatment is called 
the regression equation.  
 

Statistical packages will run this regression for you, and report a value of  and . At 
this point, I'd like to bring some statistics back into the picture. When we compared the 
averages of two distributions directly, we interpreted the difference in the averages as 
an estimate of the difference in the underlying means. We could form hypotheses 



 

 79 

about the true difference in means, for example, that the true difference is equal to 0, 
and test the extent to which the data supported these hypotheses.  
 
Similarly, if we make such a comparison by running a regression, the slope parameter 
we obtain is an estimate of the true slope parameter that would reflect the difference 
in the true underlying means. Because it is an estimate of the true underlying value, 
the parameter that we obtain from the regression is given a different name. Instead of 

calling it , which represents the true value, we call it ̂.  with a little thing on the top 
of it that looks like a hat.  
 

̂  corresponds to the difference in averages in our sample, while  is the true 
difference in means in the larger population. Just as with the difference in averages, 

we can test hypotheses about , the true difference in means, by forming confidence 

intervals around ̂, and by calculating corresponding p-values.  
 
5.2.2 Ordinary Least Squares Estimation 
One method of running a regression is to employ a technique called ordinary least 
squares-- something that you might have come across in other courses. This turns out 
to be a general technique that can be used in contexts other than a simple comparison 
of the averages of two groups. But the intuition underlying the approach is easy to 
grasp in the case such as binary regression. Let's start with a fun fact. If you were to 
calculate the average outcome of the control group directly-- say that is �̅�(0)-- you 
would just add up all the outcomes and divide by the number of people in the group.  
 
But another way to conceive of the average is that it is that number that minimizes the 
sum of the squared differences between it and each observation. The idea is to search 
for the particular value of A that minimizes the sum-- over all people in the control 
group-- of the squared values of differences between individual I's outcome and A. As 
you vary the value of A, this expression gets larger or smaller. We call the value of A 
that minimizes it-- the smallest it can be-- ̂ . The cool result is that ̂ is equal to the 
average, �̅�(0).  
 
If your calculus skills are not too rusty, you can easily prove this fact by differentiating 
with respect to A. Similarly, the average in the treatment group is the particular value 
of, say, C that minimizes the corresponding expression. Alternatively, if ̂ is the 
average in the control group, then the average in the treatment group is ̂ plus the 
value of B that makes this expression as small as possible. We'll call the value of B 

that does the trick ̂. It turns out that ̂ + ̂ is just the average outcome in the treatment 
group. But we can do everything in one go and choose A and B simultaneously.  
 
To minimize the sum of the squared differences in the control group plus the sum of 
the squared differences in the treatment group. It seems that we can characterize the 

equation of the regression line as defined by the values of ̂ and ̂. As the choices of 
A and B that minimize the sum of the squared differences between each individual 
point and that line. This is sometimes called the line of best fit. It fits the data best. It's 
also called the OLS or ordinary least squares regression line. Not to be confused with 
the extraordinary least squares regression line, which is-- well, extraordinary. Anyway.  
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The term 'least squares' refers to the fact that we find ̂ and ̂ by making the sum of 
the squared differences between each point and the line as small as possible. We 

interpret the value of ̂ as an estimate of the true treatment effect. Nonetheless, the 
difference might or might not be real-- or statistically significant. So when you run an 

OLS regression using a statistical software package, the values of ̂ and ̂ will be 
reported along with standard errors, confidence intervals, and p-values. Let's look at 
the kind of output you might expect to see from a statistical package when you run a 
regression.  
 
The example I'm going to show is output from Stata. Other software like SPSS, R, and 
SAS will present similar information. First, what you don't see is anything that 
resembles an equation, like the ones we've been writing 𝑦𝑖 = 𝛼 + 𝛽𝑇𝑖 + 휀𝑖. Instead, 
you see a table as shown below.  
 

Col 1 Col 2 Col 3 Col 4 Col 5 Col 6 

y Coefficient Standard 
Error 

t p>|t| 95% Confidence 
Interval 

T �̂� Std error 
of  

�̂� 

t-stat for  

�̂� 

p-value 
for 𝛽 = 0 

Lower 
bound for  

�̂� 

Upper 
bound 

for  

�̂� 

Constant �̂� Std error 
of  
�̂� 

t-stat for  
�̂� 

p-value 
for 𝛼 = 0 

Lower 
bound for  

�̂� 

Upper 
bound 

for  
�̂� 

 
This table corresponds to the simple regression of the outcome variable y on the 
treatment variable t. The first column reports the variables in your equation. Y-- the 
variable on the left-hand side of the equation-- is at the top, and the right-hand side 
variables are listed underneath. The constant variable corresponds to the interceptor.  
 
Column 2 reports the values or the estimated parameters, their so-called coefficients, 

on those right-hand side variables. ̂ for the treatment variable t, and ̂ for the constant 
term. Because the coefficients are estimates only. The next column reports the 
standard error of each one, a measure of how uncertain we are about the true 
underlying value of the coefficient. The fourth column shows the t-statistic, the value 
of the coefficient from column 2 divided by the standard error in column three. This t-
stat is used to test the null hypothesis that the coefficient is 0, that the intervention we 
are evaluating has no impact.  
 
The null of 0 is the benchmark against which virtually all interventions are measured. 
That test also yields a p-value, the probability that you would have observed an 
estimate as large as you did under the assumption that the true value was 0. This p-
value is reported in column five. And finally, in column 6 the lower and upper bounds 
of the 95% confidence intervals around beta-hat and alpha-had are reported. In 
addition to this kind of table, the output usually includes the number of observations 
used in the regression, as well as a bunch of other statistics that are related to the 
regression as a whole. Not just the individual parameters separately. We'll ignore 
these for now.  
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An Example of OLS Estimation 
Here's an example from the study we discussed earlier about understanding what 
drives the take up of insurance by rural households in India. A set of households were 
randomized into a group that received a visit from an insurance educator. A control 
set of households received no visit. So if we were to estimate the effect of being visited, 
our outcome variable, y, would be an indicator equal to 1 if a household adopted 
insurance and 0 otherwise. On the other hand, the treatment variable takes the value 
1, if a household received a visit and 0 if it did not.  
 
Because our y variable is 1 for people who took up insurance and 0 otherwise, the 
average outcome among those who are treated that is, y bar conditional on T equals 
1, is just the fraction of the treatment group that bought insurance. Likewise, the 
average outcome among the comparison group, y bar conditional on T equals 0, is the 
fraction of those who were not visited who nonetheless bought insurance.  
 
The treatment effect from this table is simply the difference between the two 
conditional averages. 0.4 minus 0.04 Or 40% minus 4% a difference of about 36 
percentage points. Here's the outcome of a regression of y, did you buy insurance, on 
treatment using Stata. The coefficient on the treatment variable visit is 0.36, which 
corresponds to the difference in averages we just observed. Not only that, but the table 
also shows that this difference was statistically different from 0.  
 
For a start, the T stat associated with the coefficient is 16.91. Remember, anything 
bigger than about 2 indicates the hypothesis of no effect is likely to be rejected. 
Equivalently, the 95% confidence interval runs from 0.319 to 0.0403. Zero is nowhere 
near being inside this interval, so we can safely reject the idea that the visits had no 
effect. And finally the p-value is so small that to three decimal places, it is 0.000. The 
interpretation of this p-value is that it would have been exceedingly unlikely to observe 
a 36 percentage point or larger difference between the treatment and control groups 
if the true impact of the visits was indeed zero.  
 
We can use regression analysis to do more than make a simple treatment and control 
comparison. Now, when households received a visit, a random sub sample of them 
also received compensation from the researchers for their time. So in effect, the 
experiment had two treatments, not one, a simple visit-only treatment, and a visit plus 
compensation treatment. We can test the impacts of each of these interventions in a 

single regression of the form shown here, where 𝑇𝑖
1 is 1 if the simple visit occurred and 

0 otherwise, and 𝑇𝑖
2 is 1 if the household received compensation for taking part, and 

0 otherwise.  
 

The coefficients on each of the treatment variables, that is, the , indicate the 
differences in take up of insurance between each of the treatment groups and the 

control group. When we run this regression, the coefficients  and 
1
 and 

2
 are 

reported.  is the constant term. That is, the take up in the control group. 
1
 is the 

coefficient on the visit-only variable, and 
2
 is the coefficient on the visit plus 

compensation variable.  
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Here's the output when we run this regression in Stata. The number of observations 
is 1047. Just getting the visit increases insurance take up by 18.6 percentage points, 
a statistically significant change, as the T statistic is much larger than 2. But if 
households are compensated for their time, then they are much more likely to buy the 
insurance. The treatment effect is 59.2 percentage points, about 41 percentage points 
larger than the impact of receiving an uncompensated visit, and the 59 point effect is 
highly statistically significant. The T stat is nearly 20. How did these two effects, 18.6 
percentage points and 59.2 points, relate to the impact of 36.1 points we found when 
we ran the simple binary regression?  
 
Well, in the binary regression, everyone who got a visit, compensated or otherwise, 
was lumped into a single treatment group. The average outcome for this group is 
precisely the average of the average outcomes in the two subgroups, the visit-only 
group and the visit with compensation group. The regression output table doesn't show 
this, but I can report that the number of people in the visit-only group, that is, treatment 
1, was 398, and that there were 302 households in the visit with compensation group, 
treatment 2.  
 
When we calculate the average of the two average outcomes, we have to account for 
the difference in group sizes. We say that we calculate the weighted average. So the 
average effect of any treatment is just �̅� of any treatment, minus �̅� of 0, which is equal 
to 398 divided by 700 times �̅� of 1 minus �̅� of 0, plus 302 divided by 700 times �̅� of 2, 
minus �̅� of 0. And if you do the arithmetic, you get 36.11, which is just what our binary 
regression yielded.  
 

OLS Regression with Continuous Random Variables 
This method of fitting a line to data generalizes to situations in which the explanatory 
variable, that is the one on the horizontal axis, takes on more than two values. For 
example, an outcome variables such as wages might depend on the number of years 
of schooling an individual has acquired, a variable, let's call it X, that can take on many 
values. Or we might want to understand the relationship between nutritional intake, a 
continuous variable measured in say calories, and school performance.  
 
Of course, neither of these regressions would necessarily tell you anything about the 
causal effect of education on future incomes or about the effect of nutrition on 
educational outcomes. Although staying in school longer might cause you to earn 
higher wages, that's not necessarily the only way in which schooling and income might 
be related. It could be that people with high wages had parents with high wages who 
could afford to keep their kids in school for longer. Similarly, it's quite possible that 
better nourished children learn and perform better at school. But on the other hand, 
kids who do better at school could have more educated parents, who better 
understand the importance of maintaining high levels of nutrition.  
 
Only if years of schooling are distributed in the population in a way that is otherwise 
unrelated to other determinants of wages, for example, if years of schooling were 
randomly assigned to individuals, would a regression measure the impact of education 
on wages. And only if nutritional intake was assigned in a way that wasn't correlated 
with other determinants of school performance would a regression tell us its impact on 
test scores. Nevertheless, we can use a regression to quantify the correlation between 
variables, if not the causal effect.  
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In cases like this, we can find the line of best fit through the data by again finding the 
values of a and b that minimize the sum of the squared differences between each point 
Yi and the line with equation 𝑦 = 𝑎 + 𝑏𝑥. The value of a we come up with is again 

called ̂, and the value of b that does the trick is our friend ̂. The idea is that there is 
some true relationship between the average outcome �̅� and x described by the 
equation �̅� =  + 𝑥.  
 

And as before, ̂ is the estimate of the true value of  and ̂ is the estimate of the true 

value of . Like before, because there are estimates, ̂ and ̂ each has a standard 
error, and we can calculate confidence intervals around them and p-values. And we 
can test hypotheses about the true relationship between average outcomes and the 
explanatory variable.  
 

ACTIVITY 8 
Suppose that a researcher runs a regression of income, y, on years of schooling, x. 
So we have the equation y = α + βx. The researcher finds that β>0. Based on this 
result, drag the following statements into "Definitely true" or "Possibly false" bins. 
A. An additional year of education is correlated with higher income. 
B. If you have above average income, then you likely have above averages years of 

schooling. 
C. If you go to school for longer, you will make more money. 
D. If you make a lot of money, it’s because you are well educated. 
 
Definitely True      Possibly False 
 

Adding Controls, and Heterogeneous Treatment Effects 

This section begins by exploring various scenarios accounting for additional variables. 
You then take a look at heterogeneous treatment effects and how to introduce a new 
term, the interaction term, in order to write our regression in a way that 
allows treatment differently per group.  

 

Module Key Section Question 

Read the following guiding question before engaging with the section content: 
o Why do we control for variables? 
o How do you estimate heterogeneous treatment effects? 

 

Controlling for Additional Variables 
Suppose you run an RCT to see if a job training program influences future wages. You 
find a sample and randomly select a treatment group and a control group. Everyone 
in the treatment group gets trained and no one in the control group does. You later 
collect data on wages and find that those in the treatment group have wages that are 
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say 500 pesos per day higher than those in the control group. That's all you need to 
know, the average impact of the training is to raise wages by 500 pesos per day.  
 
But the minister of labor points out that the participants in your study had been out of 
work for varying amounts of time before your intervention, some for a few weeks, 
others for a few months, and still others for some years. She asks you to make sure 
you control for the period of unemployment they had experienced prior to the 
intervention and to give her a new analysis. Maybe, when you take into account the 
length of time out of work, the effect of the training will disappear.  
 
We'll explain shortly that if you have done a good job with your RCT controlling for a 
baseline variable, such as the length of previous unemployment, shouldn't make much 
difference to your estimate of the impact of training. Nonetheless, if the treatment and 
control groups are not sufficiently similar, which can happen especially when the 
sample size is small, then controlling for other variables that are themselves correlated 
with treatment could yield different estimates of the treatment effect. But what does 
this mean, to control for the period of unemployment?  
 
Effectively, we are going to allow that the wages of participants in the study could vary 
not for one but for at least two reasons. First, do they depend on whether they received 
the treatment? In this case, training. But second, are they correlated with how long the 
individuals were out of work beforehand? Of course, previous unemployment will not 
be interpreted causally, as we just discussed, as it may also be associated with many 
other characteristics in people's lives. But the central question is, does allowing for this 
second channel change the measured impact of the first channel, i.e. the training?  
 
Let's take a visual approach to this question. To start, we'll look at just the control 
group and plot their wages on the vertical axis as a function of the length of 
unemployment measured on the horizontal axis. Suppose we see a negative 
relationship. Those who are out of work for longer have lower wages. If you ran a 
regression of wages against length of unemployment within the control group, you 
would find the negative value of the slope parameter. I'm going to label it with the 

Greek letter gamma (). 
 
Here's the regression equation where Xi is the number of months out of work and Yi 
is the daily wage of individual i. The relationship could be negative either because 
being out of work longer makes it harder to find a well-paying job, or it could be that 
the kinds of people who are unemployed for longer have lower skills and so would 
have lower wages in any case. Let's compress all the data points for the control group 
back onto the vertical axis, and now add in the distribution of wages for the treatment 
group.  
 
A simple comparison of means, or equivalently, a simple binary regression of wages 
on treatment, indicates there could be differences, but it is not statistically significant. 
Part of the reason might be that the treatment group includes some people who are 
out of work for a long time, so had relatively low wages, and the control group includes 
some short term unemployed, whose wages were relatively high. This tends to make 
the treatment and control distributions overlap, making it difficult to see a difference. 
More technically, it increases the standard error of the estimated difference.  
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But now, let's spread the data for both groups out in the horizontal direction. It looks 
like the relationship between length of unemployment and wages has about the same 
slope for the treatment and control groups. If you ran a regression of wages on length 
of unemployment for the treatment group, you would get about the same slope 
parameter. But instead, we can run a single regression that incorporates the effects of 
both the training program and the length of time out of work, including all study 
participants, not just those in the treatment group and not just those in the control 
group, but everyone.  
 
We write 𝑦𝑖 =  + 𝑇𝑖 + 𝑥𝑖 + 𝑖. This equation can be used to estimate the impact of 

the training on wages, , while at the same time controlling for the effect of 
unemployment on wages. Graphically, this single equation yields two lines. One 
through the control group data points and the other through the treatment group data 

points. These two lines have the same slight, , by construction.  
 
For an individual i in the treatment group, Ti is equal to 1. So her wage is 𝑦𝑖 =  +
(𝑥1) + 𝑥𝑖 + 𝑖. But for individual j in the control group, her wage is 𝑦𝑗 =  + 𝑥𝑗 + 𝑗. 

Tj is equal to 0, so there's no beta term. The vertical distance between the lines is 
beta, the treatment effect. Notice that this vertical distance is about the same as the 
difference between the averages in the two groups that we calculated doing a simple 
treatment and control comparison.  
 
The difference is that if we focus on a particular value of x, the distributions of wages 
in each group are much less spread out, and so it's easier to see a difference. Here's 
an extreme example in which values of the outcome variable lie exactly along the 
regression lines. Now, at each value of x, if we compare the outcomes in the two 
groups, the difference between them is clear. There's no fuzzy overlap. Controlling for 
x effectively allows us to focus more sharply on the treatment and control groups.  
 
In this case, a lot of the variation in outcomes within the treatment group and within 
the control group is associated with differences in the variable for which we are 
controlling. So in this example, you will have to report back to the minister that by 
controlling for length of unemployment, your assessment of the program's impact did 
not change much, but it was more precisely estimated. This doesn't always happen 
however, and there are a number of reasons you might not want to control for a 
covariate like this.  
Remember, that the other way to get a sharper image of the data is to have more of 
it. A large sample size reduces our standard errors and increases the precision of the 
estimated difference between the treatment and the control groups. But when we 
control for x, which is like comparing the two groups at each value of x, we are 
effectively reducing the size of the sample we're using in making the comparison. I'm 
being a little loose with my terminology here. What's actually happening is that we are 
losing degrees of freedom, and as our degrees of freedom fall the T distribution 
spreads out, which widens confidence intervals and reduces precision, but you get the 
picture.  
 
Another potentially more serious problem arises when the variable you control for is 
itself highly correlated with the treatment. What if say despite the fact that you 
randomly assign individuals to the treatment and control groups, a large fraction of 
people in the skills training program had been unemployed for a long time, but that in 
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the control group, a large fraction had only just become unemployed. You can think of 
controlling for the period of unemployment as a three step process.  
 
First, you compare people in the treatment and control groups who have been out of 
work for a short time. There are many such people in the control group, but only a 
handful in the treatment group. So the precision of your estimate of the treatment group 
mean is really bad. Remember, a larger sample gives you more precision. 
Consequently, when you compare the treatment and control groups, even though the 
precision of the control group estimate is high, the standard error around the difference 
is pretty large.  
 
Now you do the same thing with those who have been out of work for a long time. Now 
the treatment group mean is estimated with high precision, but the control group 
average has a very high standard error. Again, this means it's hard to tell them apart, 
and the standard error of the difference is large. So you've got two imprecise estimates 
of the difference between the treatment and control groups. The regression coefficient, 
beta, in the regression equation that controls for length of unemployment, x, is 
effectively the average of these two estimates, which itself has a large standard error.  
 
This problem wouldn't have arisen if the treatment and control groups had been more 
balanced. In particular, if the length of unemployment was not correlated with 
treatment assignment. You can guard against this by stratifying the randomization, 
which we'll come back to later. So to summarize. In the context of a well executed 
RCT, controlling for length of unemployment, or for other baseline variables more 

generally, does not tend to change the size of the estimated treatment effect , though 
sometimes it might.  
 
But it can affect the standard error around that estimate, although not always in a 
predictable direction. In light of these ambiguities, if you've gone to the trouble to 
execute an RCT well, the simplest analytical approach is to begin with a regression 
without any additional controls and estimate the simple difference in two conditional 
means, the average treatment effect.  
 
 

Heterogeneous Treatment Effects 
Let's think of another example in which we might want to control for a variable. 
Suppose you're looking at the impact of an educational intervention on test scores, but 
there are boys and girls in our study, each of whom are represented in the treatment 
and control groups. We can first ignore gender and run a simple regression of test 
scores, y on treatment T. Next, we can control for gender, just as we controlled for 
length of unemployment in the job training example.  
 
Maybe some of the variation within each of the treatment and control groups is 
explained by gender, which I'll denote by the letter G equal to 1 for girls and 0 for boys. 
So controlling for it might affect the precision of our estimated treatment effects. This 

regression gives us three parameter estimates, ̂, ̂, and ̂. When T is 0 and G is 0, 
the average outcome is ̂, the average test scores for untreated boys. Treated boys, 

however, have T equals 1, and their average outcome is ̂ + ̂. 
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On the other hand, when T is 0 and G is 1, the average outcome is ̂ + ̂, the average 
test score for untreated girls. Treated girls similarly have T equals 1 and their average 

outcome is ̂ + ̂ + ̂. Noticed that the estimated treatment effect, the extent to which 
average test scores are higher in the treatment group, is the same for girls and for 

boys, ̂. But does it have to be? Maybe girls respond differently to the treatment than 
boys. That is, maybe there exist heterogeneous treatment effects.  
 
The regression we wrote down doesn't allow for this however. There's no place in this 
equation for two separate treatment effect estimates. Instead, if we want to estimate 
heterogeneous treatment effects, that is different effects for girls and for boys, then we 
have to write our regression in a way that allows for the treatment to impact girls and 
boys differently. To do this, we include an extra term. The new term, 𝑇𝑖𝑥𝐺𝑖, is called 
the interaction term. It includes one new parameter to estimate, the Greek letter delta 

(). As you'll see as we walk through this equation, inclusion of this term allows us to 
separately estimate impacts of the program for the two groups. In this case, boys and 
girls in a single regression.  
 

Now running this regression yields four estimated parameters, ̂, ̂, ̂ and ̂. Setting T 
and G both to 0, ̂ is the average test score for untreated boys. With T set to 0 but G 
equal to 1, ̂ + ̂  reflects the average score for untreated girls. Conversely, with T 

equal to 1 and G set the 0, ̂ + ̂ is the average score for treated boys. And finally, 

with both T and G equal to 1, ̂ + ̂ + ̂ + ̂ is the average score for treated girls.  
 
̂ measures the difference in outcomes between boys and girls in the control group, 
the gender effect, if you will. On the other hand, the estimated treatment effect for 
boys, which is the difference between average outcomes for treated boys and 

untreated boys, is ̂. While the estimated treatment effect for girls, the difference 

between average test scores for treated and treated girls, is ̂ + ̂. If it's positive, ̂ 
measures the additional impact that girls experience from the intervention relative to 
the impact for boys.  
 

If negative, ̂ measures the extent to which the test scores of girls increased less than 

those of boys. And if ̂ is 0, then the impact of the intervention is the same for boys 
and for girls. Of course, each of these parameter estimates will have a standard error 
associated with it, and we'll be able to test whether each of the true underlying 

parameters, , , , and  is statistically different from 0. For example, if we cannot 

reject the hypothesis that  is 0, then we won't be able to rule out that the possibility 
that at least in the absence of the intervention the performance of boys and girls is the 
same.  
 

Similarly, if we reject the hypothesis that   is 0, then we will infer from the data that 
girls and boys likely respond differently to the treatment. Here's an example of what 
the output from this regression looks like.  
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Col 1 Col 2 Col 3 Col 4 Col 5 Col 6 

y Coefficient Standard 
Error 

t p>|t| 95% Confidence 
Interval 

T �̂� Std error 
of  

�̂� 

t-stat for  

�̂� 

p-value 
for 𝛽 = 0 

Lower 
bound 

for  

�̂� 

Upper 
bound 

for  

�̂� 

G 𝛾 Std error 
of  
𝛾 

t-stat for  
𝛾 

p-value 
for  𝛾 = 0 

Lower 
bound 

for  
𝛾 

Upper 
bound 

for  
𝛾 

T x G  𝛿 Std error 
of  

𝛿 

t-stat for  

𝛿 

p-value 

for 𝛿 = 0 

Lower 
bound 

for  

𝛿 

Upper 
bound 

for  

𝛿 

Constant �̂� Std error 
of  
�̂� 

t-stat for  
�̂� 

p-value 
for 𝛼 = 0 

Lower 
bound 

for  
�̂� 

Upper 
bound 

for  
�̂� 

 
Column 1 now includes not only the treatment variable and the constant, but also the 
gender dummy and the interaction term, treatment times gender. Column 2 includes 
all the associated coefficients, and the cells in the rest of the table show the relevant 
statistics associated with those coefficients.  
 

ACTIVITY 9 
Participate in a peer discussion based on the following scenario. Use the question to 
help guide your answer. 
 
Discussion Scenario: Suppose that you run a regression of income, y, on an indicator 
for being female, F, an indicator for whether you have children, C, and an interaction. 
So we have the equation: 
 
y = α + β1F + β2C + γF *C 
Suppose that  β1 < 0, β2 > 0, and  γ < 0. Furthermore, assume that all values are 
statistically significant. What can you say about the relationship between income, 
gender, and being a parent? 
 

Review 

In this module, we have discussed regressions, control of additional variables, and 
heterogeneous treatment effects. 
 
Module Learning Outcomes 
Having completed this course module, you should feel comfortable to: 
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 Run an ordinary least squares regression to estimate the average treatment 

effect, ̂. (Review "Regressions") 
 Indicate how control variables affect the standard error of a regression. 

(Review "Adding Controls, and Heterogeneous Treatment Effects") 
 Describe why including variables that are highly correlated with treatment 

status is problematic. (Review "Adding Controls, and Heterogeneous Treatment 
Effects") 

 

Review of Regression Analysis 
So what have we learned in this module? I've introduced you to the concept of 
regression analysis, a way of quantifying the relationship between two or more 
variables. In its simplest form, when an outcome variable is regressed on a binary 
treatment variable, the coefficient on the treatment can be interpreted as the average 
treatment effect. This regression, which uses the method of ordinary least squares or 
OLS, is exactly the same as comparing the conditional averages in the two groups.  
 
We also saw that the method of ordinary least squares could be generalized to 
generate regressions with a continuous variable on the right hand side. And we 
discussed how we might control for variables other than the treatment variable when 
estimating a treatment effect. Next, we discussed how we could set up a regression 
that allowed us to estimate heterogeneous treatment effects, different impacts of a 
program on different types of people. And finally, we took a look at the kind of output, 
the typical statistical packages, produced in response to a regression.  
 

Knowledge Check 
Complete the following questions to check your knowledge. Read each question 
carefully. 

 
Question 1. Numerical Input 
Suppose you have data on individuals in an experiment in which subjects are either 
treated (𝑇=1) or untreated (𝑇=0). The outcome variable of interest is 𝑦. If 
that �̅�(0)=3 and �̅� (1)=1. What is the value of beta in the equation �̅�=𝛼+𝛽𝑇? Use a 
negative sign if applicable. 
 
Beta =  
 
Question 2. Multiple Answers 

Suppose that ̂ =4 and 𝛽=2. Which of the following is accurate? Select all that apply. 
A. The true difference in means between the treatment and control groups is 2. 

 
B. The true difference in means between the treatment and control groups is 4. 

 
C. The estimated difference in means between the treatment and control groups 

is 2. 
D. The estimated difference in means between the treatment and control groups 

is 4. 

 
Question 3. True or False 
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Consider the set of numbers {4,9,3,2,7}. True or false, the number 6 minimizes the 
sum squared differences. That is, 6 is the value of 𝑎 that minimizes (4−𝑎)2 + (9−𝑎)2 + 
(3−𝑎)2 + (2−𝑎)2 + (7−𝑎)2. Select the correct response. 
  True 
 
 False 
 
Question 4. Numerical Input 
Consider the following output from a regression run in Stata. 

 
The data are from an experiment in which individuals were offered the chance to 
purchase insurance.The dependent variable, y, “insurance,” is equal to 1 if an 
individual purchased cover, and zero if s/he didn’t. The independent variable is “visit”, 
which also takes on one of two values, 1 if the individual received an in-person visit 
promoting the product, and zero if not. Answer the following questions and round two 
the nearest hundredth. Enter you response using to decimal places only. 
 

A. What is the ̂ ? 
 

B. What is the �̂�(0)? 
 

C. What is the �̂�(1)?  
 

Question 5. True or False 
Consider the following output from a regression run in Stata. 
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The chance that the true demand for insurance in the absence of an in-person visit is 
0 is less than 1%. Select the correct response. 
  True 
 
 False 
 
Question 6. True or False 
A simple regression of lifespan on years of education can tell us the causal impact of 
schooling on longevity. Select the correct response. 
 True 
 
 False 
 
Question 7. True or False 
Including control variables can decrease the standard error of a regression. Select the 
correct response. 
 True 
 
 False 
 
Question 8. True or False 
Suppose that treatment status is perfectly correlated with marital status. So every 
person that is married is in the treatment group, and every person that is not married 
is in the control group. True or false, controlling for gender will improve the precision 
of your estimates. Select the correct response. 
 True 
 
 False 
 
Question 9. Multiple Choice 
Suppose that in an RCT you have a randomly assigned treatment variable, 𝑇, and a 

variable, 𝑆, equal to the respondent’s years of schooling. Your outcome variable is 𝑦. 
You hypothesize that the treatment effect is larger for people with more schooling. 
Which regression correctly tests this hypothesis? Select the correct response. 
 𝑦𝑖 =  + 𝑇𝑖 + 𝑇𝑖𝑥𝑆𝑖 + 𝑖 
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 𝑦𝑖 = 𝑇𝑖 + 𝑆𝑖 + 𝑇𝑖𝑥𝐺𝑖 + 𝑖 
 
 𝑦𝑖 =  + 𝑇𝑖 + 𝑆𝑖 + 𝑖 
 
 𝑦𝑖 =  + 𝑇𝑖 + 𝑆𝑖 + 𝑇𝑖𝑥𝑆𝑖 + 𝑖 
 
Question 10. Multiple Answers 
Consider the following regression model in which y represents test scores, T is a binary 
indicator for a randomly assigned education intervention, and G is an indicator variable 
taking on a value of 1 if the respondent is a girl. 
 𝑦𝑖 =  + 𝑇𝑖 + 𝐺𝑖 + 𝑇𝑖𝑥𝐺𝑖 +  

 
Suppose that we can reject the null hypothesis that gamma is zero, but we cannot 
reject the null hypothesis that delta is zero. Which of the following are true? Select the 
all that apply. 

A. In the absence of the intervention, the performance of boys and girls is 
different. 

B. In the absence of the intervention, we cannot conclude that the performance 
of boys and girls is different. 

C. The effect of the intervention is different for boys than for girls. 
 

D. We cannot conclude that the effect of the treatment is different for boys than 
for girls. 

 

STATA EXCERCISES 
This tutorial introduces the Stata commands associated with the content in Module 5: 
Regression Analysis. 
 
Thornton, R.L. (2008). The Demand for, and Impact of, Learning HIV Status. American 
Economic Review, 98 (5), 1829-63. 
 
We use data from a randomized controlled trial (RCT) in Malawi in which individuals 
were provided varying incentives to learn their HIV status after receiving an HIV test. 
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The Abdul Latif Jameel Poverty Action Lab provides a detailed description of the 
intervention. 
 
Data: To begin, download the data from the American Economic Association.  
 
Exercise: Download your Stata exercise files as a compressed(zip) file. Open the file 
module_5.md, or module_5.html file, to get started. The extracted file contains the 
Stata .do files used by the author, the data, and a document describing the data. We 
will use the data (Thornton HIV Testing AER.dta) and the PDF describing the data 
(Readme.pdf) in this tutorial. 
 

Glossary 
Regression  
In statistics, regression analysis includes any techniques for modeling and analyzing 
several variables, when the focus is on the relationship between a dependent variable 
and one or more independent variables. In impact evaluation, regression analysis 
helps us understand how the typical value of the outcome indicator Y (dependent 
variable) changes when the assignment to treatment or comparison group P 
(independent variable) is varied, while the characteristics of the beneficiaries (other 
independent variables) are held fixed.  
 
Baseline  
Pre-intervention, ex-ante. The situation prior to an intervention, against which progress 
can be assessed or comparisons made. Baseline data are collected before a program 
or policy is implemented to assess the “before” state.  
 
References 

 Paul Gertler, Sebastian Martinez, Patrick Premand, Laura Rawlings, Christel 
Vermeersch (2011): "Impact Evaluation in Practice" (Chapters 1, 2, 3) 

 David M. Lane, “Online statistics education: a multimedia course of study” 
(Section XIV) 
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MODULE 6: IMPERFECT COMPLIANCE AND ATTRITION 
In this module, we’ll look at two kinds of problems that arise when your RCT doesn’t 
quite go as planned. First, we’ll introduce the idea of compliance with the treatment, 
and how most RCTs in practice have incomplete compliance. We’ll characterize 
participants in an RCT as falling into three categories – the Always treated, the 
Compliers, and the Never treated. We’ll define the Intent to Treat measure of impact, 
or ITT, and the Local Average Treatment Effect, or LATE (a special case of which is 
the Treatment on the Treated, or TOT). We’ll show how to estimate the ITT effect and 
the LATE in a regression context, and introduce the method of two-stage least 
squares. Second, we’ll discuss issues of attrition, when some of the participants in a 
study drop out along the way. We’ll see how to test for imbalance in attrition between 
treatment and control groups, and discuss what this might mean for comparisons 
based on non-attriters only. And we’ll define two types of bounds that account for 
attrition – Manski bounds and Lee bounds – and show how they are calculated.  
 
Key Questions  

 What do we mean by “compliance” and what is “incomplete compliance”?  

 What is wrong with simply comparing outcomes of compliers in the treatment 
and control groups?  

 How do you calculate the ITT and the LATE?  

 Under what conditions is the LATE referred to as the TOT?  

 What is attrition?  

 How do you check if attrition is random or non-random?  

 What assumptions are made in calculating Manski bounds, and how are they 
calculated?  

 What assumptions are made in calculating Lee bounds, and how are they 
calculated?  

 
Learning Objectives  

 Define and calculate the ITT (Intent To Treat), LATE (Local Average Treatment 
Effect) of an RCT.  

 Identify, in the context of an RCT, how we can reliably measure the impact of 
the program even with incomplete compliance.  

 Discuss the two stage least squares (2SLS) procedure.  

 Identify the connection between ITT and LATE, and the relation of 2SLS and a 
simple OLS regression when providing estimates of for a treatment effect.  

 Distinguish between different kinds of attrition - random and non-random - and 
what each means for our ability to measure program impacts  

 
CONTENT 

Introduction 

In this module, we will review the measuring treatment effects when there is imperfect 
compliance, including the issue of incomplete compliance with treatment. We will then 
review accounting for attrition when estimating treatment effects. 
 
Keep in mind the following questions as you progress through the module sections: 

 What do we mean by “compliance” and what is “incomplete compliance”?  
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 What is wrong with simply comparing outcomes of compliers in the treatment 
and control groups? 

 How do you calculate the ITT and the LATE? 
 Under what conditions is the LATE referred to as the TOT? 
 What is attrition? 
 How do you check if attrition is random or non-random? 
 What assumptions are made in calculating Manski bounds, and how are they 

calculated? 
 What assumptions are made in calculating Lee bounds, and how are they 

calculated? 
 

Introduction to Imperfect Compliance and Attrition 
When thinking about the execution and analysis of the experiments we've been 
considering designed to inform us about the impacts of maternal health interventions, 
education projects, worker training schemes, efforts to boost agricultural productivity, 
and microfinance programs, to name but a few, it can be helpful to compare them with 
experiments undertaken in a science lab.  
 
Treatment and control groups need to be selected and kept separate. And the 
intervention, say the application of a chemical agent, needs to be applied to the 
treatment group. Data on both groups is then collected and analyzed. While the 
conceptual parallels are clear and instructive, there are many differences between 
such science experiments and the field experience in which we are interested.  
 
A big one shared by all clinical medical trials as well is that the interventions we assess 
involve people. And unlike test tubes, people get to make choices. Amongst other 
things, they choose whether to sign up for a study, whether to comply with the 
treatment to which they are assigned, whether to answer questionnaires, and if so 
whether to answer truthfully, and whether to continue to take part in the study over 
time.  
 
For ethical reasons, it is imperative that people be allowed to make these and other 
choices. In this module, we'll see what this means for the kind of data we can collect 
and its interpretation, and for how we might adjust the design of our studies.  

Measuring Treatment Effects and Imperfect Compliance 

In this section, we discuss measuring treatment effects when there is imperfect 
compliance. We will also review how to calculate the intention-to-treat (ITT) and local 
average treatment effect (LATE). 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
 What do we mean by “compliance” and what is “incomplete compliance”?  
 What is wrong with simply comparing outcomes of compliers in the treatment 

and control groups? 
 How do you calculate the ITT and the LATE? 
 Under what conditions is the LATE referred to as the TOT? 
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Imperfect Compliance and RCTs 
We'll start with the issue of incomplete compliance with treatment. We'll assume that 
all participants remain accessible to the research team throughout the study and that 
they take part in any surveys and respond to them truthfully. But not everyone in the 
treatment group necessarily is treated. And not everyone in the control group 
necessarily remains untreated.  
 
To take a concrete example, suppose you would like to assess the impact of one on 
one tutoring on kids' performance at school. You make tutors-- maybe they're from a 
local NGO-- available to kids in your treatment group but not in the control group.  
 
But the tutorials are held after school hours and some kids don't show up. You're not 
sure why. Maybe they have to get home to tend to a herd of cattle, to look after their 
baby siblings, to cook dinner, or to attend sports practice, or maybe there is no late 
bus or their parents don't want them coming home after dark.  
 
At the same time, there are some kids in the control group who do have access to 
tutorial services, maybe not the same ones as you're offering, but similar. Also, news 
of the tutoring program you're assessing gets around. And some parents of kids in the 
control group think maybe it's not a bad idea so begin to find after school help for their 
kids.  
 
Again, you're not sure why some kids in the control group are receiving tutoring. Are 
they from richer families? Do their parents value educational success more? Do they 
simply live closer to available services? We say that some study participants comply 
with the treatment to which they were assigned while others, the kids in the treatment 
group who did not receive tutoring and the ones in the control group who do, do not 
comply.  
 
In the face of this kind of noncompliance, can we estimate the impact of the tutoring 
program? The answer turns out to be yes but in two different ways.  
 
First, we can talk about the average impact for everyone in the sample of being offered 
the extra NGO tutoring, which itself is made up of three bits-- the impact it has on kids 
who wouldn't otherwise have received it plus the impact, presumably zero, on kids 
who don't take it up plus the impact of the offer, presumably again zero, on kids who 
would have got their own tutoring even in the absence of the program. This measure 
of the impact is called the intent to treat or ITT effect, or sometimes the reduced form 
effect.  
 
Just so there's no confusion, let me be a little clearer perhaps. As I said, the ITT effect 
measures the impact of being offered the extra NGO tutoring. But of course, we don't 
mean that simply receiving an offer in the mail will boost your test score. No. We should 
be more complete and say that the ITT effect measures the impact of being offered 
extra NGO tutoring and taking it up if you so desire.  
 
Second, we can measure the impact of the tutoring itself on the first of the three 
subgroups of kids, those who take it up but who would not have got access to such 
services in the absence of the study. This is called the local average treatment effect 
or LATE.  
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Measuring Compliance 
Let's get into some details. Consider an RCT in which some, but not all, of those 
assigned to the treatment group actually get treated. While some in the control group, 
likely making up a smaller share, are also treated. Some participants in the treatment 
group are not interested. Maybe they don't see a benefit from the treatment or they 
just distrust the research team, or they don't have time. We refer to such people as 
the "never treated." The idea is that they never get treated, whether they are offered 
the treatment as part of the study or not.  
 

Let's call a fraction of the treatment group who are not treated, 
𝑁

, where "" is a 

fraction and N is for never. It's important to recognize that this never treated group is 
not necessarily a random sample of the treatment group. The people in this group 
either choose not to be treated based on their own preferences, or are confronted by 
some kind of constraint to being treated that others did not face. The important thing 
is they are thus different from the rest of the treatment group in some ways that are 
not necessarily easily observed.  
 
On the other hand, the treatment and control groups are statistically comparable. They 
are made up of individuals whose characteristics likely differ from one person to 
another within each group, but the distribution of such characteristics is similar 
between the groups. So there will be a bunch of people in the control group who would 
respond in a similar way if offered the treatment.  
 
For example, as long as we randomize, there will be kids in the control group who 
have to get home to herd the cattle, or to prepare dinner for their siblings, and who 
would therefore not take up the tutoring opportunity. How many will there be? We can't 
say exactly, of course. But our best guess is the same fraction as in the treatment 
group. 

𝑁
. Conversely, some in the control group do get treated even though we didn't 

offer them the treatment. We called these people who make up a share of 
𝐴

 of the 

control group, the "always treated."  
 
They always get treated, whether they are offered the tutoring services through your 
program or not. Again, the always treated did not represent a random sample of the 
control group. They might be especially highly motivated, live nearby the school, or 
have access to more resources. By similar reasoning, a fraction 

𝐴
of the treatment 

group have similar characteristics, and would have been treated even if they had not 
been offered the opportunity as part of the program under consideration.  
 
So the never treated and the always treated define two subsets of the study population. 
But there's a third group who take up the treatment because they are offered it under 
our program, but who wouldn't have otherwise. I'll refer to these people as the 
"Compliers." What fraction of the treatment group is made up of compliers? Well, a 
fraction 

𝑁
 of the treatment group is not treated, so the remainder 1 − 

𝑁
 is treated.  

But of these, 
𝐴
 would have been treated even if they were not offered the treatment 

under the program. So the compliers make up a fraction, we'll call it 
𝐶
, which is equal 

to 1 − 
𝑁

− 
𝐴
 of the treatment group. This is the fraction of people in the treatment 

group who are treated because of the existence of the program and the study. Once 
more, this is not a random subsample of the treatment group, but a group with 
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characteristics that somehow lie between those of the never treated and the always 
treated.  
 
Of course there is a similar fraction of people in the control group who would have 
been treated if they had been offered the treatment. 

𝐶
 is called the compliance rate 

in the experiment. In a well executed chemistry experiment in which none of the 
reagent meant for the treatment group is mistakenly applied to the control group and 
when all of the test tubes in the treatment group received treatment as intended, we 
would expect the compliance rate to be 100%.  
 
But in social and economic experiments we typically don't expect such high levels of 
compliance. Often some in the treatment group did not get access to the treatment, 
and some in the control group do. In such cases, when 

𝐶
 is less than 100%, we say 

there is partial compliance. In an experiment in Kenya to test the impact of access to 
a widely available bank account accessible by mobile phone, about 33% of members 
of the control group had an account, while some 60% of the treatment group did.  
 
Thus 

𝐴
 was about 0.33, 

𝑁
 was about 0.4, and 

𝐶
 , the compliance rate, was about 

0.27. It's important to ensure high levels of compliance for at least two reasons. First, 
we'd probably like to know about the impact of the intervention on everyone, even if 
the effect is smaller for some than for others. And second, we'll see when we talk about 
statistical power that low levels of compliance make it much more difficult to detect 
impacts and make experiments more expensive.  
 

Measuring Impact with Imperfect Compliance – Calculating the ITT and LATE 
In an experiment with partial compliance, can we reliably measure the impact of the 
program? Well, there are a number of potential comparisons you could make.  
 
First, suppose we identify all individuals in our study sample who are treated, the 
compliers and the always treated in the treatment group and the always treated in the 
control group. The rest are untreated and come from those who are never treated in 
the treatment group as well as the compliers and the never treated in the control group.  
 
Can we meaningfully compare the treated and the untreated? Well, no. Remember 
the always treated the never treated and the comply groups are not random 
subsamples of the study sample so the types of people who are treated, two groups 
of always treated and one group of compliers, are likely to be inherently different to 
the types who are not treated, made up of two groups of never treated people and one 
group of compliers.  
 
Think of it this way. We want to compare apples with apples. But if the compliers are 
all apples, the always treated are more like bananas. And the never treated are better 
thought of as oranges. By comparing the treated and the untreated, we are comparing 
a group made up bananas and apples on the one hand with a group made out of 
oranges and apples on the other.  
 
So second, maybe we can make progress by not including treated individuals in the 
control group and looking just at the outcomes for those who receive treatment in the 
treatment group. These could be compared with the untreated in the control group, 



 

 99 

excluding the untreated in the treatment group from the analysis. But again, if we take 
this approach, we won't be comparing similar groups of individuals.  
 
It seems like a sensible approach is to compare compliers in the treatment group who 
are treated with compliers in the control group who are not. These two groups of 
people are statistically similar. If we could put them side by side, we would indeed be 
comparing apples with apples. But it's not that straightforward. Remember in the 
treatment group, you know the identity of those who are not treated. And you know 
who is treated.  
 
But within the group of treated individuals in the treatment group, you can't tell who is 
a complier, an apple, and who is an always treated, a banana. Similarly, in the control 
group, you can see who is treated but among the untreated, you can't distinguish 
between the compliers, the apples again, and the never treated, the oranges.  
 
So how can we extract the compliers from the treatment and control groups? How can 
we sort the apples from the other fruit? While we can't do this directly, we can use 
some simple mathematics to distill the information we need.  
 
Let's go back to the intent to treat measure of impact. We noted earlier that comparing 
everyone in the treatment group with everyone in the control group would represent a 
meaningful comparison. So let's do just that.  
 
First, I'm going to establish some notation. As usual, we'll denote the outcome of 
interest by the variable y. Next, we'll distinguish amongst three different types of 
people-- always treated, compliers, and never treated. And we'll denote any 
individual's actual treatment status by the number one if she is treated and by the 
number zero if she's not.  
 
Now because the three types of people are different to each other, their outcomes 
could well differ. Always treated people might have different outcomes to treated 
compliers. And untreated compliers might have different outcomes to those who are 
never treated.  
 
To make things easy, I'll assume that everyone of a given type, A for always, C for 
compliers, or N for never, with a given treatment status, one or zero, has the same 
outcome. There are the six groups of individuals with possibly different outcomes. 

Always treated in the treatment group have an outcome 𝑦𝐴
1.  

Always treated in the control group have an outcome equal to the same value, 𝑦𝐴
1. 

Compliers in the treatment group have an outcome equal to 𝑦𝐶
1. Compliers in the 

control group have a different outcome now equal to 𝑦𝐶
0. Never treated in the treatment 

group have an outcome equal to 𝑦𝑁
0 . And never treated in the control group have the 

same outcome equal to 𝑦𝑁
0 . 

 
Notice that we have assumed that what matters for an individual's outcome is their 
type, who they are, and their treatment status but not which treatment group they are 
assigned to. Thus the always treated in the treatment group had the same outcome 
as the always treated in the control group because they are all treated.  
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And the outcome for the never treated in the treatment group is the same as the 
outcome for the never treated in the control group because neither is treated. But the 
outcomes for the compliers in the treatment group are different to the outcome for the 
compliers in the control group. They are the same kinds of people but those in the 
treatment group are treated and those in the control group are not.  
 
Now the average outcome for everyone in the treatment group, which I'll call �̅� T group, 
is the average of the outcomes experienced by the three types of individuals randomly 
assigned to that group. Of course, to find the average in the treatment group, we don't 
just add up the three outcomes and divide by 3. No.  
 
We have to adjust this expression for the number of people in each subgroup. 
Remembering that the shares of always treated compliers and never treated are 

respectively 
𝐴
 , 

𝐶
, and 

𝑁
, the average outcome for the treatment group is then 

�̅�𝑇−𝐺𝑟𝑜𝑢𝑝 = 
𝐴

𝑦𝐴
1 + 

𝐶
𝑦𝐶

1 + 
𝑁

𝑦𝑁
0 . 

 

By similar reasoning, the average outcome in the control group is �̅�𝐶−𝐺𝑟𝑜𝑢𝑝 = 
𝐴

𝑦𝐴
1 +


𝐶

𝑦𝐶
0 + 

𝑁
𝑦𝑁

0 . The intent to treat estimate of the program's impact is simply the 

difference in these two measures. However, you can see that the only difference 
between the expressions for the treatment and control group averages is in the middle 
terms.  
 
So when we calculate the difference, the two other terms drop out. And the ITT effect 
is equivalent to the compliance rate times the difference in outcomes for the compliers 
in the treatment and control groups. The term in brackets on the right hand side is just 
the estimate of the LATE or local average treatment effect. That is the LATE is the ITT 
divided by the compliance rate.  
 
So we've found a way through the back door, so to speak, to discover the average 
impact of the program under consideration on those who take it up. It's a backdoor 
approach because, as you remember, you can't directly observe who the compliers 

are in the treatment and control groups. So you can't make the calculation 𝑦𝐶
1 − 𝑦𝐶

0 
directly. Nonetheless, we found a way to compare apples with apples.  
 
While this is reassuring from the perspective of internal validity-- we know precisely 
what the average impact of the intervention is on compliers-- non-compliance with 
treatment assignment generates concerns about external validity. What would the 
impact of the intervention have been on the non-compliers in the treatment group than 
never treated?  
 
In the context of, say, an immunization program, the kids who don't get immunized 
despite being assigned to treatment might be the ones with the most to gain. Who 
knows? Or the kids who are given access to additional learning resources after school 
but don't take them up could have benefited most. We simply can't tell.  
 

Estimating the LATE Using Regression Analysis 
We've seen already that a simple comparison of means in an RCT can be made by 
running a regression of the outcome variable on treatment assignment. Indeed, even 
with incomplete compliance, the ITT effect can be estimated in exactly this way, where 
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the variable 𝑇𝑖 is 1 if an individual is assigned to the treatment group, and 0 if she is 
assigned to the control group. It doesn't matter if she was treated or not. The estimate 

of the ITT effect, ̂, effectively compares everyone in the treatment group with 
everyone in the control.  
 
What regression can we run to estimate the late impact? It's tempting to think we can 
simply restrict our sample to just that compliers and run exactly the same regression. 
But again, we don't know who the compliers are, so this ain't going to work. And we 
certainly can't run a regression using data of all the study participants of the outcome 
on treatments status, a variable equal to 1 if someone is treated and 0 if they're not. 
This would be a comparison of different kinds of people, so it would not provide a 
reliable estimate of the impact.  
 
But all is not lost. Instead of running a regression of the outcome on treatment 
assignment, we run a regression of the outcome on the probability of being treated. 
That is, using everyone in our study, we run a regression of the outcome on a variable 
I'll call 𝑃𝑖, the probability of being treated. I'll explain why this works in a minute.  
 
But in its simplest form, for people in the control group, the probability of being treated 
is just 

𝐴
, the share of the control group who are always treated. That is, the always 

treated. Everyone in the control group, since we can't tell in advance who will be 
treated and who will not be, has the same probability of being treated. 𝑃𝑖 = 

𝐴
. 

 
And for people in the treatment group, the probability of being treated is 𝑃𝑖 = 

𝐴
+ 

𝐶
, 

the share of that group who receive treatment, which is made up of the always treated 
and the compliers. Everyone in the treatment group, treated or untreated, has the 
same probability of being treated. That is, 𝑃𝑖 = 

𝐴
+ 

𝐶
.  

 
Let's see what happens, graphically, when we run this new regression instead of the 
ITT regression. Under the ITT regression, the graph of the data has treatment group 
assignment on the horizontal axis, and outcome on the vertical axis. The outcomes for 
everyone in the control group, the always treated, the compliers, and the never treated, 
are lined up on the vertical axis above the point T equal 0. And the outcomes for 
everyone in the treatment group are similarly lined up above the point T equals 1.  
The regression line connects the averages in each group, and has a slope equal to 
the difference in these averages. When we run the late regression, the horizontal axis 
no longer measures treatment assignment, which is equal to either 0 or 1, but the 
probability of being treated, which, as we saw, is 𝑃𝑖 = 

𝐴
 for those in the control group, 

and 𝑃𝑖 = 
𝐴

+ 
𝐶
 for those in the treatment group. All the control group data lines up 

now not on top of 0, but on top of the point 𝑃𝑖 = 
𝐴
, and all the treatment group data 

lines up now not on top of 1, but on top of 𝑃𝑖 = 
𝐴

+ 
𝐶
.  

 
The height of each data point is unchanged, so the averages in the two groups remains 
the same. But the line joining the two group averages, that is, the late regression line, 
now connects points that are a distance 

𝐶
 apart. So the slope of the late regression 

line is the difference in averages divided by this compliance rate. But that is exactly 
the same as the expression we derived for the late estimate.  
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In more general settings in which you might be controlling for other observable 
characteristics, we tend to estimate the probability of being treated by running a 
separate regression, 𝑃𝑖 =  + 𝑇𝑖 + 𝑋𝑖 + 𝑖. And then we use the results of that 
regression to run the late regression we just described, in particular, armed with the 

parameter estimates ̂, ̂, and ̂ from this equation, for each person i, we calculate the 

predicted probability of being treated, 𝑃�̂�.  
 

Then we run a regression of the form 𝑦𝑖 =  + 𝑃�̂� + 𝑋𝑖 + 𝑖. The estimate of the 

parameter  in this equation is the late estimate. It's our best approximation of the 
impact of actually being treated on those who are induced to take up treatment as a 
result of the intervention, but who otherwise would not have.  
 
Since we arrive at our estimate of the local average treatment effect by running two 
regressions, one after the other, this procedure is sometimes referred to as two stage 
least squares, or simply 2SLS. One thing you might notice about these two regression 
equations is that the treatment assignment variable, 𝑇𝑖, which takes on the value 1 for 
those assigned to the treatment group and 0 for those assigned to the control, enters 
only the first equation, but not the second. The idea is that treatment assignment, 
which, remember, is random and unrelated to anything that is relevant to the outcome, 
does not affect the outcome directly. So it is not in the second equation.  
 
Of course, 𝑇𝑖does, we hope, affect the probability of being treated, so it appears in the 

first regression. We say that 𝑇𝑖 satisfies an exclusion restriction. It's excluded from the 
second equation, while entering the first. You might come across this term in more 
general discussions about so-called instrumental variables in econometrics. In the 
context of an RCT with incomplete compliance, assignment to treatment is an 
instrument for treatment itself.  
 
Finally, you'll be relieved to know that you don't have to go through this two stage 
procedure when doing this kind of analysis. As we'll see shortly, most software 
packages will execute the 2SLS procedure with a single command.  
 

Attrition and Estimating Treatment Effects 

We begin this section by defining attrition and discussing related scenarios. We will 
review how to account for attrition when estimating treatment effects. Lastly, let's 
explore calculating Manski and Lee bounds. 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
 What is attrition? 
 How do you check if attrition is random or non-random? 
 What assumptions are made in calculating Manski bounds, and how are they 

calculated? 
 What assumptions are made in calculating Lee bounds, and how are they 

calculated? 
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Attrition and What to Do About It 
A second kind of incompleteness of data that is often encountered in field based teams 
RCTs arises because people either refuse to continue to take part after initially 
agreeing or because researchers simply can't find them.  
 
In a study of school kids, maybe the kids' parents moved, or maybe the kids 
themselves dropped out of school because their parents couldn't pay the fees, or they 
graduated and moved to another school, or in the context of a health intervention 
administered at a local hospital, maybe some subjects recovered, possibly due to the 
intervention itself, so stopped showing up for treatment.  
 
Loss of study participants like this is known as attrition. And we say that some 
participants attrite from the sample over time. Why is attrition a problem?  
 
Well, to start, it means that you end up with a smaller sample size. If you started with 
3,000 people in your study but end up with 2,000, then you might not be able to detect 
a difference between the treatment and control groups even if there is one.  
 
Still, if attrition is random, that is if the people who attrite from the study represent a 
random subsample of the full sample, then we can nevertheless make meaningful, if 
statistically less precise, statements about the difference between average outcomes 
in the treatment and control groups.  
 
A much more serious problem arises if attrition is not random. Here's an example. 
Suppose you're studying the impact of a new treatment for HIV/AIDS and you recruit 
patients at a treatment clinic.  
 
After obtaining their informed consent to participate in the study, you assign each new 
patient randomly to a treatment and a control group. Those in the control group get 
standard care. And those in the treatment group get the new therapy. Compliance with 
treatment assignment is complete.  
 
Let's say that each group has 1,000 participants to start and that they are supposed 
to show up once a week for treatment. Your outcome variable is an indicator of the 
response of an individual's immune system to treatment. A common measurement for 
HIV is a so-called CD4 count, which should be about 800 in a healthy person but can 
be as low as 200 for someone infected with HIV.  
 
At recruitment, the average CD4 counts of individuals in the treatment group and in 
the control group is the same, say 250. After a few months, everyone in the control 
group continues to show up. And the average CD4 count has risen to, say, 400. They 
appear to be responding, slowly perhaps, to the standard care.  
 
In the treatment group, however, you find that 150 people, 15% of the original group, 
have ceased making weekly visits. Of the remaining 850, you find the CD4 count is, 
on average, 400, the same as in the control group. Does this mean that the new 
therapy is ineffective? Well, it depends. There are at least three different stories that 
could underlie the observed attrition.  
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First, if attrition from the treatment group is random, then the 150 who left would have 
been similar to the 850 who remained and would have had CD3 counts, on average, 
of about 400. The conclusion that the new therapy was ineffective would then be 
correct.  
 
Second, however, what if the 150 people whom you no longer encounter had, in fact, 
responded very positively to the new therapy? Their CD4 counts could have jumped 
back up to 800 and, feeling fully recovered, they just stopped coming to the clinic. Now 
your conclusion of no impact would be incorrect, at least for some kinds of participants.  
 
And finally, third, those same 150 people might instead have responded in the 
opposite way. Maybe the new therapy actually hurt them and they are convalescing at 
home. They might even have passed away in the interim because they were treated 
and that's why you can't find them.  
 
Again, your conclusion of no impact is incorrect, but this time in the other direction. It 
hurt rather than helped some people. So when attrition is not random within the 
treatment group, we can't take the average of those in the treatment group who remain 
and compare it to the average in the control group.  
 
Now it's important to notice that attrition could be random within the treatment group 
and within the control group, but it could differ between groups. For example, 50 
patients might attrite from the control group in the HIV example while 100 leave the 
treatment group.  
 
If attrition was truly random within each group, then you could still compare the 950 
remaining control group participants and the 900 remaining members of the treatment 
group. But as soon as this kind of differential attrition occurs, you have to worry that it 
is not in fact random.  
 
What was it that caused more people to attrite from the treatment group than the 
control, you might ask. Indeed, although a differential rate of attrition between 
treatment and control groups neither implies nor is implied by non-random attrition 
within groups, it is usually seen as a red flag warning that your remaining samples are 
not comparable.  
 
Hence one way to check if attrition is random is to see if it is correlated with treatment 
assignment. You can do this by running a regression of an attrition variable, let's say 
AI, equal to 1 if an individual I is not found in the follow up stage of the experiment, 
and 0 if she is on treatment assignment, TI.  
 
The estimate of alpha is the share of people in the control group who attrite. And if the 
estimate of beta is significantly different from zero, that means that attrition is 
correlated with treatment assignment. A non-zero estimate of beta tells you something 
fishy might be going on.  
 
So what should a researcher do in the face of non-random attrition? The first thing to 
do is to avoid it. The survey team who administered a long term longitudinal study of 
households in Indonesia over many years famously went to extraordinary lengths to 
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avoid attrition, paddling dug out canoes to remote villages to find a handful of 
participants in earlier rounds.  
 
This kind of approach can be very expensive of course. But it does suggest that when 
you start a study, you should be careful to collect information, not just about the 
participating individuals but potentially also about their neighbors and friends who 
might be called upon to help find the participants later on.  
 
Studies of the determinants and impacts of migration are particularly prone to attrition 
for obvious reasons. If the intention is that a program will make it easier to migrate, 
then we should hope to see patterns of behavior that might make it more difficult to 
track people down later. Establishing protocols early on to find them later will be 
important.  
 
Having done all you can to limit attrition, you find you still have some. And it's not 
balanced across the treatment and control groups. What now?  
 
The first thing we typically do is ignore it. That is using the data we have on the 
individuals who have not attrited, we assume attrition was random and go ahead and 
compare the average outcomes in the treatment and control groups. This gives us a 
point estimate of the impact. But then we ask by how much we could possibly be off 
in either direction.  
 
Technically, we make different assumptions about what the outcomes of the people 
who attrite might be, or what kinds of people might have attrited, and from these we 
estimate bounds around the point estimate.  
There are a couple of types of bounds typically used in the literature, each named after 
the author who created them. The first kind are called Manski bounds after Chuck 
Manski at Northwestern University. And the second are Lee bounds after David Lee 
at Princeton.  
 
It's important to realize that while these Manski and Lee bounds generate intervals 
around the central estimate of a program's impact, the ranges of outcomes do not 
represent confidence intervals as we have defined them previously. Indeed, it is 
possible to define confidence intervals around the upper and lower bounds of the 
Manski and Lee bounds.  
 
Confidence intervals arise because we use a finite sample to say something about a 
larger population of which the sample is representative. Manski and Lee bounds, on 
the other hand, arise because the sample we end up having data on might not be 
representative of the population after all due to the fact that some people attrite.  
 

Manski Bounds 
Let's talk about Manski bounds. A critical condition needed to calculate Manski bounds 
is that there is some best outcome and, correspondingly, a worst outcome. If you are 
studying the impact of a program aimed at inducing women to give birth in a clinic, the 
outcome is either yes or no. And presumably, we hope, the best outcome is yes, and 
the worst is no. Similarly, consider a program aimed at improving youth employment. 
One outcome of interest, is, again, binary. Employment status is yes, you got a job, or 
no, you didn't.  
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On the other hand, some outcomes don't have natural limits like this. What's the best 
CD4 count an HIV AIDS patient might attain? Similarly, in a training program aimed 
not just at moving youth into jobs, but also at increasing their wages, the worst 
outcome is probably a wage of 0. But what's the best wage that could be earned?  
 
Typically, in these kinds of cases, researchers take a practical approach and choose 
some benchmark levels of outcomes as the worst and the best. For example, the worst 
CD4 count might be, say, 150, and the best, 800 even though in practice the outcome 
could be lower than the worst or higher than the best.  
 
With best and worst defined, Manski bounds are then constructed as follows. First, we 
measure the average outcome of non-attriters in the treatment and control groups. 
The difference between these is our estimate of the treatment effect, not accounting 
for attrition. In this example, the red and blue figures are the non-attriters in the 
treatment and control groups, respectively, while the black ones are those we can't 
find.  
 
But then, we make an assumption about the outcomes of the attriters. To get an upper 
limit of the interval, we assume all the attriters in the treatment group actually got the 
best outcome. For example, all those we didn't observe in the treatment group got a 
job, had their baby in a clinic, or had CD4 count of 800. Conversely, we assume that 
the outcome for all the attriters in the control group was the worst it could have been. 
None of them got a job or delivered in a clinic, or all of them had a CD4 count of 150.  
 
With these assumptions, we recalculate the average outcome for everyone in the 
treatment group, attriters and non-attriters as I like, and for everyone in the control 
group. The average for everyone in the treatment group is at least as high and 
probably much higher than the average of just the treatment group non-attriters. And 
the average for everyone in the control group is at least as low and probably much 
lower than the average of just the control non-attriters. So the difference in these two 
averages is the same or very likely larger than the treatment effect based on the non-
attriters only.  
 
This is the upper bound on the treatment effect. Now for the lower bound, we make 
the opposite assumptions. We assume the outcome for all the attriters in the treatment 
group was as bad as possible-- no job, no clinic delivery, or a CD4 count of 150. The 
average for everyone in the treatment group is thus the same or very likely lower than 
the average of just the treatment group non-attriters.  
 
And for the control group, we assume the outcome of the attriters as good as it can 
get-- successful job placement, clinic delivery, or an 800 CD4 count. The average 
outcome for everyone in the control group now, attriters and non-attriters combined, 
is very likely to be higher than the average for the non-attriters only. So the difference 
now between the average outcome of the treatment and control groups will be less 
than the difference in non-attriter to averages. This is the lower bound of the treatment 
effect.  
 
Here's a numerical example. The program under evaluation delivers skills training 
aimed at increasing monthly wages. For the kinds of individuals targeted for inclusion 
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in the experiment, wages can range from say, 0, to 10,000 shillings per month. 1,000 
participants are recruited and divided equally into treatment and control groups. So 
far, so good. After the training, received by everyone in the treatment group and no 
one in the control group, so there's no non-compliance, a follow-up survey is 
conducted  
 
Now, for some reason, 20% of the treatment group can't be found or choose not to 
respond to the survey, while 40% of the control group attrite. So you're left with 
observations of the wages of 400 members of the treatment group, and any 
information on those of 300 members of the control group. The average wage of non-
attriters in the treatment group is, say, 7,500 and for those non-attriters in the control 
group, it's 6,000. Not accounting for attrition, the point estimate of the treatment effect 
is 7,500 minus 6,000, which is 1,500.  
 
The upper bound of the treatment effect is calculated as follows. First, assume all 100 
attriters from the treatment group actually earned 10,000 shillings, the average wage 
of everyone in the treatment group under this best-case assumption, which I'll call yT 
Best, is then 0.8 times 7,500 plus 0.2 times 10,000, which is about-- actually, it's 
exactly 8,000.  
 
The worst-case scenario in the control group is that none of the attriters get a job, and 
their wages are 0. In this case, the average outcome for everyone in the control group-
- I'll call yC Worst, is 0.6 times 6,000 plus 0.4 times 0, which is 3,600.  
 
The upper bound of the treatment effect-- let's call it beta Upper, is the difference in 
these best- and worst-case scenario averages, which is 4,400. As expected, this is 
larger than the estimate of 1,500 we arrived at by comparing only the non-attriters in 
the two groups.  
 
Now, for the lower bound, we assume that all the attriters in the treatment group went 
unemployed and had a wage of 0. The average wage for all members of the treatment 
group under this worst-case scenario is yT Worst, equals 6,000. And under the 
assumption that the attriters in the control group all had wages of 10,000, the average 
wage of the whole control group is yC Best, equals 7,600.  
 
The lower bound of the treatment effect is the difference in these worst- and best-case 
scenario averages, which is now minus 1,600. That's 6,000 in the treatment group 
minus 7600 for the control group, or negative 1,600.  
 
Under the most favorable assumptions about the program's impact, the treatment 
effect is as high as 4,400, while under the most unfavorable assumptions about the 
program, it actually reduces the wages of participants by 1,600.  
 

Lee Bounds 
In the face of attrition, Manski makes minimal assumptions about the data that cannot 
be collected about the outcomes of the attriters and calculates upper and lower limits 
on the treatment effect. Lee's approach is, in a sense, the opposite of Manski's. Instead 
of assuming something about the outcomes of the attriters, Lee makes an assumption 
about who they are, what kinds of people leave the sample and uses data on two 
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subsamples of the non-attriters to make two treatment control comparisons that yield 
upper and lower bounds on the treatment effect.  
 
Like before, suppose attrition is lower in the treatment group than in the control. Lee's 
approach is to toss out some of the treatment group non-attriters to end up with two 
sub-samples which now exhibit equal rates of attrition that can be compared. 
Depending on which treatment group non-attriters are thrown out, he calculates an 
upper and a lower bound for the treatment effect.  
 
Lee's first underlying assumption is that there is something not observed by the 
researcher that drives outcomes. Some people have higher or better outcomes than 
others. And the treatment tends to push everyone's outcome up or down to a similar 
degree.  
 
Here's an illustration of what we'd see if there was no attrition. The red guys represent 
members of the treatment group, and the blue are in the control. But in practice, 20% 
of the treatment group, two of the red guys, attrite. And 40% of the control group do 
so.  
 
So we're left with 80% of the treatment group and 60% of the control. There is a 
chance, however, that comparing just the non-attriters in the two groups would mean 
that we would not be comparing like with like. This depends on whether attrition is 
random.  
 
So Lee makes two alternative assumptions about the non-randomness of attrition. 
First, they're the kinds of people who attrite from both the treatment and the control 
groups would all have had outcomes at the low end.  
 
If the attriters would have had low outcomes, then Lee trims the non-attriting sample 
in the treatment group from the bottom up, keeping just enough of those at the top to 
compare with the non-attriters in the control group. Remember, there are fewer non-
attriters in the control group in this example.  
 
The composition of the resulting two groups under the assumption about who attrites 
is similar. So comparing them provides a legitimate measure of the treatment effect. 
The difference in these averages is an upper bound on the treatment effect. An 
alternative assumption is that attrition in both the treatment and control groups is 
concentrated in the top end of the outcome distribution.  
 
Now, to get two statistically comparable groups, he trims those non-attriters in the 
treatment group, who have relatively high outcomes and compares the ones who are 
left with the control group non-attriters. The difference between these two averages is 
a lower bound on the treatment effect. You're asked in one of the assignment 
questions to work through a numerical example.  
 
In general, Lee bounds tend to be narrower than Manski bounds. But they come with 
a stronger assumption about the nature of attrition. Also, it's worth noting that when 
the extent of attrition is the same in both the treatment and control groups, the upper 
and lower Lee bounds converge and are equal to the simple difference in averages of 
the non-attriters in the treatment and control groups.  
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Manski's approach, while it tends to yield rather wide bounds, doesn't have this 
property. Even with equal attrition rates in the two experimental arms, the upper and 
lower bounds calculated using Manski's method are different from each other.  
 

ACTIVITY 10 
Each of the following tiles identifies a type of “incompleteness” in a randomized 
controlled trial. Assign each of the tiles into the “attrition” or “partial compliance” bin. 

A. In a study evaluation the effect of computers on test scores, 17 students drop 
out of school and do not take the follow-up test. 

B. An RCT is conducted to study the effect of quitting smoking on lung health. The 
study sample consists of smokers, and members of the treatment group are 
given an incentive not to smoke. Some members of the control group quit 
smoking. 

C. Researchers aim to study the effect of free condoms on pregnancy rates. 
During the follow-up survey, 8% of the participants cannot be located and 
interviewed. 

D. A researcher runs out of money and can only survey 80% of the study 
population during a follow-up survey. 

E. A study team aims to identify the effect of textbooks on graduation rates. 
Students are assigned to a treatment group in which they receive a free 
textbook or a control group in which they do not. The researchers discover that 
some of the students in the control group purchased the textbook. 
 

Attrition       Partial Compliance  
 

Review 

In this module, we have discussed measuring treatment effects when there is 
imperfect compliance and accounting for attrition when estimating treatment effects. 

Module Learning Outcomes 

Having completed this course module, you should feel comfortable to: 
 Define  and calculate ITT (Intent To Treat), LATE (Local Average Treatment 

Effect) of an RCT. (Review "Measuring Treatment Effects and Imperfect 
Compliance") 

 Identify, in the context of an RCT, how we can reliably measure the impact of 
the program even with incomplete compliance.  (Review "Measuring 
Treatment Effects and Imperfect Compliance") 

 Discuss the two stage least squares (2SLS) procedure.  (Review "Measuring 
Treatment Effects and Imperfect Compliance") 

 Identify the connection between ITT and LATE, and the relation of 2SLS and 
a simple OLS regression when providing estimates of for a treatment 
effect.  (Review "Measuring Treatment Effects and Imperfect Compliance") 

 Distinguish between different kinds of attrition - random and non-random - 
and what each means for our ability to measure program impacts. (Review 
"Attrition and Estimating Treatment Effects") 
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 Recognize the process of calculating, and the interpretation of, Manski and 
Lee bounds. (Review "Attrition and Estimating Treatment Effects") 

 

Knowledge Check 

Complete the following questions to check your knowledge. Read each question 
carefully. 

 
Question 1. True or False 
The LATE (Local Average Treatment Effect) measures the impact of “being offered” a 
treatment and the ITT effect measures the impact of an intervention on the subgroup 
of subjects that adopted the treatment but would not have in the absence of the 
intervention. Select the correct response. 
 True 
 
 False 
 
Question 2. True or False 
If a higher fraction of the control group adopts an intervention than the treatment group 
then the effect of the intervention cannot be studied. Select the correct response. 
 True 
 
 False 
 
Question 3. True or False 

In the context of a randomized control trial, comparing the entire treatment group to 
the entire control group yields a comparison of statistically similar groups of people. 
Select the correct response. 
 True 
 
 False 
 
Question 4. Numerical Input 
Suppose in an RCT that 25% of the control group adopt the treatment, and 65% of the 

treatment group do so. Furthermore, suppose that �̅�𝑇−𝐺𝑟𝑜𝑢𝑝 = 6 and �̅�𝐶−𝐺𝑟𝑜𝑢𝑝 = 2. 
What are the ITT and LATE? 

A. ITT =  
 

B. LATE = 
 
Question 5. Multiple Choice 
Which of the following is the correct two stage least squares (2SLS) procedure? 
Select the correct response. 

A. First regress the outcome variable on treatment assignment, then divide the 
estimated treatment effect by the compliance rate, c. 

B. First calculate the compliance rate, c, then regress the outcome variable on 
c. 
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C. First estimate the probability of being treated for each individual, i, then 
regress the outcome variable on the probability of being treated. 

D. Regress the outcome variable on treatment status. 
 
Question 6. True or False 

In the case of perfect compliance, 2SLS and a simple OLS regression will give the 
same estimates for the treatment effect. Select the correct response. 
 True 
 
 False 
 
Question 7. True or False 
Suppose that on the day researchers go to test students in a study aimed at improving 
test scores a quarter of the students cannot be found. The attrition is definitely random, 
so there’s no need to worry that the absence of some students will interfere with the 
estimation of treatment effects. Select the correct response. 
 True 
 False 
 
Question 8. True or False 
If the rate of attrition is the same between the treatment and control groups then you 
don’t have to worry about non-random attrition. Select the correct response. 
 True 
 
 False 
 
Question 9. Multiple Answer 
One way to avoid non-random attrition is to select a study population that is less likely 
to attrite. Why might this approach be problematic in certain instances? Select all that 
apply. Select all that apply. 

A. People that are unlikely to attrite may respond differently to the treatment than 
those that are likely to attrite. 

B. Some studies, such as those about migration, are specifically designed at 
studying people that are likely to attrite, so researchers would be studying a 
different population than the one of interest. 

C. Researchers may not be able to predict which people are likely to attrite. 
 

D. The study would not be internally valid because the researchers are studying 
a non-random subset of the population. 

 
Question 10. Numerical Input 
Suppose that in a study of employment 10% of the treatment group attrites and 20% 
of the control group attrites. Furthermore, suppose that the employment rate is 80% for 
non-attritrs in the treatment group and 20% for non-attritrs in the control group. What 
are the upper and lower Manski bands for the difference in employment rates between 
the treatment and control groups? 

A. Upper =  
 

B. Lower =  
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Question 11. Numerical Input 
Suppose that there are initially 25 people in both the treatment and control groups. 
However, 5 people attrite from the treatment group and 10 from the control group. Of 
the 20 people left in the treatment group, 10 have an outcome value of 10 and 10 have 
an outcome value of 20. In the control group, 5 people have an outcome variable of 5 
and 10 have an outcome variable of 10. What are the upper and lower Lee bounds for 
the treatment effect? Round your answer to 2 decimal points if applicable. 

A. Upper =  
 

B. Lower =  
 

STATA EXCERCISES 
This tutorial introduces the Stata commands associated with the content in Module 6: 
Imperfect Compliance and Attrition. 
 
Thornton, R.L. (2008). The Demand for, and Impact of, Learning HIV Status. American 
Economic Review, 98 (5), 1829-63. 
 
For this module, we will use the same data that we used for in Module 5: Regression 
Analysis. We use data from a randomized controlled trial (RCT) in Malawi in which 
individuals were provided varying incentives to learn their HIV status after receiving 
an HIV test. The Abdul Latif Jameel Poverty Action Lab provides a detailed description 
of the intervention. 
Data: To begin, download the data from the American Economic Association. (Same 
as module 5) 
 
Exercise: Download your Stata exercise files as compressed(zip) files. Open the file 
module_6.md to get started. Configure Stata and load the data the same way that you 
did for Module 5. In addition, generate a variable called 𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 indicating if the 
respondent received any financial incentive following the same procedure as in 
Module 5. You will also need the files from Module 5. 
 

Glossary 
Intention-to-treat, or ITT, estimator  
The ITT estimator is the straight difference in the outcome indicator Y for the group to 
whom we offered treatment and the same indicator for the group to whom we did not 
offer treatment.  
 
Treatment-on-the-treated (effect of)  
Also known as the TOT estimator. The effect of treatment on the treated is the impact 
of the treatment on those units that have actually benefited from the treatment.  
 
Local average treatment effect (LATE)  
Also known as the complier average causal effect (CACE). It is the treatment effect 
for the subset of the sample that takes the treatment if and only if they were 
assigned to the treatment, otherwise known as the compliers. 
Source: https://en.wikipedia.org/wiki/Local_average_treatment_effect  
 

 

 

https://courses.edx.org/assets/courseware/v1/24e078904ddd7f7619d8a6afc56dc91d/asset-v1:GeorgetownX+econ-491+2T2020+type@asset+block/Module_6_Stata.zip
https://studio.edx.org/asset-v1:GeorgetownX+test1+3T2018+type@asset+block@Module_5_Stata.zip
https://en.wikipedia.org/wiki/Local_average_treatment_effect
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Instrumental variable  
An instrumental variable is a variable that helps identify the causal impact of a program 
when participation in the program is partly determined by the potential beneficiaries. 
A variable must have two characteristics to qualify as a good instrumental variable: (1) 
it must be correlated with program participation, and (2) it may not be correlated with 
outcomes Y (apart from through program participation) or with unobserved variables.  
 
Attrition  
Attrition occurs when some units drop from the sample between one data collection 
round and another, for example, because migrants are not tracked. Attrition is a case 
of unit nonresponse. Attrition can create bias in impact evaluations if it is correlated 
with treatment status.  
 
References 

 Esther Duflo, Rachel Glennerster and Michael Kremer (2006): "Using 
Randomization in Development Economics Research: A toolkit" (section 6) 
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MODULE 7: POWER CALCULATIONS 
In this module, we’re going to think about how many people or households you should 
include in an RCT. Typically, there’s a trade-off – including more people increases the 
cost of data collection, while a sample that is too small might make it difficult to 
precisely measure the impact of an intervention. Striking the right balance is a 
combination of reverse statistical engineering on the one hand, and prudent financial 
management on the other. But we’ll focus primarily on the former in this module.  
 
We’ll introduce the concepts of Type I and Type II errors and how a larger sample size 
can reduce the likelihood of making these mistakes. These errors are essentially 
incorrect inferences about program impacts based on the data on hand. We’ll find, 
however, that the way you set up your experiment can affect the relationship between 
sample size and the likelihood of making such errors. For example, a clustered RCT 
with a given sample size, in which randomization occurs at the group or cluster level, 
will be more prone to Type I and Type II errors than an unclustered design with the 
same number of people.  
 
Key Questions  

 In the context of an evaluation of a program’s impact, what are Type I and Type 
II errors?  

 How do Type I and Type II errors relate to ‘false positives” and “false 
negatives”?  

 What is the “size” of a statistical test?  

 What do we mean by the “power” of a statistical test?  

 What is the link between the power and size of a test, the sample size, the effect 
size, and the variance of the outcome variable?  

 How does clustering impact statistical power and how do we account for it? 

 How does stratification impact statistical power and how do we incorporate it in 
an RCT?  

 How does imperfect compliance impact statistical power and how do we control 
for it?  

 
Learning Objectives  

 Describe Type I and Type II errors, and the size and power of a statistical test.  

 Identify factors that influence the power of an experimental design.  

 Define the concept of the minimal detectable effect size.  

 Derive the power formula, which encapsulates the relationship between the size 
and power of a statistical test, and the sample size, outcome variance, and 
effect size.  

 Explore the impact of clustering, stratification, and imperfect compliance on 
statistical power.  

 
CONTENT 

Introduction 

In this module, we're going to think about how many people or households you should 
include in an RCT. We'll introduce the concepts of Type I and Type II errors, and how 
large a sample size can reduce the likelihood of making certain types of mistakes.  
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Keep in mind the following questions as you progress through the module sections: 
 In the context of an evaluation of a program’s impact, what are Type I and Type 

II errors? 
 How do Type I and Type II errors relate to ‘false positives” and “false 

negatives”? 
 What is the “size” of a statistical test? What do we mean by the “power” of a 

statistical test? 
 What is the link between the power and size of a test, the sample size, the 

effect size, and the variance of the outcome variable? 
 How does clustering impact statistical power and how do we account for it? 
 How does stratification impact statistical power and how do we incorporate it 

in an RCT? 
 How does imperfect compliance impact statistical power and how do we control 

for it? 
 

Introduction to Power Calculations 
In this module, we're going to think about how many people or households you should 
include in an RCT. Typically, there's a trade off. Including more people increases the 
cost of data collection, while a sample that is too small might make it difficult to 
precisely measure the impact of an intervention. Striking the right balance is a 
combination of reverse statistical engineering on the one hand and prudent financial 
management on the other. But we'll focus primarily on the former in this module.  
 
We'll introduce the concepts of Type I and Type II errors, and how large a sample size 
can reduce the likelihood of making these mistakes. These errors are essentially 
incorrect inferences about program impacts based on the data on hand. We'll find, 
however, that the way you set up your experiment can affect the relationship between 
sample size and the likelihood of making such errors. For example, a clustered RCT 
with a given sample size in which randomization occurs at the group or cluster level 
will be more prone to Type I and Type II errors than an unclustered design with the 
same number of people.  
 
So if you're clustering, you'll want to think about expanding the sample. And the way 
you assign individuals or households to different experimental groups can reduce the 
chance of making Type I and Type II errors, in particular, if you use some fixed 
characteristics, such as gender, to stratify the randomization. Or conversely, 
stratification, dividing your study sample into groups of people with similar 
characteristics, for example, boys in one group, girls in another, and randomizing 
within each group can reduce the number of people you need to include in order to hit 
particular targeted error rates. But let's get more specific.  
 

Defining and Calculating Power 

In this section of the course, you will review Type I and Type II errors, and the size 
and power of a statistical test. You will also explore factors that influence the power of 
an experimental design, the concept of the minimal detectable effect size, and 
ultimately, the power formula. The power formula encapsulates the relationship 
between the size and power of a statistical test, and the sample size, outcome 
variance, and effect size. 
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Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
 In the context of an evaluation of a program’s impact, what are Type I and Type 

II errors? 
 How do Type I and Type II errors relate to ‘false positives” and “false 

negatives”? 
 What is the “size” of a statistical test? What do we mean by the “power” of a 

statistical test? 
 What is the link between the power and size of a test, the sample size, the effect 

size, and the variance of the outcome variable? 
 

Type 1 and Type 2 Errors 
A guiding principle that characterizes careful impact evaluation studies is that of 
conservatism. We don't want to promote costly policy changes without very clear 
evidence that a program is effective. To operationalize this idea, we stack the deck 
against ourselves by assuming there is no impact of the program and by asking if our 
data is consistent with such an assumption. The assumption of no impact is called the 
null hypothesis, or simply the null.  
 
The null can be either true or false, and we use the data on hand to make our best 
judgment about its veracity. In particular, we use the data either to reject the null or to 
fail to reject it. Rejecting the null when it is true, that is inferring from our data that a 
program is effective when, in fact, it is not, is a mistake. It's an error. This kind of a 
false positive is a real mistake, it's a real error. Not like the epsilon errors you encounter 
in regression equations, for example. With evident lack of inspiration statisticians and 
applied researchers have come to refer to this kind of mistake as a Type 1 error.  
 
You can probably guess from the name that there is at least one other kind of mistake 
we can make in this business. Indeed, there is. Instead of falsely inferring a program 
is effective when it's not, we might incorrectly fail to reject the null hypothesis when it 
is not true. That is, we might infer from the data that the program is ineffectual even 
when it does have an impact. Such a false negative is called-- you guessed it-- a Type 
II error. Of course, you might correctly reject the null when it is in fact false, or you 
could fail to reject it when it is indeed true.  
 
So to summarize, the hypothesis your testing can be either true or false, and your 
inference about it, based on a t-statistic of some kind, can be either correct or incorrect. 
We can thus conceive of four possible scenarios, as shown in the table. First, the null 
hypothesis might be true. That is, there might be no impact of the program under 
consideration. Or the program could actually be effective, in which case, the null 
hypothesis is false.  
 
Now, using the data in our sample, we calculated t-statistic to test the difference in 
means between the control and treatment groups. If the  t-stat is large enough, then 
we reject the null hypothesis. And if it's small, we fail to reject the null. Type I and II 
errors occur when what we infer from the data does not match the truth. If we end up 
in the bottom left cell, we make a Type I error. Type II errors occur when we are in the 
top right.  
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A larger sample size allows you to reduce the likelihood of making both of these 
mistakes. You might be willing to live with a relatively high chance of making a Type I 
error, but a lower chance of making a Type II error or vise versa, or maybe you want 
both to be very small. But whatever your tolerance for risk taking, whatever your 
comfort zone, we'll be able to back out the number of people in your RCT, the sample 
size, that you'll need in order to fall within it.  
 
A full cost benefit analysis would assign some costs to reducing the chance of making 
each of the two types of errors and compare this with the cost of including more people 
in your study. In practice though, we don't go that far. Instead, researchers adhere to 
typically adopted error rates, some industry standards, if you like, and ask what sample 
size is required to meet them.  
 

Statistical Power and its Determinants 
By understanding the likelihood of making Type I and Type II errors, we can calibrate 
what we call the power of a statistical test. We think of power as synonymous with 
strength, but instead of Superman, a better analogy is the strength of a microscope. 
When you do an RCT, you're trying to detect a difference between treatment and 
control group outcomes. The more powerful your microscope, the more likely you are 
to see something if it's really there.  
 
Now suppose you're conducting an unclustered RCT with a single treatment group 
and a control group. You'll recall that in an unclustered RCT randomization occurs at 
the individual person or household level. Not at the group level. You flip a coin for each 
person, not for each school, village, or clinic. Let's suppose that the treatment group 
and the control group each have the same number of people. I'll call it n. You check 
that both samples have similar properties at baseline, that is, you do a baseline test. 
And then after the intervention has been administered, you measure the outcomes of 
all the participants.  
 

The average outcome in the treatment group is �̅�𝑇 bar, and the average in the control 

group is �̅�𝐶 bar. The difference in averages I'll call b, which is just 𝑏 = �̅�𝑇 − �̅�𝐶. Now, 
we already know that b is drawn from a t-distribution with mean equal to the true impact 

of the program, . The difference in the underlying mean of the population if everyone 
was treated, 

𝑇
, and the mean of the population if no one was treated, 

𝐶
.  

 
Under the null hypothesis that beta equals 0, that is that the program has no impact, 
b is drawn from a distribution centered around 0. Suppose we adopt the convention of 
rejecting the null hypothesis if our observed value of b falls either in the top 5% of the 
distribution or in the bottom 5%. That is, we use a 10% level of significance when 
testing the hypothesis that beta is 0. Let's say the intervention has no real effect. If we 
were to repeat our experiment over and over again, then 90% of the time we would 
estimate a treatment effect within about 1.6 standard deviations of 0, and we would 
fail to reject the null hypothesis.  
 
But 10% of the time, we would reject the null hypothesis finding a treatment effect in 
either the top or the bottom tail of the t-distribution. 10% of the time, we would 
incorrectly infer that the treatment had an effect. That is, our chance of making a Type 
I error is 10%. OK, but we're only going to be doing RCTs in contexts where we think 
there's a good reason that the intervention under consideration does have an impact. 
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What's the chance of making a Type II error, that is, of failing to detect a true impact? 

OK, so suppose then that the real impact is positive, so , which is  = 
𝑇

− 
𝐶

  0. 

 

Now, the distribution of b is centered around , not around 0. How likely are we now 
to reject the null hypothesis? Well, remember that we don't use this distribution to test 
the null hypothesis. No. We decide whether to reject the null on the basis of the t-
distribution centered around 0, and we do so whenever the point estimate of the 
difference in means falls in the upper or lower tails. But if the true distribution of b is 

the centered on , then the likelihood that we will reject the null hypothesis is not the 
sum of the two orange areas. Instead, it is the sum of two areas that I'll construct by 

layering the distributions centered around  on top of the one centered around 0.  
 
I'll color these two areas blue. One of the blue areas, the one on the left, is tiny. You 
can only see it if I zoom in on that part of the graph. But the blue area to the right is 
pretty large. To a very good approximation, the sum of these two areas is simply the 
error of the one on the right. This value is the likelihood that you will not make a Type 
II error, the chance that we'll correctly reject the null hypothesis when the true impact 

is .  
 
We call this value the power of our study. A number between 0 and 1, which is given 

the symbol kappa (), another letter to add to your Greek alphabet. On the other hand, 
the likelihood of not rejecting the null hypothesis, of saying there is no impact when 
there really is one, even though we should, is very close to the area to the left of the 
main blue area, which I'll shade now green. We can now see there's a trade off 
between Type I and Type II errors.  
 
We can make the chance of a Type I error occurring smaller by shrinking the orange 
areas, but that means the green area, the probability of making a Type II error, 
increases in size. The level of statistical significance we choose reflects a decision 
about how cautious or conservative we want to be in jumping to conclusions about the 
effectiveness of programs. The chance of making a Type I error is simply that level of 
statistical significance, or 1 minus the confidence level. This chance is sometimes also 

referred to as the size of the test and given the symbol .  
 
But given this level of caution, we'd still like to make sure we correctly reject the null 
when there really is an effect. More power means we have a better chance of doing 
so. So when can we expect a study to have a lot of power? Well, first, when the true 
effect is larger, power necessarily increases. This simply says that the larger the effect 
size, the more likely you are to see it. Second, and this is a more useful observation 
in terms of the design of your RCT, as the sample size increases, power also 
increases. Now this happens for two reasons, both driven by the fact that a larger 
sample size reduces the standard deviation or standard error of the estimated 
difference in means.  
 
First, under the null hypothesis of no impact, the distribution of b continues to be 
centered on 0 but narrows. This leads to a smaller critical value above which 5% of 
the probability distribution lies. In addition, the distribution of b when the true effect is 

 also narrows. This time remaining centered around . But that has the effect of 
creating more blue area to the right of any cutoff point. This is why a larger sample 
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size helps. First, it narrows the range of estimates that would lead you to not reject the 
null hypothesis. And second, it increases the chance that you will correctly reject the 
null when it is not true.  
 
Now remember that the variance of the estimate of the difference in means is related 
to the variance of the underlying variable X and the sample size. Increasing the sample 
size reduces this variance, which boosts power. But this suggests that we might 
increase the power of a study by reducing the underlying variance directly. For 
example, in evaluating an education project, you might work with a sample of 
individuals or households whose outcomes you expect to be relatively homogeneous. 
Maybe you focus on kids in a single grade of primary school, or in a narrow age range 
instead of working with children in all grades or with ages that span a wide range.  
 
Or if you are looking at a job training or microfinance intervention, you could recruit 
women who work in a particular industry, say tailoring, instead of a more diverse group, 
such as women and men or women working in a bunch of different sectors. What you 
gain in terms of power however you lose in terms of external validity. Focusing on 
women with tailoring skills means you will learn about the impact of the project on such 
women, but you won't learn about the impact of similar projects on women with other 
skills or on men with or without such skills.  
 

The Power Formula 
Let's gather all the factors that affect statistical power and see how they are related. 

There are so far five different elements. First, the power of the test itself, , which 
reflects how often we can expect to detect a real effect of a given size. Second, the 

size of the test , which is just the significance level against which we judge the null 

hypothesis. Third, the true effect size itself which we've been calling . Fourth, the 

variance of the underlying outcome data, 2. And fifth, the sample size of the 
experiment.  
 
And these five elements can be combined into a single equation, so that if any four 
are known or fixed, the fifth can be deduced. In particular, given any underlying 

variance, 2, a common practice is to fix the test size, , and the power, , and to 

reduce the five way relationship to a two way relationship between the effect size  

and the sample size n. With the parameters 2, , and  fixed, this relationship then 
allows us to either say what sample size we need to detect a given effect size, or the 
size of the treatment effect we expect to be able to detect with a given sample size.  
 
Let's now derive the five way relationship. To do so, I'm going to start with the 
assumption that the underlying outcome variable in both the treatment and control 
groups is normally distributed with no invariance, sigma squared. We'll generalize to 
the more realistic case of an arbitrary distribution with unknown variance later.  
 

Our estimate of the treatment effect, , is the difference in the average outcomes in 
each group, which we'll denote by b. There are 𝑛𝑇 people in the treatment group and 

𝑛𝐶 in the control group. I'll call the variance of the difference in average outcomes 𝑏
2, 

which is related to the underlying variance and to the sizes of the two groups according 

to this formula 𝑏
2 =

2

𝑛𝑇
+

2

𝑛𝐶
. We know then that b is normally distributed with mean 

equal to , the true difference in means, and variance 𝑏
2.  
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Under the null hypothesis that  equals 0, the variable 𝑧 =
𝑏

𝑏
 𝑁(0,1) is normally 

distributed with means 0 and variance 1. Now, we reject the null hypothesis at the 10% 
level if the observed value of z is greater than about 1.65 and at the 5% level if c is 
greater than about 1.96.  
 

More generally, following standard notation, we reject the null at the  percent level if 
z is greater than a critical upper value which is given the symbol 𝑍/2. Here's an 

illustration of the values of Z measured along the horizontal axis for which we would 

reject the null at the  percent level. I've used the notation f(z;0,1) to denote the 
standard normal probability distribution function.  
 
But if we reject whenever Z is bigger than the 𝑍/2, then that's the same as rejecting 

the null hypothesis whenever b is greater than a cutoff level 𝑏/2, where 𝑏/2 = 𝑍/2𝑏. 

Here's the corresponding figure, this time with b measured along the axis, not Z. And 

the density function is labeled f(b;0, 𝑏
2). The 0 refers to the fact that the mean of b 

under the null hypothesis is 0 and 𝑏
2 is the variance. The number 𝑏/2 is the critical 

value at the  percent level of the difference in averages between the treatment group 
and the control group.  
 
Now, to bring power into the picture, what if the true difference in means isn't 0, but is 

some value  that's bigger than 0? In this case, b will actually be normally distributed 

with mean , not 0, and variance 𝑏
2. As illustrated here, by the blue distribution 

function centered on , which I'll label f(b;, 𝑏
2).  

 

If the true difference in means is really , then the probability of obtaining a value of b 
in any particular range is calculated using this PDF, not the one centered on 0. In 
particular, the probability that we reject the null is therefore the area to the right of the 
critical value 𝑏/2 under the blue, not red distribution function.  

 
Using the cumulative density function, capital F, corresponding to the probability 
density function, little f, this probability can be written out as such. This is the chance 

that you will correctly reject the null hypothesis if the true treatment effect is . It's the 

power of the test.  = 1 − 𝐹(𝑏

2
;,𝑏

2). As  increases, the power increases too. The 

larger the effect size, the more likely you are to reject the null hypothesis. On the other 
hand, a smaller effect size will be detected less reliably.  
 

OK. Now let's suppose that you have fixed the size of the test at , for example at  =
0.1, and that you want to make sure that you reject the null  percent of the time. A 

common value of  used by researchers is, for example, 0.8 or 80%. What is the 
smallest effect size that you can expect to detect with this level of reliability?  
 

To answer this, we gradually increase , sliding the blue distribution function which is 

centered on , of course, to the right until the area of the blue shaded part is equal to 

the chosen level of , 0.8 in our example. If we want our test to have more power, say 
90%, then we have to slide it further to the right. We will reject the null hypothesis with 

this higher level of reliability only if the effect size  is somewhat larger. And if we can 
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put up with lower power, say, 70%, then we don't have to slide it so far. If we're willing 
to reject the null with slightly less reliability, then the effect size doesn't have to be 
quite so large.  
 

Instead of asking how large  has to be to yield a test with power of , let's ask how 
much larger it needs to be than the critical value 𝑏/2. I'm going to give the difference 

 − 𝑏/2 a new name 𝑏1−. The reason for the subscript, 1 − , will become clear 

shortly.  
 
Well, a bit of geometric calisthenics shows you that this difference, 𝑏1−, is such that 

the area to the left of it under the red curve is . Again, for example, 80%. Of course, 

if the area to the left is  and then the area to the right is 1 − , hence the subscript. 
We're getting there. Corresponding to the value  𝑏1− is the standardized value 𝑍1−, 

which is 𝑍1− =
𝑏1−

𝑏
 -- the critical value of a standard normal distribution above which 

1 −  of the distribution lies.  
 

But because 𝑏1− =  − 𝑏/2, then 𝑍1− =
𝑏1−

𝑏
=

−𝑏/2

𝑏
=



𝑏
− 𝑍/2. Which means 

finally that   = (𝑍1− + 𝑍

2
)𝑏. But wait, that standard deviation term is made up of the 

underlying variance, which we know, and the sizes of the two groups. Remember the 

expression for 𝑏
2 is 𝑏

2 =
2

𝑛𝑇
+

2

𝑛𝐶
. So 𝑏 = √

2

𝑛𝑇
+

2

𝑛𝐶
.  

 
Let's call the total sample size in our experiment, n, and the proportion that is in the 
treatment group, p. So 𝑛𝑇 = 𝑝𝑛, and 𝑛𝐶 = (1 − 𝑝)𝑛. It's straightforward, then, to derive 

this expression for 𝑏. So, finally-- and I really mean finally this time, we can write the 

expression for  = (𝑍1− + 𝑍

2
)𝑏,  = (𝑍1− + 𝑍

2
)√

1

𝑝(1−𝑝)



√𝑛
. 

 
Splitting the sample equally between treatment and control groups, that is, setting p 
equal to half, makes that square root term as small as possible. So let's assume this 
equals split, in which case the square root term is just 2. And we can write  = (𝑍1− +

𝑍

2
)𝑏, which is just  = 2(𝑍1− + 𝑍

2
)



√𝑛
. This is the five way relationship we've been 

looking for, which brings together the effect size, , the size of the test, , the power 

of the test, , the sample size, n, and the variance, 2.  
 

Now, dividing both sides by  we get an expression in which the left-hand side 
measures the minimal detectable effect size, or the MDE, in terms of standard 
deviations. As an example, suppose we set  = 0.05 and  = 0.8, then 𝑍1− = 0.842. 
And 𝑍

2
= 1.96. And their sum 𝑍1− + 𝑍

2
= 2.8. A total sample size n that is split equally 

between treatment and control can then reliably detect an effect size of 5.6 divided by 
the square root of n standard deviations at the 5% significance level and with 80% 
power.  
 
Here's a plot of the relationship between the minimum detectable effect size and the 
sample size. With a sample size of 20, you're able to detect a difference in means of 
about 1.25 standard deviations with 80% power at the 5% significance level. Doubling 
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the sample size makes it possible to detect a smaller effect at the same power and 
significance. This time, a little less than 0.9 standard deviations.  
 
Notice that doubling the sample size does not reduce the detectable effect by 50%. It 
falls, but only by a little less than 30%. Indeed, the impact of further increases in 
sample size falls. Doubling the sample size again, this time from 40 to 80, reduces the 
detectable effect to about 0.625 standard deviations. As you can see, expanding the 
sample again and again yields lower and lower gains in terms of the size of the 
difference you can expect to detect.  
 
Now, in many situations, we expect to have impacts that are of the order of, say, 0.2 
standard deviations. This might sound small, but if you increase the test scores of kids 
by 0.2 standard deviations, this would be similar to moving the kid with the median 
score to about the 60th percentile. Not an insignificant bump in performance.  
 
The trouble is, to detect an effect size that small we would need a sample size of about 
800-- 400 in the treatment group and 400 in the control. Of course we can invert the 
power formula above and ask, for a target effect size how large a sample do we need 
to recruit? Notice that targeting a smaller and smaller effect size results in a sample 
size that rises at a steeper and steeper rate.  
 
Now, to wrap this up, we started our exploration of power by assuming the underlying 
variable was normally distributed with known variance. In practice, when these 
assumptions don't hold, our test statistics are not the Z-scores, but t-stats. It shouldn't 
surprise you, then, that without normality, the relationship we just arrived with equal 
size treatment and control groups is modified accordingly.  
 
Here, the t-statistics correspond to the critical values of the t-distribution with n minus 
2 degrees of freedom, and s is the square root of the estimated sample variance.  
 

ACTIVITY 11 
Type I or Type II Error? 
 
Categorize the following errors as Type 1 or Type 2 errors. In all case, the null 
hypothesis is that there is no difference between the groups. 

A. An RCT concludes that a drug cures cancer, when in fact it does not. 
B. A malaria test determines that a patient who is in fact infected with the parasite 

is healthy. 
C. Researchers falsely determine that smoking does not increase the risk of 

cancer. 
D. A study finds that people who are left-handed walk at a slower pace than people 

who are right-handed, but the results turn out to be a statistical aberration. 
Type I                     Type II 
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Study Design and Statistical Power 

In this section, we will explore the impact of clustering, stratification, and imperfect 
compliance on statistical power.  
 
Module Key Section Question 
Read the following guiding questions before engaging with the section content: 

o How does clustering impact statistical power and how do we account for 
it? 

o How does stratification impact statistical power and how do we 
incorporate it in an RCT? 

o How does imperfect compliance impact statistical power and how do we 
control for it? 

 

Clustering 
In a clustered trial, randomization occurs at a group level, not at the individual level. 
For example, all the kids in a school might be treated the same. But those in one 
school are treated differently to those in another.  
 
Or households in a given village might be assigned to the same experimental group, 
which varies from one village to the next. If people or households in the same group 
have certain things in common, then we need to adjust our power formula.  
 
They might be similar to each other because of the choices they make. Parents might 
send their kids to schools in which they expect other kids to be like theirs, or 
households with similar incomes might live in the same place.  
 
Or they might be similar because of certain environmental factors. Everyone in a 
village that is close to a road might have better access to markets or medical care than 
those in a village that is more remote. And farmers living in a village in a rain shadow 
would have incomes that were generally lower than those in a better location.  
 
What matters for power is something called the intra-cluster correlation coefficient, a 
statistic that tells us how much of the total variation in outcomes across the whole 
sample can be explained by differences between people within groups compared to 
variation between or across groups.  
 
Let's take this school example. Let's assume that the variance of, say, test scores 
within each school is the same. Remember, the variance in a given school is a 
measure of how spread out test scores are around the average in that school.  
 
Schools might have different averages, but the same or similar variance. Here's an 
illustration of this point. With five schools, A, B, C, D, and E. The spread of scores 
around the average within each school is about the same.  
 
But the averages themselves vary from one school to the next. School E looks like it 
either has smart kids or good teachers or both. Or maybe the tests the kids took were 
easy. School A, on the other hand, seems to have, on average, lower performing 
students.  
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In this example, a lot of the total variation in test scores across the whole sample 
seems to be due to the fact that schools themselves differ. Of course, the variance of 
test scores within schools could differ from school to school.  
 
In this next example, the kids in school B differ widely from each other. But everyone 
in school C is about the same. For practical purposes, we often assume the variance 
in outcomes within the groups is more or less the same.  
 
Now looking at the averages in the schools, we get a sense of how different the 
schools themselves are from each other. In this example, the variance of test scores 
within each school is the same as it was previously.  
 
But the variance in the averages from school to school is smaller, or the schools could 
all have virtually the same average. Now, nearly all the variation in scores in our 
sample is associated with variation within the schools. But there is not much variation 
from one school to the next.  
 
Let's call the variance of outcomes within each school that seemed to be the same in 

each one, 𝑊
2 . The W is for within. This variance corresponds to the spread of each of 

the school's specific curves in the figures.  
 
And I'll call the variance of average school outcomes, that is the variance across 

schools, 𝑎
2 . This variance corresponds to the spread of the average outcomes of all 

schools.  
 

Loosely speaking, the total variance in test scores across the population is 𝑊
2 + 𝑎

2 . 
And the fraction that can be attributed to differences across schools is just the ratio of 

𝑎
2  to that total 

𝑎
2

𝑊
2 +𝑎

2 . 

 

When everyone in a given school is exactly the same, 𝑊
2  is zero. And this ratio is one. 

And when every school has the same average, so that 𝑎
2 is zero, but kids vary within 

each school, the ratio is zero.  
 

This ratio, which we denote by the Greek letter rho (), is called the intra-cluster 
correlation coefficient, or sometimes, the ICC. The relationship between sample size, 

N, and the detectable effect size, , now has to be modified.  
 
If you remember, if p is the share of the sample in one group, and 1 − 𝑝 is the share 
in the other, then the minimum detectable effect size in units of standard deviations is 




= (𝑍1− + 𝑍

2
)√

1

𝑝(1−𝑝)
√

1

𝑛
 

 
But when our experiment is randomized at the group level, for example, when all kids 
in a given school or people in the same village are assigned to the same experimental 
group, that is the treatment or control group, then the general formula for the minimum 
detectable effect size contains a so-called design effect.  
 

The design effect, 𝐷 = √1 + (𝑔 − 1), where g is the average number of people in 

each school or village. It's the size of the group.  
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The formula for the minimum detectable effect size incorporates this design effect. The 
term, D, multiplies the right hand side of the original expression without clustering. I 
won't go into the derivation of this formula, but you can see that since the design effect 
is bigger than one, the minimum detectable effect size is scaled up when we 
randomize at the group level.  
 
Notice that when we randomize at the individual level, then the size of each group is 
just 1. That is 𝑔 = 1. And the formula is the same as before. Also, even if we randomize 
at the group level, say G is bigger than 1, if the intra-cluster correlation is zero, then 
again, we get the same formula.  
 
But when the ICC is not zero, the design effect is bigger than 1, which increases the 
minimum detectable effect size. Remember, a larger MDE hurts you. It means you 
can't be confident of seeing a small difference, even if there is one.  
 
Your RCT microscope is not as strong as you thought, and your data gets a bit out of 
focus. Here's a figure showing how the design effect increases as the ICC increases 
from 0 to 1.  
 
I've assumed our clusters have 30 individuals each. So think of this an experiment in 
schools where you randomize at the class level, and each class has 30 kids. When 
there's no ICC, the design effect is, of course, equal to 1, and there's no change in the 
detectable effect size.  
 
But with an ICC of just 0.1, the design effect is about 2, which means the minimum 
detectable effect size is twice as large. And when the ICC is 0.5, the design effect is 
about 4, and the minimum detectable effect is four times as large as when there is no 
ICC. Again, dialing up the ICC effectively puts your microscope out of focus.  
 

Increasing Power: Adding Controls and Stratification 
While clustering tends to reduce the statistical power of an RCT and increases the 
minimum detectable effect size, there are two ways that you can increase power from 
a given sample size.  
 
The first is to control for other differences between people. We know that controlling 
for x's in a regression can reduce the variance of the estimated treatment effect. You'll 
remember that a regression that compares the averages of a treatment group, 𝑡 = 1, 
and a control group, with 𝑡 = 0, takes this kind of form, 𝑦𝑖 =  + 𝑇𝑖 + 𝑖. 
 

The standard error of the estimate of the treatment effect, ̂, reflects the sample size 
and the variance of the underlying data. But if we control for other variables that 
themselves explain variation in outcomes, introducing such x's into the regression 𝑦𝑖 =

 + 𝑇𝑖 + 𝑋𝑖 + 𝑖 tends to mostly improve the precision of ̂. But if the estimated effect 
size has a smaller standard error, then this means we're better able to detect a smaller 
impact of the program. Controlling for x's typically improves power, but only if those 
x's tend to explain a significant amount of variation in the outcome of interest.  
 
You should collect information on the x's you're going to use before you start your 
experiment-- that is, during the baseline survey. Examples can include age, gender 
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urban/rural location, etc. But another useful variable to control for is the outcome 
variable itself, collected at baseline. So if you're looking at the impact of an intervention 
on kids' test scores, you might control for those test scores before the intervention was 
deployed.  
 
But instead of controlling for the x's, we can go one step further and stratify the 
experimental sample based on those baseline characteristics. Let's consider a child 
health intervention deployed with both girls and boys. And suppose you assign 50% 
of your sample to the treatment, and the other half to the control. You could imagine 
taking the whole sample, putting on a blindfold, and randomly assigning the treatment 
to each kid. You'll likely get some boys and some girls in each group. And you can 
then control for gender in your analysis.  
 
Of course, it's conceivable that you might end up with more girls in the treatment group 
and more boys in the control group, or vice versa. But such an outcome would reduce 
your power. Remember that having equal numbers in the treatment and control groups 
makes the minimum detectable effect size as small as possible. It's better to have 
equal numbers of boys in the treatment group and control group, and equal numbers 
of girls as well.  
 
In principle, you could even end up with only girls in the treatment group and only boys 
in the control, just by bad luck. But then you'd be in trouble. Even though you'd 
randomized, is the difference in outcomes due to the treatment, or is it due to gender? 
To guard against this kind of outcome, alternatively, you could first divide the sample 
into one group made up only of girls and into another made up of all the boys. This is 
called stratification. And each subgroup is called a stratum.  
 
Having stratified, within each stratum, you could then randomly assign treatment on a 
50/50 basis. That is, for the group of boys, half are assigned to the treatment group 
and half to the control. And for the group of girls, the same split is implemented.  
 
Note that there could be more girls in the experiment than boys, or vice versa. What 
stratification does is ensure that of the girls, half will be assigned to each experimental 
group, and of the boys, the same is true. And what this means is that you'll be sure 
that the treatment and control groups both have equal numbers of boys and girls. And 
you will thereby maximize the power of your intervention.  
 

Calculating Power in the Presence of Imperfect Compliance 
In most experiments, not everyone in the treatment group is necessarily treated. And 
sometimes, some people in the control group will be. Here we will explore the 
implications of such imperfect compliance for power calculations.  
 
To start, think of an experiment with, say, 400 participants, 200 in the treatment and 
200 in the control. With full compliance, all 200 treatment group people are treated, 
and none of the control group is. We know that with 80% power at a 5% significance 
level, the Minimum Detectable Effect size, the MDE, is about 0.28 standard deviations.  
 
Looking a little closer at our sample, we find that both women and men are represented 
in the treatment and control groups, and that there are 100 women and 100 men in 
each. Now, suppose that instead of full compliance, none of the women in the 
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treatment group are willing to be treated, while all the men are. Let's also assume no 
one in the control group is treated either.  
 
Well, what we have now is is an RCT with 200 men. The women tell us nothing about 
the impact of the intervention, except maybe that women don't want it. But with just 
200 participants, the minimum detectable effect size of the treatment on men is 
greater. It's the MDE on men, divided by sigma, equal to about 0.397, where the 
subscript men on the MDE indicates that we're looking just at this subgroup of the 
population.  
 
But in most cases, however, it's not that easy to tell which kinds of people are 
complying with the treatment or to whom they should be compared in the control group. 
When we can't tell, we can still estimate the size of the treatment effect, but in a two-
step process.  
 
First, we calculate the average outcome for everyone in the treatment group, both 
those who are treated and those who are not, and compare the results to the average 
outcomes for everyone in the control group. This result is called the Intent to Treat, or 
ITT effect. I'm going to call this estimate of the impact 

𝐼𝑇𝑇
. It's the average impact of 

the intervention across two groups of people, those who take it up and those who 
don't.  
 
It's sensible to think that the impact of the intervention on people who don't take it up 
is 0, forgetting about spillovers, of course. So in most cases, we're primarily interested 

in the impact on the people who are actually treated. This, of course is just .  
 
Now, the second step, then, is to divide the ITT estimate by the fraction of people in 
the treatment group who are treated, which is 1/2 in our example. This is sometimes 

called the Treatment On the Treated effect, or tot, but it's just .  
 
It's important to understand that 

𝐼𝑇𝑇
 is the parameter we measure from the data. It's 

the thing we can see or not see, depending on the sample size. And the Minimum 
Detectable Effect size formula tells us how small the value of the thing that we 
measure, the ITT, we can expect to observe with a given sample size. You can think 
of this as the minimum detectable ITT effect size, and call it MDE ITT.  
 
But this means that the Minimum Detectable Effect of the treatment on the treated, 
which is just the regular MDE, that we expect to see is larger-- indeed, twice as large 
in this case. You might be wondering why the MDE is twice as large in this case and 
not 1.41-- that is, the square root of 2-- times as large, what we calculated when we 
could tell that it was just men who complied with the treatment.  
 
The reason is that because we can't tell which people in the control group we should 
compare with those in the treatment group who received treatment, the standard error 
around the estimate of the treatment effect is larger. So although we still only find out 
about the effect of the treatment on the men, that is, on people who take up the 
treatment if offered it, our inability to identify them compounds the impact of the smaller 
effective sample size.  
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More generally, if the share of people in the treatment group who are treated is 
𝑇
, 

between 0 and 1, then the MDE is 1 over 
𝑇
 times as large as it would be with full 

compliance. And if a share 
𝐶
 of the control group also receives the treatment, then 

the MDE is 1 over phi sub T minus phi sub C times as large.  
 
For example, if 60% of the treatment group are treated, and 20% of the control group 
are, then the MDE is 2.5 times larger than under full compliance. But if 40% of the 
control group are treated, then the MDE is five times larger.  
 
Finally, if you are trying to figure out how many people to include in your experiment 
in order to detect a certain minimum effect size, then we can just invert the MDE 

formula with imperfect compliance like this 𝑛 ≈ (
2(𝑧

2
+𝑧1−)

𝑀𝐷𝐸
)2 1

(𝑇−𝐶)2
. As the difference 

in treatment rates between the treatment group and the control group-- that is, 
𝑇

− 
𝐶
 

falls, the required sample size increases rapidly.  
 
Here's a graph illustrating the impact of partial compliance on sample size. The 
difference in treatment rates is measured on the horizontal axis, and the vertical axis 
measures the factor by which you have to multiply the sample size to attain a given 
MDE. Starting with full compliance, so 

𝑇
= 1, and 

𝐶
= 0, and hence the difference is 

1, you'll need a certain sample size to reach a given MDE with power .  
 
As the difference in treatment rates falls, the required sample size increases at an 
increasing rate. When the difference in treatment rates is 1/2, you'll need four times 
as many participants in your experiment as you would with full compliance. When 
exposure to treatment in the treatment group is only 40 percentage points higher than 
in the control, you'll need 6 and 1/4 times as many people. And when there is only a 
30 percentage point difference in exposure in the treatment and control groups, the 
required sample size is over 11 times larger.  
 
What's the implication of these observations for designing your RCT The bottom line 
is that noncompliance in either group reduces power. If too many people in the 
treatment group are not treated, that is, if 

𝑇
 is too small, or if too many people in the 

control group are treated, if 
𝐶
 is too large, then power suffers.  

 
Take-up in the treatment group can be boosted by adopting a so-called over-
subscription approach, as opposed to an encouragement design. Remember that with 
an encouragement design, you start with a sample and randomly select a treatment 
group, members of which are encouraged to take up the intervention. For example, 
you might encourage people to take part in a training program.  
 
A power problem arises if you're not very convincing, and only a few people show up 
to get trained. Instead, you can start with a larger sample and ask people to apply to 
be in the program. Then from this group, you randomly select a subgroup to actually 
receive the training intervention.  
 
Now, you can be pretty sure that a lot of people in the treatment group will be treated, 
which helps boost power. Of course, the control group now includes people who also 
indicated that they wanted to take part in the program, so they might be annoyed that 
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they're not chosen. It's important, then, to make very clear at the subscription stage 
when you solicit interest that you won't be able to include everyone who wants to take 
part.  
 

ACTIVITY 12 
Statistical Power 
In this activity, distinguish between items that increase or decrease in statistical power. 
Select the examples below that decrease in statistical power. 
 An increase in sample size 
 
 Clustering 
 
 The variance of the outcome variable is higher than expected 
 
 Attrition 
 
 Control variables 
 

Review 

In this module, we have discussed power calculations including the power formula, 
Type I and Type II errors, clustering and stratification. 

Module Learning Outcomes 

Having completed this course module, you should feel comfortable to: 
 Describe Type I and Type II errors, and the size and power of a statistical test. 

(Review "Defining and Calculating Power") 
 Identify factors that influence the power of an experimental design. (Review 

"Defining and Calculating Power") 
 Define the concept of the minimal detectable effect size. (Review "Defining and 

Calculating Power") 
 Derive the power formula, which encapsulates the relationship between the 

size and power of a statistical test, and the sample size, outcome variance, and 
effect size. (Review "Defining and Calculating Power") 

 Explore the impact of clustering, stratification, and imperfect compliance on 
statistical power. (Review "Study Design and Statistical Power") 

 

Review of Power Calculations 
To summarize, in this module, we've asked how large a sample you should use when 
conducting an RCT. If the sample is too small, it will be difficult to see small, but real 
impacts. And if it's too big, you'll waste a lot of money.  
 
We distinguish between two types of mistaken conclusions that can be drawn from 
scientific studies, type I errors or false positives, and type II errors, or false negatives. 

The size of a statistical test is the chance of making a type I error, which we label .  
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On the other hand, the power of a test is the chance of not making a type II error, 

which we label . Typically, we try to work with samples that yield of test size of 5% or 
less, and that have power of 80% or more.  
 

For a given test size, power increases if the effect of the program,  is larger, the 

sample size, n, and is larger, and the underlying variance of outcomes, 2, is smaller.  
 
We derive the formula relating these parameters that allowed us to determine the 
minimum detectable effect size that we could hope to observe. We found that clustered 
RCTs, in which groups of people are randomized into treatment and control, tend to 
have lower power than unclustered experiments, depending on the degree of cluster 
correlation.  
 
We were able to increase power by controlling for exogenous covariance, ex-post or 
by stratifying the randomization, ex-ante. And finally, we observed that experiments 
with imperfect compliance with treatment assignment tend to have lower power, 
suggesting an over subscription approach, instead of a simple encouragement design.  

Knowledge Check 

Complete the following questions to check your knowledge. Read each question 
carefully. 
 
Question 1. Multiple Choice 
Suppose a government research agency conducts an RCT to test a new curriculum. 
They reject the null hypothesis that it has no effect, and authorize scale-up to all 
schools. Subsequently, an independent researcher conducts a new RCT of the 
curriculum’s efficacy, and fails to reject the null. Suppose that the independent analysis 
has indeed made the correct inference, and that there really is no effect of the 
curriculum. What type of error–Type I or Type II–did the government agency commit? 
Select the correct response. 
 Type I error 
 
 Type II error 
 
Question 2. True or False 
For a baseline sample to be balanced, the difference between the treatment and 
control mean for each variable must be zero. Select the correct response. 
 True 
 
 False 
 
Question 3. Multiple Answers 
A researcher says that they were able to reject a null hypothesis at the 1% level. Which 
of the following statements are true? Select all that apply. 

A. 𝑧 > 𝑧0.005 
 

B. 𝑧 < 𝑧0.005 
 

C. 𝑏 < 𝑏0.005 
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D. 𝑏 > 𝑏0.005 

 
Question 4. Numerical Input 
What’s the probability of a Type II error with a power of 0.8? 

 

Question 5. True or False 
Having equal sized treatment and control group gives the smallest value of the 
Minimum Detectable Effect Size. Select the correct response. 
 True 
 
 False 
 
Question 6. Numerical Input 
With a sample size of 100, 5 percent significance level, and 80 percent power, what is 
the minimum detectable effect size in terms of standard deviations? 
 
Question 7. Numerical Input 

Consider a clustered RCT in which the across group variance is 𝑎
2 = 10, the within 

group variance is 𝑤
2 = 30, and each group has 21 people in it. What is the design 

effect, D? Round your answer to two decimal points. 
 

Question 8. Multiple Answer 
Which of the following are true about the effect of control variables on power? Select 
all that apply. 

A. You should never include values of the outcome variable from before the 
intervention began as a control variable. 

B. Controlling for the value of the outcome variable before the intervention 
began can help better detect the impact of a program. 

C. The most effective control variables explain a lot of the variation in the 
outcome of interest. 

D. The most effective control variables are not correlated with the outcome of 
interest. 

 

Question 9. Numerical Input 
Suppose that a researcher calculates an intent to treat effect of 10 and that 70% of 
the treated group is treated while 80% of the control group complies. What is the local 
average treatment effect? 
 

Question 10. Multiple Choice 
Suppose that you design an RCT with randomized encouragement. You expect that 
75% of the treatment group will adopt the treatment and that 25% of the control group 
will. In order to achieve a certain level of power, how much larger must the sample 
size be than if there were perfect compliance? Select the correct response. 

A. 2 times 
 

B. 3 times 
 

C. 4 times 
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D. 5 times 

 

Question 11. True or False 
If you limit the sample of a study’s participants to people who have applied to take part 
in the program then the results may not be the same for the rest of the population. 
Select correct response. 
Tr     True 
 
 False 
 

STATA EXCERCISES 
This tutorial introduces the Stata commands associated with the content in Module 7: 
Power Calculations. 
 
The exercise covers power calculations for individually randomized and cluster 
randomized experiments. Unlike in previous Stata exercises, no data accompanies 
this document.  
 
Exercise: Download your Stata exercise files as compressed(zip) files. Open the file 
module_7.md to get started. 
 

Glossary 
Type I error  
Error committed when rejecting a null hypothesis even though the null hypothesis 
actually holds. In the context of an impact evaluation, a type I error is made when an 
evaluation concludes that a program has had an impact (that is, the null hypothesis of 
no impact is rejected), even though in reality the program had no impact (that is, the 
null hypothesis holds). The significance level determines the probability of committing 
a type I error.  
 
Type II error  
Error committed when accepting (not rejecting) the null hypothesis even though the 
null hypothesis does not hold. In the context of an impact evaluation, a type II error is 
made when concluding that a program has no impact (that is, the null hypothesis of 
no impact is not rejected) even though the program did have an impact (that is, the 
null hypothesis does not hold). The probability of committing a type II error is 1 minus 
the power level.  
 
Cost-benefit analysis  
Ex-ante calculations of total expected costs and benefits, used to appraise or assess 
project proposals. Cost-benefit can be calculated ex-post in impact evaluations if the 
benefits can be quantified in monetary terms and the cost information is available.  
 
Power  
The power is the probability of detecting an impact if one has occurred. The power of 
a test is equal to 1 minus the probability of a type II error, ranging from 0 to 1. Popular 
levels of power are 0.8 and 0.9. High levels of power are more conservative and 
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decrease the likelihood of a type II error. An impact evaluation has high power if there 
is a low risk of not detecting real program impacts, that is, of committing a type II error.  
 
Intra-cluster correlation  
Intra-cluster correlation is correlation (or similarity) in outcomes or characteristics 
between units that belong to the same cluster. For example, children that attend the 
same school would typically be similar or correlated in terms of their area of residence 
or socioeconomic background.  
 
Minimum detectable effect (MDE)  
The minimum detectable effect represents the relative minimum improvement over the 
baseline that you're willing to detect in an experiment, to a certain degree of statistical 
significance. It can help you figure out the likely relationship between impact and effort 
- or cost and potential value - for your experiment.  
Source:https://help.optimizely.com/Ideate_and_Hypothesize/Use_minimum_detecta
ble_effect_to_prioritize_experiments 
  
Stratified sample  
Obtained by dividing the population of interest (sampling frame) into groups (for 
example, male and female), and then drawing a random sample within each group. A 
stratified sample is a probabilistic sample: every unit in each group (or stratum) has 
the same probability of being drawn.  
 
Encouragement design  
A form of randomized control trial in which the treatment group is given an intervention 
(e.g. a financial incentive or information) to encourage them to participate in the 
intervention being evaluated. The population in both treatment and control have 
access to the intervention being evaluated, so the design is suitable for national-level 
policies and programs.  
Source:https://www.3ieimpact.org/sites/default/files/2018-
07/impact_evaluation_glossary_-_july_2012_3 .pdf 
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MODULE 8: DIFFERENCE IN DIFFERENCES 
In this module, you’ll learn about an analytical method to assess the impact of a 
program or intervention when you don’t have experimental data. This so-called quasi-
experimental technique is called the difference in differences approach, and effectively 
combines a before-and-after comparison with a with-and-without comparison.  
 
By now you’re familiar with the dangers of non-randomized evaluations: with and 
without studies can be uninformative if they result in a comparison of “apples and 
oranges”; and before and after studies often can’t account for changes over time that 
would have occurred even in the absence of a program. But sometimes it’s impossible, 
or very difficult, to randomize. It can be hard to withhold treatment from some 
individuals, while giving it to otherwise identical others, either for ethical, political, or 
business considerations. Or maybe you’ve simply arrived on the scene too late – a 
program has been strategically (i.e., not randomly) deployed, but you’re still asked to 
evaluate its impact. What to do? If we are unable to find a group of untreated 
individuals that provides a valid counterfactual, maybe we can construct one artificially. 
In particular, can we use the change in outcomes experienced by an untreated group 
to estimate a counterfactual for the treated group? This is where the difference in 
differences can be useful.  
 
Key Questions  

 When would you apply the difference to differences approach to your study?  

 When is the best use for simple difference in differences, difference in 
difference regression, and difference in difference without time?  

 What are the benefits of using triple difference?  

 When should you use triple difference?  
 
Learning Objectives  

 Identify the shortcomings of non-randomized studies.  

 Distinguish the best scenarios for the application of simple difference in 
differences, difference in difference regression, and difference without time.  

 Recognize the benefits and application of triple differences.  
 
CONTENT 

Introduction 

In this module, we're going to explore the difference in differences (DD) approach to 
estimating the average impact of an intervention. For example, can we use the change 
in outcomes experienced by an untreated group to estimate the counterfactual for the 
treated group? 
 
Keep in mind the following questions as you progress through the module sections: 

 When would you apply the difference to differences approach to your study? 
 When are the best use for simple difference in differences, difference in 

difference regression, and difference in difference without time? 
 What are the benefits of using triple difference? 
 When should you use triple difference? 
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Introduction to Difference in Differences 
Non-randomized evaluations can yield uninformative and biased measures of program 
impacts. Within-without studies by themselves can be uninformative if they result in a 
comparison of apples and oranges. And simple before-and-after studies often can't 
account for changes over time that would have occurred even in the absence of a 
program.  
 
Things change, and not always in ways directly related to an intervention you might 
be studying. Consider, for example, a program that provides nutritional supplements 
to poor schoolchildren. We certainly can't compare the heights of kids who get the 
supplement with the heights of those who don't get it as a means of assessing the 
effect of the program on child stature.  
 
The program is deliberately targeted to poor kids who, in the absence of the 
supplements, are likely to be shorter than those who are ineligible. If we observed little 
difference in average heights between the treated and the untreated, it would be a 
mistake to infer that the supplements had no effect. But often, we can't do a before-
and-after study with much confidence either. 
 
Children, even poor children, tend to grow as they age. So, if we observe that kids 
were taller after they had been receiving nutritional supplements for a few months, we 
couldn't necessarily draw any definitive conclusions about the program's effect. But 
sometimes, it's impossible or very difficult to randomize. It can be hard to withhold 
treatment from some individuals while giving it to otherwise identical others, either for 
ethical, political, or business considerations. 
 
Many policies and products of interests, such as health screening, financial services, 
educational interventions, and informational services fall into this category. Or maybe 
you have simply arrived on the scene too late. A program to expand maternity leave 
might have been strategically--that is not randomly--deployed. But you are still asked 
by the Minister of Labor to evaluate its impact on female labor force participation and 
by the Minister of Health about its impact on child health.  
 
What to do? Well, let's start with a before-and-after comparison of a group of people 
who take part in a program. And suppose we see a change in the average outcome 
over time. We know that some of the change could have been unrelated to the program 
itself. It would have happened in any case. But even so, the rest of any observed 
change over and above what would have happened could be attributed to the 
treatment.  
 
We just don't know how much if we are unable to find a group of untreated individuals 
who gain impacts. Within-without study-- maybe we can construct one artificially. In 
particular, can we use the change in outcomes experienced by an untreated group to 
estimate the counterfactual for the treated group? This is the essence of a difference 
in differences approach to estimating the average impact of an intervention. 
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Difference-in-Differences Estimators 

In this section, we begin by reviewing the idea behind the difference-in-differences 
(DD) and the use of a before-and-after comparison of a program or policy. We then 
move on to distinguish between the best scenarios for the application of simple DD, 
DD regression, and DD without time. 

 

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
o When would you apply the difference to differences approach to your 

study? 
o When is the best use for simple difference-in-differences, difference-in-

difference regression, and difference-in-difference without time? 
 

The Idea Behind Difference in Differences 
Suppose the Ministry of Education deploys a program to help boost girls performance 
at school. Maybe the ministry funds after-school tutorials, and social clubs for schools, 
or perhaps girls uniforms are subsidized. Or maybe they are given a bike to make it 
easier to get to school.  
 
All of these examples, by the way, reflect actual policies adopted in various countries 
around the world. Say the program runs for a year and the minister asks you to 
evaluate its impact. By how much did the program improve girls test scores on 
average, she asks.  
 
To your gratification, the ministry has collected very good data on which girls were 
eligible for the program, and who took part, and their test scores-- both at the beginning 
of the year and at the end. They've also collected information on the performance of 
boys in the same school districts, again, at the beginning and at the end of the year.  
 
First, let's start with a question. Why was the program targeted just to girls? Well, in 
many countries, girls face various challenges to enrolling, and staying in school, and 
attending classes on a regular basis. Moving previously unenrolled girls into school is 
just the first step. Once there, they might face further barriers to learning and 
performing on tests, possibly due to curriculum design or teacher bias, challenges that 
are less acute than those faced by boys on average.  
 
Who knows what motivated the minister to deploy the program. But the fact that it was 
designed just for girls, suggests that boys and girls were not expected to perform 
equally in its absence. The average performance of boys on end of year exams does 
not, then, provide a good counterfactual for how girls would have fared in the absence 
of the program. Comparing the end of year outcome for girls with the program to that 
of boys without the program is not a reliable estimate of the impact.  
 
By the same token, if the program had not been implemented, many girls would have 
attended school. And some would have done just fine. They would have acquired skills 
and knowledge over the course of the year as generally intended. If the education had 
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any impact, we would have expected to see their test scores improve over the course 
of the year.  
So, a before and after comparison of girls' performance would conflate both the regular 
expected improvement on the one hand and the impact of the program on the other. 
Now even if boys and girls perform differently on tests, a defensible assumption could 
be that the change in boys' scores over the year might match the improvement that 
girls would have experienced in the absence of the program. Or equivalently, we might 
assume that the gap between boys and girls would remain fixed.  
 
Now this assumption is difficult to test. But if it were true, we could use the observed 
change in boys' average score to predict the counterfactual level for girls simply by 
adding the change for boys to the pre-program outcome for girls. OK, so let's denote 

the average test score of girls at the end of the year by the symbol �̅�𝐴𝑓𝑡𝑒𝑟
𝐺𝑖𝑟𝑙𝑠 . After is the 

subscript. Girls is the superscript. This average is measured using data collected after 
the intervention. 
 

Similarly, the average scores of girls before the program is  �̅�𝐵𝑒𝑓𝑜𝑟𝑒
𝐺𝑖𝑟𝑙𝑠 , using the 

information collected at baseline. Similarly, boys' scores at baseline and endline are  

�̅�𝐵𝑒𝑓𝑜𝑟𝑒
𝐵𝑜𝑦𝑠

 and �̅�𝐴𝑓𝑡𝑒𝑟
𝐵𝑜𝑦𝑠

, respectively. With this notation, the predicted counterfactual 

average outcome for girls is what they start with at baseline �̅�𝐵𝑒𝑓𝑜𝑟𝑒
𝐺𝑖𝑟𝑙𝑠 + (�̅�𝐴𝑓𝑡𝑒𝑟

𝐵𝑜𝑦𝑠
−

�̅�𝐵𝑒𝑓𝑜𝑟𝑒
𝐵𝑜𝑦𝑠

). 

 
Again, it's important to remember that this way of calculating the counterfactual 
outcome for girls rests on an assumption, the assumption that the observed change 
for boys over time faithfully represents the change that girls would have experienced 
if they had not been exposed to the program. This assumption is sometimes called the 
parallel trends assumption or the common trends assumption. 
 
The reason is easy to see if we draw a graph of the outcomes for boys and girls over 
time. Time is measured along the horizontal axis and average outcomes are on the 
vertical axis. Boys average outcomes are shown in blue and girls in red. The 
counterfactual for girls is the gray star. This is calculated by starting with the observed 
girls average at baseline and adding to this the observed change in average outcomes 
for boys. You can see that a line that reflects the trend in boys average outcomes over 
time is parallel to the line joining girls baseline and counterfactual outcomes.  
 
That is, we assumed that girls outcomes would have evolved in parallel to those of 
boys in the absence of the intervention. The difference between the observed average 

outcome for girls at the end of the year--that's  �̅�𝐴𝑓𝑡𝑒𝑟
𝐺𝑖𝑟𝑙𝑠  and this predicted counterfactual 

outcome is our estimate of the impact of the program.  
 
The estimate is, in fact, the difference of two differences. First, suppose we compare 
the end of year and beginning of year outcomes for girls. I'll denote this difference by 

Δ𝐺𝑖𝑟𝑙𝑠. And second, let's compare the end of year and beginning of year outcomes for 

boys, denoted, of course, by Δ𝐵𝑜𝑦𝑠. It's easy to regroup the terms in the impact 

equation to see that the estimated impact is simply Δ𝐺𝑖𝑟𝑙𝑠 − Δ𝐵𝑜𝑦𝑠.  
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For this reason, the method is referred to as the difference-in-differences approach, or 
simply the diff-in-diff or double-diff approach. Note that we could also characterize the 
estimate as the difference in two other differences. First, compare the average 
outcomes for girls and boys at the end of the year, which we might denote by ∆𝐴𝑓𝑡𝑒𝑟. 

Then, compare average outcomes for boys and girls before the intervention and call 
this ∆𝐵𝑒𝑓𝑜𝑟𝑒. 

 
The program's average impact is the difference between these two differences, as can 
be seen, again, by rearranging the impact equation. The difference in these two 
differences yields precisely the same estimate simply because the two approaches 
involve the same arithmetic operations, just performed in different orders. 
 

Difference in Differences as a Regression 
One way to calculate the difference-in-differences estimate of the impact of an 
intervention is to do just that, simply compute four different averages and then combine 
them appropriately. An equivalent approach, and one that makes it easy to calculate 
confidence intervals and other statistical properties in practice, is to run a regression.  
 
In the case of a simple RCT with a single treatment group and a control group, we 
identified individuals by an index i equal to 1, 2, 3, etc, one number for each person. 
Think of this index as a name--an unimaginative one, I'll admit--that we give to each 
person. In that context, the basic regression used to estimate the program's impact 
related the outcome for individual i, 𝑦𝑖, to treatment assignment, 𝑇𝑖. 𝑇𝑖 was equal to 1 
if the individual was in the treatment group and 0 if she was in the control.  
 
In a difference-in-differences framework, there are two indices to keep track of. First, 
individuals are labeled again by a subscript i. But we often make observations about 
individuals in our sample at two different times, both before and after the intervention. 
A variable 𝑡 = 0 if the observation occurs before the intervention and 𝑡 = 1 if it occurs 
after--is used to label the point in time.  
 
The outcome-- for example, a test score--for individual i in period t is denoted 𝑦𝑖𝑡. The 

i tells us who the person is and the t tells us when the observation is made. 𝑦𝑖0 is 
person i's score before the intervention or, in our example, at the beginning of the 
school year. And 𝑦𝑖1 is the same individuals score after the program, at the end of the 
year. Now some individuals are exposed to the intervention or treated, girls in our 
example, while others are not, the boys. 
 
Even though assignment to the treatment group is in no way random--remember, you 

had to be a girl to get the intervention--we can still define the variable 𝑇 = 1 for those 
in the group that gets treated and 𝑇 = 0 otherwise. Just like the outcome variable, I'm 
going to index a person's treatment status, T, with both the individuals identifier, i, and 
the time, lowercase t.  
 
Note that the treatment variable tells us if someone is or will be treated. That is, 𝑇𝑖1 =
1 for girls after the intervention but 𝑇𝑖0 = 1 for girls before the intervention. This is just 
a way of saying that they are in the treatment, or maybe I should say treatable group, 
even before being treated. Lastly, we define a variable 𝑃𝑖𝑡 where the P is for post.  
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There is a bit of redundancy here. But 𝑃𝑖𝑡 effectively mirrors the lowercase t index in 
that 𝑃𝑖𝑡 = 1  if 𝑡 = 1 that is, post intervention. And 𝑃𝑖𝑡 = 0 if 𝑡 = 0. Here's a simple 
illustration of the data as we've collected or constructed them.  
 

Individual 
Identifier, 𝒊 

Time, 𝒕 Gender  Treatment, 
𝑻𝒊𝒕 

Post, 𝑷𝒊𝒕 Outcome, 
𝒚 

1 0 Female  𝑇10 = 1 𝑃10 = 0 𝑦10 

2 0 Male 𝑇20 = 0 𝑃20 = 0 𝑦20 

3 0 Female 𝑇30 = 1 𝑃30 = 0 𝑦30 

4 0 Male 𝑇40 = 0 𝑃40 = 0 𝑦40 

…….. ……. ……. ……. ……. …….. 

1 1 Female 𝑇11 = 1 𝑃11 = 1 𝑦11 

2 1 Male 𝑇21 = 0 𝑃21 = 1 𝑦21 

3 1 Female 𝑇31 = 1 𝑃31 = 1 𝑦31 

4 1 Male 𝑇41 = 0 𝑃41 = 1 𝑦41 

……… …….. …….. …….. ……. …….. 

 
Each row represents an observation about an individual. The first column records the 
identifying number of that individual. You'll see that I've included two observations for 
each of the individuals--1, 2, 3, and 4. The second column tells you when the 
observation is made, either at 𝑡 = 0 or 𝑡 = 1. The third column records the gender of 
the individual. 1 and 3 are girls, while individuals 2 and 4 happen to be boys. The fourth 
column records the value of the treatment variable, 𝑇𝑖𝑡.  
 
Recall that this variable tells us if the individual i is in the group that is or will be treated, 
so it is 1 for girls and 0 for boys. Post correlates exactly with the time variable. And 
finally, the outcome of interest-- in this case, the test score--is recorded in the last 
column. With these data, we are ready to run a regression. Here it is 𝛽𝑇𝑖𝑡 = 𝛾𝑃𝑖𝑡 +
𝛿𝑇𝑖𝑡𝑥𝑃𝑖𝑡 + 휀𝑖𝑡. Let's pick this equation apart. First, it says that the outcome of interest 
for person i depends on whether the individual is in the treatment group. That is, if 𝑇𝑖𝑡 
equals 1 or 0.  
 
Because this is not an RCT, the average outcomes for individuals in the treatment 
group, even before they get treated, could well be different to those for kids in the 
group that's not treated. To be more explicit, suppose you set the post variable equal 
to 0, which means we're only looking at data from before the intervention. If this were 
an RCT, then we would expect-- or at least hope--that the average outcomes in the 
treatment and control groups before the intervention would be the same.  
 
But because individuals were not randomly assigned to receive the treatment, these 
averages could be different. And the coefficient 𝛽, which could be positive or negative, 
measures this difference. In the figure, 𝛽 is negative. Second, the equation says that 
the outcome depends on whether the score is measured before or after the 
intervention—that is, if 𝑃𝑖𝑡 equals 0 or 1.  
This is where we explicitly acknowledge that things might change over time--even in 
the absence of the treatment-- so a simple before and after comparison would not be 
informative. Maybe over time, kids just get better at taking tests as they grow more 
mature. Or maybe a disease outbreak impaired learning ability for everyone and test 
scores fell. To see this, let's look at data just for boys for whom 𝑇𝑖𝑡is 0.  
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The regression equation reduces to 1 in which only the post variable appears on the 
right-hand side. In this equation, 𝛾 represents the difference in outcomes for boys after 
the intervention compared with their outcomes before. Remember, they weren't 
treated but, nonetheless, their test scores might have changed over time. 𝛾, which 
again could be either positive or negative tells us by how much.  
Now if these two terms 𝑦𝑖𝑡 = 𝛼 + 𝛽𝑇𝑖𝑡 + 𝛾𝑃𝑖𝑡 + 휀𝑖𝑡were the only elements on the right-
hand side of the equation, it would describe the pattern of outcomes in the two groups 
over time in the absence of any treatment. The average outcome in the control group, 
the boys, at the beginning of the year is 𝛼. And by the end of the year, this has changed 
to 𝛼 + 𝛾.  
 
The average outcome for the group that would be treated, the girls, at the beginning 

of the year is 𝛼 + 𝛽. Recall, we're assuming 𝛽 is negative in this example. And at the 
end of the year with no treatment, it would be 𝛼 + 𝛽 + 𝛾. Girls start off with a different 
average score than boys. And their scores move in parallel with those of boys over the 
course of a year.  
 
But there's one more term in the equation that combines the treatment and the post 
variables, 𝛿𝑇𝑖𝑡 𝑥 𝑃𝑖𝑡. This is called the interaction term. The average outcome for girl i 
in the post period is now calculated by setting both 𝑇𝑖𝑡 = 1 and 𝑃𝑖𝑡 = 1. And the 
average across all girls in the post period is just 𝛼 + 𝛽 + 𝛾 + 𝛿. 
  
You can see that the parameter delta captures the extent to which the outcome for 
treated individuals differs from what it would have been if the treatment had not taken 
place--that is 𝛼 + 𝛽 + 𝛾 again, under the parallel trends assumption. When we run the 

regression, we'll get estimates of the parameters �̂�, �̂�, and 𝛾, and 𝛿. 𝛿 is the estimated 
impact of the treatment on the average test scores of girls.  
 
As in the standard case, the estimate will come with a standard error and a confidence 
interval that allow us to test hypotheses about the impact. For example, if the value 0 

lies outside the 95% confidence interval around 𝛿, then we will reject the null 
hypothesis that the treatment has no effect at the 5% level. 
 

Difference in Differences Without Time 
We motivated the difference in differences methodology as a kind of combination of a 
with and without comparison with a before and after one. And the parallel trends 
terminology definitely has a certain temporal connotation. But the same technique can 
be used with cross sectional data. That is data collected at just one point in time.  
 
Let's extend the education example to understand how this might arise. Recall that we 
considered an intervention aimed at improving girls' test scores. But now suppose that 
only girls in sixth grade are eligible to take part.  
 
At the end of the first year in which the intervention is deployed, you administer tests 
to all boys and girls who have just completed either grade five or six. I'll call the average 

score of girls in fifth grade �̅�5
𝐺𝑖𝑟𝑙𝑠 and girls in sixth grade, �̅�6

𝐺𝑖𝑟𝑙𝑠. Similarly, the average 

scores of boys in the two grades are �̅�5
𝐵𝑜𝑦𝑠

 for boys, and �̅�6
𝐵𝑜𝑦𝑠

, respectively.  
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Fifth and sixth grade girls will likely score differently on the test. That is we expect 

�̅�5
𝐺𝑖𝑟𝑙𝑠 and �̅�6

𝐺𝑖𝑟𝑙𝑠 to differ. And boys and girls in each grade might similarly perform 
differently. Again, such a difference in performance could be exactly the motivation for 
the program.  
We might be willing to assume that any difference between boys and girls in grade five 
would persist into grade six in the absence of the intervention so that the difference 

between �̅�5
𝐺𝑖𝑟𝑙𝑠 and �̅�5

𝐵𝑜𝑦𝑠
 would be the same as the difference between the two values 

in sixth grade. Under this assumption, which is parallel to the parallel trends 
assumption, if when sixth grade girls are exposed to the intervention we find that the 
gap between boys and girls in sixth grade is different to the gap between boys and 
girls in fifth grade, then we would interpret the difference in these gaps as the 
program's impact.  

 
Again, we can estimate this effect in a regression context by running a regression of 
the form 𝑦𝑖𝑡 = 𝛼 + 𝛽𝑇𝑖𝑡 + 𝛾𝑆𝑖𝑡 + 𝛿𝑇𝑖𝑡𝑥𝑆𝑖𝑡 + 휀𝑖𝑡, where T is a treatment variable equal to 
1 for girls and 0 for boys, and where S is equal to 1 for sixth graders and 0 for those 
in grade five. The parameter 𝛽 measures the difference between fifth grade girls and 
boys, while 𝛿 reflects the difference between sixth and fifth grade boys. 𝛿 represents 
the extent to which the gap between girls and boys changes from grade five to six, 
which under the parallel trends assumption can be interpreted as the impact of the 
new program.  
 

ACTIVITY 13 
Difference-in-difference Estimate 
 
Suppose that girls in Village A are given a bike. In neighboring Village B, girls are not 
given a bike. How might we calculate a difference-in-difference estimate of the effect 
of the treatment on school attendance using only data from after the intervention? 
 = (girl attendance – boy attendance in Village A) – (girl – boy attendance in 
Village B) 
 = (girl attendance – boy attendance in Village B) – (girl – boy attendance in 
Village A) 
 

Difference-in-Difference-in-Differences (DDD) Estimators 

In this section, we will review the benefits and application of triple differences. We will 
then discuss the connection between sample size and power when adding a 
difference.  

Module Key Section Question 

Read the following guiding questions before engaging with the section content: 
o What are the benefits of using triple difference? 
o When should you use triple difference? 
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Triple Differences 
You might be suspicious of the Parallel Trends Assumption. If girls' scores are below 
those of boys', would it be sensible to assume that starting from now, they would follow 
similar trajectories? Maybe a better assumption is that girls would continue to fall 
further behind or, alternatively, we might expect to see them catch up to boys through 
some kind of correction mechanism.  
 
One way to check is to go back further in time and to see how things were developing. 
Were boys and girls scores following similar trends, just at different levels? Or was the 
difference widening or narrowing over time? If historically, the gap was not changing, 
then the simple double difference specification is defensible. 
 
An alternative approach is to use an otherwise comparable sample observed at the 
same two times before and after the treatment and made up of the same two kinds of 
people, boys and girls, but in which none of the individuals actually subject to the 
treatment. For example, suppose the intervention to improve girls' school performance 
is implemented in a particular state in a country. Let's call it State A. That diff in diff 
strategy compares boys' and girls' test scores before and after the program in that 
state.  
 
But suppose you could collect test score data on similarly-aged kids, both boys and 
girls, in a neighboring state, State B. If girls were catching up to boys or falling further 
behind boys in State B at the same rate as they would have in State A, in the absence 
of the program, then we can use these trends in State B to predict the counterfactual 
outcome for girls in State A. We're not going to assume that the two states are 
necessarily similar. For example, we don't assume that girls test scores are the same 
in the two states or that those of boys are.  
 
We don't even assume that the trends are the same. We just assume that the 
difference in those trends, the rate at which girls and boys' scores are converging or 
diverging would have been the same in State A in the absence of the program as it 
actually is in State B. With this assumption, we can implement a so-called Difference 
in Difference in Differences method, a triple difference or triple diff approach.  
 
The regression that you would run to estimate a triple diff now includes data on 
individuals in the treatment or treatable group and the untreated group, with T equal 
to 0 or 1, from before and after the intervention, with post equal to 0 or 1, and in State 
A and State B. To account for the different states, we introduce another indicator 
variable. A equal to 1 for individuals in State A and equal to 0 for those in State B.  
 
Even though the treatment only happens in State A, there are kids in State B, namely 
the girls, who would have been treated if they were in State A. So girls in state B get 
a value of 𝑇𝑖𝑡 = 1. Children, even poor children, tend to grow as the boys and girls in 
States A and B before and after the intervention. The regression that combines all this 
information into a single equation is a long one.  

𝑦𝑖𝑡 = 𝛼 + 𝛽𝑇𝑇𝑖𝑡 + 𝛽𝑝𝑃𝑖𝑡 + 𝛽𝐴𝐴𝑖𝑡 + 𝛾𝑇𝑃𝑇𝑖𝑡 𝑥 𝑃𝑖𝑡 + 𝛾𝑇𝐴𝑇𝑖𝑡 𝑥 𝐴𝑖𝑡 + 𝛾𝐴𝑃𝐴𝑖𝑡 𝑥 𝑃𝑖𝑡

+ 𝛿𝑇𝑖𝑡 𝑥 𝑃𝑖𝑡  𝑥 𝐴𝑖𝑡 + 휀𝑖𝑡 
 
You'll notice that I was afraid of running out of Greek letters to represent the 
parameters of the aggression, so I adopted the following style. Any variable that occurs 
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simply by itself, like T, P, and A, gets a parameter, 𝛽, with the corresponding subscript, 
T, P, or A. Similarly, for terms that include the multiplication of two variables, the 
parameter is 𝛾, but now with a subscript that refers to those two variables. For 
example, the parameter in front of the term, T times P, is 𝛾𝑇𝑃 etc. And finally, there is 
a single term that includes all three variables, T times P times A.  
 
The parameter in front of this term is just called 𝛿 with no subscript, since there is only 
one so-called triple interaction term. The parameter at 𝛿 represents the causal effect 
of the program on the outcome for girls in State A under the assumption that the rate 
of convergence or divergence of boys and girls' test scores in State A would have 
been the same as that rate actually observed in State B. How does the equation 
capture this assumption? Well, let's look at State B for which A sub it is equal to 0.  
 
The equation for the outcome for individual i reduces to what you can see on the 
screen. If 𝛾𝑇𝑃 is bigger than 0, it represents the rate at which girls' scores in State B 
converged towards those of boys' in the same state, assuming they were worse off to 
begin with. If it is negative, it reflects the rate at which they diverge. Now, boys and 
girls might perform differently from each other in the two states at baseline.  
 
Let's set 𝑃𝑖𝑡 = 0 then, 𝑦𝑖𝑡 = 𝛼 + 𝛽𝑇𝑇𝑖𝑡 + 𝛽𝐴𝐴𝑖𝑡 + 𝛾𝑇𝐴𝑇𝑖𝑡 𝑥 𝐴𝑖𝑡 + 휀𝑖𝑡 in which case, the 

equation reduces to one including terms with only T and A.  𝛽𝑇 tells us how girls differ 
from boys in State B at baseline, and 𝛽𝐴 tells us how boys in State A differ from boys 
in State B. 𝛾𝑇𝐴 tells us by how much the gender gap differs between the states. If 𝛾𝑇𝐴 
is positive, the gender gap at baseline is smaller in State A than in State B. If 𝛾𝑇𝐴 is 
negative, the gender differential is wider.  
 
Finally, the states might be evolving at different rates in general. Let's look at boys in 
both states over time by setting 𝑇𝑖𝑡 = 0. Remember that girls in both states are 

assigned the value of 𝑇𝑖𝑡 = 1. 𝑦𝑖𝑡 = 𝛼 + 𝛽𝑝𝑃𝑖𝑡 + 𝛽𝐴𝐴𝑖𝑡 + 𝛾𝐴𝑃𝐴𝑖𝑡 𝑥 𝑃𝑖𝑡 + 휀𝑖𝑡. The 

parameter 𝛽𝑃 tells us how boys' scores change over time in State B. And again, 𝛽𝐴 
tells us how boys' scores differ between the two states. 𝛾𝐴𝑃 reflects the difference in 
the change over time in boys' scores in the two states.  
 
Under the assumption that the rate of convergence or divergence in boys' and girls' 
scores in the two states would have been the same, this equation shows the outcome 
for girl i in State A in the post period in the absence of the intervention. I'll call this 
assumption the Uniform Convergence Assumption. If the program has an impact on 
girls' test scores, then the data would show a difference in the rate of convergence 
across the two states. Girls' scores in State A in the post period would then be higher, 
we would hope, then expressed in this equation.  
To capture this boost in scores for these girls for whom 𝑇𝑖𝑡 = 1, 𝑃𝑖𝑡 = 1, and 𝐴𝑖𝑡 = 1, 
we add the term 𝛿 times T times P times A. 𝛿 is the average impact of the program. 
Now you might be asking, if this is a triple difference, what are the three differences 
that we are subtracting from each other? Let's start with the before and after 
comparison of girls in State A. After the intervention, 𝑃 = 1 and, before it, 𝑃 = 0. Before 
and after the values of T and A are both 1.  
 
This first expression shows the average outcome after the intervention, while the 
second is the average outcome before the intervention. So the before and after 

difference for girls in State A is ∆𝐺𝑖𝑟𝑙𝑠 𝑖𝑛 𝐴. This difference has the bit we are after, 𝛿, 
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but also includes the underlying trend for boys, 𝛽𝑃, in State B, the catch-up rate for 
girls in State B, 𝛾𝑇𝑃, plus the extent to which boys' scores change differently in State 
A to State B, 𝛾𝐴𝑃.  
 
So next, let's compute the before and after difference for boys in State A. The first 
expression here shows boys' average scores after the intervention, and the second is 
the average outcome for boys before the intervention. The before and after difference 

for boys in State A is thus ∆𝐵𝑜𝑦𝑠 𝑖𝑛 𝐴. The difference in these differences, or the double 

difference, I'll call ∆𝐴, which is just ∆𝐴= ∆𝐺𝑖𝑟𝑙𝑠 𝑖𝑛 𝐴 − ∆𝐵𝑜𝑦𝑠 𝑖𝑛 𝐴.  
 
This is nearly what we want. It includes 𝛿, the causal impact of the program, but also 

𝛾𝑇𝑃, the rate at which girls' scores would have converged to boys in any case. 
Remember, that under the Parallel Trends Assumptions, this convergence rate is 0. 
To isolate that rate of convergence, we construct the same double difference exercise 
in State B, setting 𝐴 = 0.  
 

The before and after change in average outcomes for girls in State B is ∆𝐺𝑖𝑟𝑙𝑠 𝑖𝑛 𝐵=
𝛽𝑃 + 𝛾𝑇𝑃. And the before and after change for boys in state B is ∆𝐵𝑜𝑦𝑠 𝑖𝑛 𝐵= 𝛽𝑃. The 

difference in these two differences, which I'll call ∆𝐵, is 𝛾𝑇𝑃.  

∆𝐵= ∆𝐺𝑖𝑟𝑙𝑠 𝑖𝑛 𝐵 − ∆𝐵𝑜𝑦𝑠 𝑖𝑛 𝐵= [𝛽𝑃 + 𝛾𝑇𝑃] − 𝛽𝑃 = 𝛾𝑇𝑃 
 
Finally, we can take the difference between these two double differences, and that is 

the triple difference, to find ∆𝐴 − ∆𝐵= [𝛾𝑇𝑃 + 𝛿] − 𝛾𝑇𝑃 = 𝛿, what we've been looking for. 
To summarize, the coefficient on the triple interaction term in the regression is the 
triple difference estimate of the causal impact of the program under the Uniform 
Convergence Assumption. 
 
One problem with a triple difference approach is power. Every time you add another 
difference, you roughly double the size of the sample you need to get the same power. 
Alternatively, if you don't double the sample size, then the estimate of program impact 
might be very imprecise. 
 

ACTIVITY 14 
Triple Diference Estimator 
 
Suppose that a school provides students in classroom 1 biology with a new textbook, 
but classroom 2 is required to keep using the old book. At the end of the year, the 
school wishes to evaluate the effect of the textbook using scores from the final exam 
(which is identical between the two periods). The school also has data on final exam 
scores from the prior two years. 
1. How might a triple difference estimator be constructed to estimate the effect of the 

textbook? Select a possible answer. 
 ((classroom 1 – classroom 2 most recent year) – (classroom 1 – classroom 2 
prior year)) – ((classroom 1 – classroom 2 prior year) – (classroom 1 – classroom 2 
oldest year)) 
 ((classroom 1 – classroom 2 most recent year) – (classroom 1 – classroom 2 
prior year)) – (classroom 1 – classroom 2 oldest year)) 
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2. Do you think that a triple difference estimator is necessary? 
 Yes 

 
 No 
 

Review 

In this module, we have discussed difference-in-differences (DD) including DD as a 
regression, DD without time, and triple differences. 
 
Module Learning Outcomes 
Having completed this course module, you should feel comfortable to: 

o Describe the use of a before-and-after comparison of a program or 
policy. (Review "Difference-in-Difference Estimators") 

o Distinguish the best scenarios for the application of simple difference in 
differences, difference in difference regression, and difference without 
time. (Review "Difference-in-Difference Estimators") 

o Recognize the benefits and application of triple differences. (Review 
"Difference-in-Difference-in-Differences Estimators") 

o Explain the connection between sample size and power when adding a 
difference. (Review "Difference-in-Difference-in-Differences Estimators") 

 

Review of Difference in Differences 
To wrap up, if you have enough data, a difference in differences strategy can 
sometimes help you estimate the causal impact of a policy or intervention even when 
treatment is not randomized. By enough data, we mean information about the outcome 
before and after the intervention, both for a group that did end up getting treated, as 
well as for a group that didn't.  
 
Simply having this data is not enough to guarantee the validity of the estimate, 
however. Education deploys a program to help boost girls. You can check this either 
by looking further back in time or by comparing two groups of untreated subjects.  
 
An estimate of the treatment effect is obtained by running a regression of the outcome 
that includes a term that represents an interaction between indicators for time and 
treatment. A diff in diff approach, however, doesn't necessarily have to include before 
and after comparisons. Comparing two differences, neither of which exploits the 
passage of time, can also yield informative estimates of program impacts.  
 
Why stop at two differences? When the parallel trends assumption doesn't hold or is 
difficult to verify, a triple difference approach can be employed. The triple diff estimate 
is valid under what we have called the Uniform Convergence Assumption.  
 

Knowledge Check 

Complete the following questions to check your knowledge. Read each question 
carefully. 
 

 

 

https://courses.edx.org/courses/course-v1:GeorgetownX+econ-491+2T2020/jump_to_id/10ffd99a40424aecaa263076ffc47717
https://courses.edx.org/courses/course-v1:GeorgetownX+econ-491+2T2020/jump_to_id/10ffd99a40424aecaa263076ffc47717
https://courses.edx.org/courses/course-v1:GeorgetownX+econ-491+2T2020/jump_to_id/7630fbdf15214db58013f860e2dae3ab
https://courses.edx.org/courses/course-v1:GeorgetownX+econ-491+2T2020/jump_to_id/7630fbdf15214db58013f860e2dae3ab


 

 146 

Question 1. True or False 
A valid evaluation strategy of a program aimed at boosting the savings rate of people 
in India is to compare savings in India to savings in China, both measured after the 
program. Select the correct response. 
 True 
 
 False 
 
Question 2. True or False 

Suppose that a government implements a program to boost the test scores of children 
with a family income below a certain threshold. Some children refuse to participate in 
the program. True or false: Comparing the test scores of children that participated to 
those that were eligible to participate but refused is likely to give a biased estimate of 
the treatment effect of the intervention. Select the correct response. 
 True 
 
 False 
 
Question 3. True or False 
Suppose that the 2017-2018 GDP growth rate of City A was 6% and the GDP growth 
rate of City B was -14%. A researcher aims to evaluate the effect of a program to boost 
City A’s productivity by comparing the 2019 difference between the GDP of City A and 
City B to the 2018 difference in GDP between City A and City B. True or false: the 
parallel trends assumption is invalid. Select the correct response. 
 True 
 
 False 
 
Question 4. Numerical Input 
Suppose that the government gives everyone in Village A a smartphone. In a nearby 
town, Village B, no one received a cell phone. 
Average income in each village before and after the intervention is reported as follows: 
     Before       After 

Village A       100        300 

Village B       550        500 

Calculate the difference-in-difference estimate of the effect of receiving a cell phone 
on income based on the following values: 
1. Under the parallel trends assumption, what is the counterfactual level of average 

income in Village A after the program? 
 
2. Assuming this assumption holds, calculate the difference-in-difference estimate of 

the effect of receiving a cell phone on income based on the values.  
 
Question 5. True or False 

In an RCT, a simple regression of the outcome variable on treatment status should 
give approximately the same estimate of the treatment effect as a difference-in-
difference estimation. Select the correct response. 
 True 
 
 False 
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Question 6. Numerical Input 
Suppose a researcher runs a difference-in-difference regression following the 
specification: 

𝑌𝑖𝑡 = 𝛼 + 𝛽𝑇𝑖𝑡 + 𝛾𝑃𝑖𝑡 + 𝛿𝑇𝑖𝑡 𝑥 𝑃𝑖𝑡 + 휀𝑖𝑡 
where 𝑌 is the outcome of interest, 𝑇 is treatment assignment, and 𝑃 is a dummy 
indicating the pre (𝑃 = 0) or post (𝑃 = 1) period. 
The researcher obtains the following estimates for each of the coefficients: 

𝛼 = 7.4 
𝛽 = −6.0 
𝛾 = 3.3 

𝛿 = −0.4 
What is the difference-in-difference estimate of the treatment effect? 
 
Question 7. Numerical Input 
Suppose that girls in School B are given a bike to help them get to school. In the year 
after the bikes are distributed, girls in School A miss 5 days on average while boys 
miss 3 days on average. In School B, girls miss 4 days of school on average and boys 
miss 3.5 days. What is the difference-in-difference estimate of the effect of free bikes 
on school absences?  
 
Question 8. Multiple Choice 
The government of State A decides to expand access to free healthcare. Before the 
expansion, all residents with an income at or below the poverty line received free 
healthcare. Beginning in 2010, all residents with incomes at or below 150% of the 
poverty line receive free healthcare. In neighboring State B, free healthcare is 
available to individuals with income at or below the poverty line both before and after 
2010. A researcher has data on the average number of work days missed due to 
illness among individuals with incomes between 50-100% of the poverty line and 
between 100-150% of the poverty line in 2009 and 2011 in both states. Under what 
assumption can the researcher calculate a triple difference estimate of the effect of 
healthcare expansion on work days missed due to illness? Select the correct 
response. 
 Parallel Trends Assumption 
 
 Uniform Convergence Assumption 
 

Question 9. Numerical Input 
This question and the next continue the problem presented in question 8. 
The government of State A decides to expand access to free healthcare. Before the 
expansion, all residents with an income at or below the poverty line received free 
healthcare. Beginning in 2010, all residents with incomes at or below 150% of the 
poverty line receive free healthcare. In neighboring State B, free healthcare is 
available to individuals with income at or below the poverty line both before and after 
2010. A researcher has data on the average number of work days missed due to 
illness among individuals with incomes between 50-100% of the poverty line and 
between 100-150% of the poverty line in 2009 and 2011 in both states. 
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The following data on average number of work days missed per person are collected. 

State A                    Before 2010             After 2010 

50-100% of poverty line                            6                     7 

100-150% of poverty line                            9                     6 

State B                    Before 2010               After 2010 

50-100% of poverty line                            3                      3 

100-150% of poverty line                            3                      5 

 
Under the uniform convergence assumption, what is the counterfactual rate of work 
days missed by individuals with incomes between 100 and 150% of the poverty line 
in State A after 2010?  
 

Question 10. Numerical Input 
Using the data provided in question 9 and under the uniform convergence assumption, 
calculate the triple difference estimate of the treatment effect of the healthcare 
expansion on work days missed due to illness. 
 

State A                  Before 2010                     After 2010 

50-100% of poverty line                           6                            7 

100-150% of poverty line                           9                             6 

State B                  Before 2010                    After 2010 

50-100% of poverty line                           3                           3 

100-150% of poverty line                           3                           5 

Note: If your answer indicates that the treatment led to a reduction in days of work 
missed, then your response should be negative.  

 
Question 11. Multiple Choice 
Suppose that the researcher did not have any data from State B and instead calculated 
a simple difference-in-difference estimate using data from the two time periods in State 
A. Would the estimate of the treatment effect be the same? 
 Yes 
 
 No 
 

STATA EXCERCISES 
This tutorial introduces the Stata commands associated with the content in Module 8: 
Difference in Differences. 
 
Cui, J., Zhang, J. and Zheng, Y. (2018). Carbon Pricing Induces Innovation: Evidence 
from China’s Regional Carbon Market Pilots. AEA Papers and Proceedings, 108, 453-
57. 
 
The data we use is from a study by Jingbo Cui, Junjie Zhang, and Yang Zheng in 
which they used both a double difference and a triple difference methodology to 
evaluate the effect of a policy change on firm innovation.  Specifically, the study 
examines the effect of a new emission trading scheme (ETS) in China on the 
development by firms of low-carbon technologies.  The authors use patent application 
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data of publicly-listed Chinese firms between 2003 and 2015 for the study (Cui, Zhang, 
and Zheng, 2018). 
 
Data: To begin, download the data from the "Carbon Pricing Induces Innovation: 
Evidence from China's Regional Carbon Market Pilots" article page. There are several 
dta files in the downloaded directory. We will only use "AEA_P&P_table.dta" in this 
exercise. We will follow the general methodology used in the paper, but with some 
simplifications to emphasize the concepts presented in Module 8. Hence, results may 
not always align exactly with those of the study.The data is also included in the zip file 
on this page. 
 
Exercise: Download your Stata exercise files as compressed (zip) file. Open the file 
module_8.md to get started. Begin by importing and describing the data to verify that 
the version you downloaded matches the data used in the tutorial. 
 

Glossary 
Difference-in-differences  
Also known as “double difference” or “DD.” Difference-in-differences estimates the 
counterfactual for the change in outcome for the treatment group by taking the change 
in outcome for the comparison group. This method allows us to take into account any 
differences between the treatment and comparison groups that are constant over time. 
The two differences are thus before and after, and between the treatment and 
comparison groups.  
 
Before-and-after comparison  
Also known as “pre-post comparison” or “reflexive comparison,” a before-and-after 
comparison attempts to establish the impact of a program by tracking changes in 
outcomes for program beneficiaries over time, using measurements before and after 
the program or policy is implemented.  
 
Triple difference  
The comparative or differential impact on two groups, calculated as the difference in 
the double difference impact estimate for each group compared to a no treatment 
comparison group. A significant triple difference estimates demonstrates the presence 
of impact heterogeneity.  
Source:https://www.3ieimpact.org/sites/default/files/2018-
07/impact_evaluation_glossary_-_july_2012_3 .pdf 
 
References 

 Paul Gertler, Sebastian Martinez, Patrick Premand, Laura Rawlings, Christel 
Vermeersch (2011): "Impact Evaluation in Practice" (chapter 6) 

  

https://www.aeaweb.org/doi/10.1257/pandp.20181027.data
https://courses.edx.org/assets/courseware/v1/fb980eb15c210462ed4526050b08c37b/asset-v1:GeorgetownX+econ-491+2T2020+type@asset+block/Module_8.zip
https://www.3ieimpact.org/sites/default/files/2018-07/impact_evaluation_glossary_-_july_2012_3%20.pdf
https://www.3ieimpact.org/sites/default/files/2018-07/impact_evaluation_glossary_-_july_2012_3%20.pdf
https://siteresources.worldbank.org/EXTHDOFFICE/Resources/5485726-1295455628620/Impact_Evaluation_in_Practice.pdf
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MODULE 9: REGRESSION DISCONTINUITY DESIGNS 
In this module we’ll review a second quasi-experimental technique of program 
evaluation – the so-called regression discontinuity design, or RDD. In an RDD we 
compare two groups of individuals, one exposed to the intervention and one not, that 
are “as good as randomly assigned” if not exactly so. While an RDD evaluation, like a 
diff in diff, can be conducted with existing observational data, it’s not always a feasible 
alternative to an RCT, either because exposure to treatment turns out to not be as 
good as random, or because the amount of data you need is much larger than in a 
typical RCT.  
 
But let’s back up a little: we know by now that in order to estimate a causal effect of 
an intervention or program on an outcome, those who are exposed to the program 
have to be statistically similar to a comparison or control group, who are not treated. 
More technically, treatment should not be correlated with anything that might be 
associated with the outcome variable, or with its response to the intervention. 
Randomization in an RCT ensures that this condition is met – treatment assignment 
is by design, at least in expectation, not correlated with the outcome, or its response. 
But most programs are targeted to either those who need them, say because their 
outcomes are considered worse than others, or because it is expected that the 
intervention will have a bigger impact on them. In these kinds of situations, “with and 
without” comparisons are not going to provide useful information about the impact of 
the intervention in question.  
 
Key Questions  

 When would you implement regression discontinuity (RD) approach and how? 

 What are linear and polynomial function forms and when would you use them?  

 What are non-parametric specifications?  

 What is fuzzy RD and when would you use them?  

 How and why would you manipulate a running variable?  
 
Learning Objectives  

 Implement regression discontinuity approach.  

 Use linear function and polynomial function forms.  

 Recognize the use of non-parametric specifications.  

 Identify the characteristics of a Fuzzy RD design.  

 Apply the manipulation of a running variable.  
 
CONTENT 

Introduction 

In this module, we'll review regression discontinuity design, or RDD. We will also 
review that while an RDD evaluation, like a dif-in-dif, can be conducted with existing 
observational data, it's not always a feasible alternative to an RCT. 
Keep in mind the following questions as you progress through the module sections: 

 When would you implement regression discontinuity (RD) approach and how? 
 What are linear and polynomial function forms and when would you use them? 
 What are non-parametric specifications? 
 What is fuzzy RD and when would you use them? 
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 How and why would you manipulate a running variable? 

 

Introduction to Regression Discontinuity Designs 
In this module, we'll review a second quasi-experimental technique of program 
evaluation-- the so-called regression discontinuity design, or RDD. In an RDD, we 
compare two groups of individuals, one exposed to the intervention and one not, that 
are as good as randomly assigned, if not exactly so. While an RDD evaluation, like a 
dif-in-dif, can be conducted with existing observational data. It's not always a feasible 
alternative to an RCT, either because the exposure to treatment turns out to be not as 
good as random, or because the amount of data you need is much larger than in a 
typical RCT.  
 
But let's back up a little. We know by now that in order to estimate a causal effect of 
an intervention or program on an outcome, those who are exposed to the program 
have to be statistically similar to a comparison or control group who are not treated. 
More technically, treatment should not be correlated with anything that might be 
associated with the outcome variable or with its response to the intervention.  
 
Randomization in an RCT ensures that this condition is met. Treatment assignment is 
by design, at least in expectation, not correlated with the outcome or its response. But 
most programs are targeted to either those who need them, say, because their 
outcomes are considered worse than others', or because it is expected that the 
intervention will have a bigger impact on them. For example, nutritional supplements 
might be targeted to underweight kids who need them. Or high-energy food might be 
made available to high-performing athletes who can make better use of it.  
 
Similarly, extra tutoring might be targeted to kids having trouble at school. Or 
scholarships might be reserved for gifted students who can make the most of further 
education. And these kinds of situations, with and without comparisons, are not going 
to provide useful information about the impact of the intervention in question. Why? 
Because the kids who get the nutritional supplements get them because they are 
underweight. And the kids who get the extra tutoring get it because their test scores 
are low.  
 
So a with and without comparison would be conflating two things-- any effect of the 
intervention, and the pre-existing differences between those who did and didn't get the 
intervention. Sometimes eligibility is determined on the basis of an index or score of 
some kind, a measurable, underlying characteristic of an individual. For example, kids 
with height for age or weight for age z-scores, commonly used measures of nutrition, 
less than a certain value might be eligible for a health intervention. Or students with 
test scores above a certain level might receive a scholarship. Or villages with a poverty 
rate more than a certain value might get public investment.  
 
These scores or indicators are sometimes called running variables. As the value of 
this running variable crosses a threshold, or cutoff, eligibility for the program switches-
- from off to on, if you like-- in a discontinuous fashion. It would definitely be a mistake 
to compare the average outcomes for all the eligible individuals with that of all the 
ineligible ones. On average, certainly, the two groups are likely to be different. Apples 
and oranges, if you will.  
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But around the cutoff, the two groups might be pretty similar close enough to the same 
to warrant thinking of those who are just eligible as the treatment group, and those 
who are just ineligible as the control group. And even if they are not the same in terms 
of their underlying characteristics, those characteristics might at least be assumed to 
change continuously as the threshold is crossed. Indeed, if there was no intervention, 
we would likely expect the outcome of interest itself to differ across individuals, if at 
all, in a continuous or smooth fashion as the threshold was crossed.  
 
On the other hand, in the presence of an intervention, eligibility for the program 
changes discontinuously at the cutoff. It jumps from ineligible to eligible. If comparing 
individuals just below and just above the cutoff, we see a corresponding jump in the 
outcome of interest, then we might well infer that this jump in an otherwise continuously 
changing variable is directly associated with a discontinuous exposure to the 
intervention.  
 
This is the idea behind the regression discontinuity, or RD, method of assessing 
impact. It looks promising. You would think that a big jump like that must have 
something to do with the sudden change in eligibility status. Our limitation, however, 
is that we can't say much about the impact of the intervention for those who are far 
from the cutoff. So we learn about a select subset of the population.  

Regression Discontinuity Approaches 

In this section, we will provide explanations and examples of implementing regression 
discontinuity (RD) approach and using both linear and polynomial function forms. 
Lastly, we will review the use of non-parametric specifications.  

Module Key Section Questions 

Read the following guiding questions before engaging with the section content: 
o When would you implement regression discontinuity (RD) approach and 

how? 
o What are linear and polynomial function forms and when would you use 

them? 
o What are non-parametric specifications? 

 

Implementing the RD Approach 
Let me give you a few examples. Now, we think that education is a good thing-- 
otherwise, you wouldn't be doing this course-- and that higher quality education yields 
higher benefits in terms of future wages, etc. Does it?  
 
Well, one way to answer this question is to compare students who attend high-quality 
educational institutions with those who go to lower-quality schools, or to kids who drop 
out altogether. But in many countries to get into an elite school, a student must do well 
enough on some kind of test. To be sure, many other factors might feed into the 
admission decision, like social connections, ability to pay the tuition, etc.  
 
But if conditional on all these other factors, the kids who get admitted are those with 
higher scores on the admissions test, then it will be difficult to assess the impact of the 
high-quality education simply by comparing future outcomes for the admitted students 
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with outcomes of those who don't make the grade. But if students who score above a 
certain threshold in the test have a significantly higher chance of admission than those 
who score below it, then we can employ an RD design to estimate the impact by 
comparing those who are just eligible with those who are just ineligible.  
 
Here's another example. What is the impact of access to credit on small business? 
Again, we might compare businesses that receive credit to those that don't. But one 
of the primary determinants of access to credit is creditworthiness, an assessment 
made by potential lenders about the likelihood that a borrower will repay the loan. If 
creditworthiness is correlated with business profitability-- and you would think that 
would be the case, as more profitable businesses should be more likely to repay-- then 
comparing those with and without credit won't tell you much about its impact on profits.  
 
But the assessment of credit worthiness is often made on the basis of a credit score, 
which varies smoothly or continuously with underlying unobservable attributes like 
skills and work effort that themselves contribute to business profits and loan 
repayment. If access to credit is based on this score, and in particular, if there is a 
cutoff value below which no credit is given and above which loans are available, then 
an RD approach can be used, comparing future outcomes of those just below and just 
above the eligibility threshold.  
 
Let's formalize these ideas a bit more. Suppose eligibility for a program or intervention 
is based on a so-called running variable, r. Each individual, i, has a value of this 
running variable, 𝑟𝑖. Suppose person i is eligible for the program if 𝑟𝑖 is larger than a 
cutoff value, 𝑟𝑐.  
 
Note that if I was a random number generated by a computer and assigned to 
individuals, then this would simply be an RCT. But r could instead reflect a 
characteristic or combination of characteristics of an individual, height or weight for 
age, test score, creditworthiness et cetera. Our assumption is that in the absence of 
the intervention, the outcome of interest and other relevant variables will probably be 
different for people with different values of r, but that these outcomes will vary in a 
continuous fashion.  
 
What do I mean by continuous? A small change in the running variable will be 
associated with, if anything, a small change in the outcome variable, but not a huge 
leap. It's important that there be nothing inherently special about the cutoff value, 𝑟𝑐. 
In the absence of the program, 𝑟𝑐 would be just another milepost on the road. And as 
we pass it, there would be no sudden change in the outcome.  
 
Before we start examining the relationship between the eligibility variable and 
outcomes, I'm going to make life a little easier by defining a variable, 𝑆𝑖, which is just 
the difference between the running variable and the cutoff value. I'll call S the 
normalized running variable. The cutoff value of the normalized running variable is 0.  
 
Individuals who are ineligible for the intervention have values of S less than 0. And 
those who are eligible have values of S greater than 0. If the intervention is not 
deployed, then the relationship between S and y, the outcome variable, is simply re-
centered on 0. The relationship between the running variable and the average value 
of the outcome in the absence of the program under consideration could be pretty 
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complicated, examining various nonlinearities. But our assumption is that there are no 
jumps at 0.  
 
In the presence of the intervention, we're going to try to describe the relationship 
between S and y in two parts, one below the cutoff and one above it, and see if they 
match up.  
 

Linear Functional Form 
There are many ways to characterize the relationship between the normalized running 
variable and the outcome, the simplest is to assume it is linear. Indeed, if we zoom in 
close enough, any smooth function looks almost linear.  
 
In the absence of the intervention, if we were to estimate a linear regression of the 
form 𝑦𝑖 = 𝛼 + 𝛽𝑠𝑖 + 휀𝑖 using all the data on both sides of the cutoff, we would then 

have estimated coefficients �̂� and �̂�.  
 

A value of �̂� that is statistically different from 0 would confirm that there is, indeed, a 
relationship between the running variable and the outcome in the absence of the 
program. Now suppose the program is made available to those with values of r above 
the cutoff 𝑟𝑐 or, equivalently, to those with values of S above 0.  
 
If they really don't get access to the intervention, outcomes for those below the cutoff 
should look about the same as before. We might run a linear regression of outcomes 
on the running variable using just this ineligible sample.  

𝑦𝑖 = 𝛼𝑏𝑒𝑙𝑜𝑤 + 𝛽𝑏𝑒𝑙𝑜𝑤𝑠𝑖 + 휀𝑖 
I'll call the coefficients of this regression 𝛼𝑏𝑒𝑙𝑜𝑤 and 𝛽𝑏𝑒𝑙𝑜𝑤, the subscript reflecting the 
fact that the equation summarizes the relationship between y and s for those who are 
ineligible for the program, those with values of the running variable below the cutoff.  
 
It's likely, of course, that the regression line to the left of the cutoff will be slightly 
different to the one we estimated using all the data before the intervention was 

deployed. That is, we'll likely estimate a different slope-- so �̂�𝑏𝑒𝑙𝑜𝑤 will likely be a bit 

different to �̂�-- and a different intercept, in which case, �̂�𝑏𝑒𝑙𝑜𝑤 might differ a bit from �̂�.  
 
This is just because we are not using data above the cutoff. But if our assumption of 
linearity is correct, then there shouldn't be too much difference. Now, let's look at the 
outcomes for individuals with values of r above 𝑟𝑐, that is, for values of s greater than 
0. Again, within this range, we might expect the outcome to vary with the running 
variable, perhaps in a continuous linear fashion.  

𝑦𝑖 = 𝛼𝑎𝑏𝑜𝑣𝑒 + 𝛽𝑎𝑏𝑜𝑣𝑒𝑠𝑖 + 휀𝑖 
So let's run a regression of the outcome y on the variable s. In this equation, I've 
labeled the coefficients with the above subscript to highlight the fact that the 
relationship is estimated in the presence of the intervention for those with values of 
the running variable above the cutoff.  
 

Estimating this regression yields a slope parameter �̂�𝑎𝑏𝑜𝑣𝑒 and an intercept �̂�𝑎𝑏𝑜𝑣𝑒. A 
visual inspection of the data with these fitted lines gives us a first indication of whether 
the outcome variable exhibits a kind of a jump at the cutoff.  
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In this first example, there seems to be a jump in the outcome variable at 𝑠 = 0. If we 
were right-- that no sudden changes should have been expected around this threshold, 
that there was no inherent sizable difference in individuals characteristics above and 
below the cutoff-- then this jump suggests that the intervention itself has had an impact.  
 
The size of the impact is the difference in the estimated intercepts, 𝐼𝑚𝑝𝑎𝑐𝑡 = �̂�𝑎𝑏𝑜𝑣𝑒 −
�̂�𝑏𝑒𝑙𝑜𝑤. It also seems that the relationship between the normalized running variable 
and the outcome is different for those above the cutoff than for those below it.  
 

That is, the slope parameter, �̂�𝑎𝑏𝑜𝑣𝑒, that governs the relationship for eligible 

individuals is different to the estimated relationship below the cutoff, �̂�𝑏𝑒𝑙𝑜𝑤. We can't 
read too much into this second observation, but it is consistent, at least, with the 
intervention having a somewhat larger impact for those just near the cutoff then for 
those further away.  
 
But if our analysis has yielded a figure more like this one, then we might not be so 
confident that the intervention had made a difference. It's true that those who are 
eligible have higher outcomes than those who are not, but this difference probably 
reflects the fact that people with higher values of the running variable are inherently 
different to those with lower values and is unlikely to be attributable to the intervention 
being studied.  
 
The two estimated intercept parameters are very close and, indeed, they might be 
statistically indistinguishable from each other. To make it easy to judge whether the 
two intercepts are statistically different, we can combine the two regressions into one 
as follows.  
 
First, let's use all the data-- including for those both above and below the cutoff-- and 
as a special case, write the relationship between the normalized running variable and 
the outcome as follows. 𝑦𝑖 = 𝛼 + 𝛽𝑠𝑖 + 𝛾𝐷𝑖 + 휀𝑖. You'll see I've introduced a new 
variable, 𝐷𝑖, a dummy variable, that is equal to 1 if 𝑠𝑖 is positive and 0 if it is negative.  
 
For individuals who are ineligible for the intervention, 𝐷𝑖 = 0 and the relationship 
between their outcomes and the normalized training variables is 𝑦𝑖 = 𝛼 + 𝛽𝑠𝑖 + 휀𝑖. 𝛼 
is the intercept for ineligible individuals.  
 
But for eligible individuals, 𝐷𝑖 = 1 and the relationship is 𝑦𝑖 = 𝛼 + 𝛽𝑠𝑖 + 𝛾 + 휀𝑖, which 
we can rewrite simply as 𝑦𝑖 = [𝛼 + 𝛾] + 𝛽𝑠𝑖 + 휀𝑖. 
 
Grouping the two coefficients 𝛼 and 𝛾 into one term, this combined term [𝛼 + 𝛾] is the 
intercept for eligible individuals. And the difference between the intercepts for ineligible 
and eligible individuals is simply 𝛾.  
 
This is the difference in the average outcomes for individuals just above and just below 
the cutoff. When we run the full regression using all the data, we'll get an estimate, 𝛾, 
of the coefficient on the dummy variable.  
 
Like all estimated regression coefficients, 𝛾 will come with a standard error and a 
confidence interval. So we can test whether it is statistically different from 0. If 𝛾 is 
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statistically different from 0, then we infer that the intervention had an impact, at least 
on individuals near the cutoff.  

𝑦𝑖 = 𝛼 + 𝛽𝑠𝑖 + 𝛾𝐷𝑖 + 휀𝑖 
Now I haven't been quite as general as I might have been. You'll notice that by 
including a dummy variable in the regression equation, we effectively allowed the 
intercept of the ineligible population to differ from that of the eligible group. But the 
slope of the relationship, 𝛽, was the same for the two groups.  
 
It's easy, however, to allow that slope to differ between the eligibles and the ineligibles 
by adding one more term to the regression 𝑦𝑖 = 𝛼 + 𝛽𝑠𝑖 + 𝛾𝐷𝑖 + 𝛿(𝐷𝑖𝑥𝑠𝑖) + 휀𝑖 the 

interaction between the dummy variable, 𝐷𝑖, and the normalized running variable, 𝑠𝑖.  
 
The equation for data below the cutoff, for which 𝐷 = 0, remains the same as before. 

That is, 𝑦𝑖 = 𝛼 + 𝛽𝑠𝑖 + 휀𝑖. But for data above the cutoff where 𝐷 = 1, the equation 
includes both a new intercept parameter, [𝛼 + 𝛾], as well as a new slope coefficient, 

[𝛽 + 𝛿]. 𝑦𝑖 = [𝛼 + 𝛾] + [𝛽 + 𝛿]𝑠𝑖 + 휀𝑖 
 

Other Functional Forms-Polynomials 
We might want to give ourselves even more latitude in estimating the relationship 
between the running variable and the outcome on each side of the cutoff separately, 
allowing more complicated non-linear relationships between the running variable and 
the outcome.  
 
The idea is that the better we are able to model the relationships on each side of the 
cutoff, the more confident we will be about the intercepts exhibited by the two 
relationships and how different they might be.  
 
Here's an example showing how when we restrict ourselves to a linear functional form 
on each side of the cutoff, we might incorrectly infer that there was a jump in the 
outcome variable at the cutoff.  
 
The data points line up according to a very smooth but non-linear relationship, 
indicating that there is no sudden jump as 𝑠 = 0. However, if we ran two linear 
regressions, one on each side of 0, we would estimate two different intercept terms 
and falsely infer that a jump occurred.  
 
To address this possibility, our first approach is to continue to use a linear RDD but 
simply to ignore the data that is far from the cutoff. Indeed, if we throw out such data, 
the remaining data support the assumption that the relationship is linear.  
 
You might be worried, of course, about ignoring information. And you'd be right to be 
concerned as throwing away data reduces power, but only if it is useful to the 
estimation process. Using more data improves the precision of the below and above 
comparison, but that comparison becomes less meaningful as the two groups become 
less similar.  
 
The simple truth is that the RDD approach tells us something about program impacts 
only for those individuals with values of the running variable near the cutoff. And the 
data surrounding that point is most valuable in estimating that effect.  
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Instead of sticking to our linearity assumption and throwing away data far from the 
cutoff, an alternative approach is to allow the relationship on each side of the cutoff to 
exhibit some non-linearity-- for example, by including the square of the normalized 
running variable and higher order terms.  
 
To the right of the cutoff, the relationship might be modeled as a quadratic or cubic in 

the running variable. 𝑦𝑖 = 𝛼𝑎𝑏𝑜𝑣𝑒 + 𝛽𝑎𝑏𝑜𝑣𝑒𝑠𝑖 + 𝜑𝑎𝑏𝑜𝑣𝑒𝑠𝑖
2 + 𝜇𝑎𝑏𝑜𝑣𝑒𝑠𝑖

3 + 휀𝑖. The intercept 

for eligible individuals is thus 𝛼𝑎𝑏𝑜𝑣𝑒. And other coefficients 𝛽𝑎𝑏𝑜𝑣𝑒, 𝜑𝑎𝑏𝑜𝑣𝑒, and 𝜑𝑎𝑏𝑜𝑣𝑒 
allow the rest of the relationship to exhibit some non-monotinicity and curvature.  
 
For ineligibles, the relationship might be written as follows 𝑦𝑖 = 𝛼𝑏𝑒𝑙𝑜𝑤 + 𝛽𝑏𝑒𝑙𝑜𝑤𝑠𝑖 +
𝜑𝑏𝑒𝑙𝑜𝑤𝑠𝑖

2 + 𝜇𝑏𝑒𝑙𝑜𝑤𝑠𝑖
3 + 휀𝑖 allowing each of the coefficients in this equation to differ from 

the corresponding one in the equation for eligible individuals provides a large degree 
of flexibility.  
 
If 𝛼𝑎𝑏𝑜𝑣𝑒 is statistically different from 𝛼𝑏𝑒𝑙𝑜𝑤, then we again infer that the program had 
an impact of magnitude 𝐼𝑚𝑝𝑎𝑐𝑡 = 𝛼𝑎𝑏𝑜𝑣𝑒 − 𝛼𝑏𝑒𝑙𝑜𝑤 on those near the cutoff. You can 
keep adding higher order terms to this equation to better model the relationship 
between the running variable and the outcome on both sides of the cutoff.  

𝑦𝑖 = 𝛼𝑎𝑏𝑜𝑣𝑒 + 𝛽𝑎𝑏𝑜𝑣𝑒𝑠𝑖 + 𝜑𝑎𝑏𝑜𝑣𝑒𝑠𝑖
2 + 𝜇𝑎𝑏𝑜𝑣𝑒𝑠𝑖

3 + 𝛿𝑎𝑏𝑜𝑣𝑒𝑠𝑖
4 + 𝜎𝑎𝑏𝑜𝑣𝑒𝑠𝑖

5 + ⋯ + 휀𝑖 

𝑦𝑖 = 𝛼𝑏𝑒𝑙𝑜𝑤 + 𝛽𝑏𝑒𝑙𝑜𝑤𝑠𝑖 + 𝜑𝑏𝑒𝑙𝑜𝑤𝑠𝑖
2 + 𝜇𝑏𝑒𝑙𝑜𝑤𝑠𝑖

3 + 𝛿𝑏𝑒𝑙𝑜𝑤𝑠𝑖
4 + 𝜎𝑏𝑒𝑙𝑜𝑤𝑠𝑖

5 + ⋯ + 휀𝑖 

 
One easy way to tell if you should add a term is to eyeball the extent to which the 
specification you are using reflects the data. And there are formal statistical tests that 
can be used for the same purpose.  
 
But it's important to remember that your goal is to learn about what's going on at the 
cutoff, not about the whole relationship between the running variable and the outcome 
over the full range. Improving the fit of your model, on average, across the whole range 
might actually reduce the precision of your estimates at the cutoff, which doesn't help 
at all since you want to get accurate measures of the two intercepts and to, therefore, 
be able to say if they are different.  
 

Non-Parametric Approach Specifications 
Finally, instead of estimating parameters of a regression with a pre-specified functional 
form, researchers sometimes estimate so-called non-parametric regressions. This 
approach is especially applicable when you are working with very large data sets, such 
as from administrative sources like tax returns, countrywide test score data, or 
transaction records from banks, mobile phone operators, and the like.  
 
This course is not the place to take a deep dive into non-parametric regression 
techniques but the basic ideas are simple enough. Instead of specifying a particular 
functional relationship between the outcome variable and the running variable-- for 
example, restricting it to be linear quadratic, cubic or whatever and estimating the 
parameters of that function-- non-parametric estimation is more like describing the 
data in terms of a moving average.  
 
Starting with a particular value of the running variable, we look at observations that fall 
inside a small window or band around that point. Exactly how wide the band is, is up 
to the researcher. The range of the running variable that is used is called the 
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bandwidth. And it's possible to calculate the size of the bandwidth that properly 
balances the trade-off between precision and the validity of the comparison.  

 
Next, we record the values of the outcome variable for the observations that fall inside 
the band and take their average. That average is the predicted value, if you like, of the 
outcome variable associated with the running variable you started with.  
 
As different values of the running variable are chosen, the window or band moves 
along too and the points whose average is calculated change, thereby, changing the 
average. The wider of the window, the more data points you average over each time 
and the less the moving average jumps up and down. That narrower the window, the 
noisier the graph looks.  
 
In the limit, as the window gets very narrow, you end up simply connecting the dots. 
Sometimes the moving average is calculated a little differently. Instead of taking the 
simple average of the values that fall inside the window, researchers will give more 
weight to values near the center of the window and less two values still inside the 
window but further away.  
 
In both cases, the idea is to draw two graphs of the running variable outcome 
relationship-- one to the left of the cutoff and one to the right-- and to see if they meet 
in the middle. If they do appear to meet, then we infer that the intervention had no 
impact.  
 
But if the endpoints miss each other, we infer that the intervention led to a change in 
the average outcome, at least near the cutoff. To test if the jump is statistically different 
from 0, we effectively compared the average outcomes for individuals in the left-hand 
portion of the band around the cutoff with the average outcome for those in the right-
hand portion just above the cutoff.  
 
Making the bandwidth small gives us some more confident that individuals in the 
window are as good as randomly assigned to reach portion, so the comparison is 
meaningful. But making the bandwidth small reduces the size of the samples whose 
averages we are calculating, so reduces the statistical precision of our estimated 
difference.  
 
In practice, instead of calculating a simple average on each side of the cutoff within a 
window, researchers often give more weight to observations in the window that are 
very close to the cutoff and less to those that are further away. This is called the Kernel 
estimate.  
 

ACTIVITY 15 
 
Discontinuity Design: Yes or No? 
Use the list to group the following programs into those that can be evaluated with a 
discontinuity design and those that cannot. Move those that can be evaluated with a 
discontinuity design to the "Yes" zone and those that cannot to the "No" zone. 
A. Students that score below a 70% on an exam are offered additional tutoring. 
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B. New hospitals are built in every town on one side of an international border with 
another country. 

C. A new textbook is randomly distributed to half of the students in a given school. 
D. Students with red shirts are given a calculator. 
E. Families with incomes below $40,000 receive free financial advice. 
F. A library is constructed in all towns in which the average age of citizens is below 

27.3. 
 
Yes =           No= 
 

ACTIVITY 16 
Discussion Scenario: A researcher is analyzing an intervention in which students who 
live more than 3 kilometers from school are given a bike. She wishes to determine the 
effect of the program on school attendance using a regression discontinuity design. 
She runs two linear regressions of school attendance rate, 𝑦, on distance, 𝑑. She first 
uses data on students who live less than 3 kilometers from the school, 𝑦𝑖 = 𝛼0 +
𝛽0𝑑𝑖 + 𝑒𝑝𝑠𝑖, and a second among students that live at least three miles from the 
school, 𝑦𝑖 = 𝛼1 + 𝛽1𝑑𝑖 + 𝑒𝑝𝑠𝑖. 
 
What combination of parameters from these regressions provides an RD estimate of 
the treatment effect of the bikes? 
 
Let Far be a dummy variable equal to 1 if the distance from the school is greater than 
3km. Explain why the following regression delivers the same treatment effect estimate 
as above, and which parameter(s) correspond to it? 

𝑦𝑖 = 𝛼 + 𝛽𝑑𝑖 + 𝛾𝐹𝑎𝑟𝑖 + 𝑒𝑝𝑠𝑖 
Suppose the researcher runs the following regression: 

𝑦𝑖 = 𝛼 + 𝛽𝑑𝑖 + 𝛾𝐹𝑎𝑟𝑖 + 𝛿𝑑𝑖 ∗ 𝐹𝑎𝑟𝑖 + 𝑒𝑝𝑠𝑖 
 
Explain why this regression allows different relationships between distance and 
attendance for those who are eligible to receive the bikes and those who are 

not.  Show that the slopes are β + δ and β respectively. 

Regression Discontinuity Design Alternatives and Disadvantages 

This section begins by introducing the sharp and fuzzy RDs. Finally, we will share a 
warning about what can go wrong with an RD design 
 
Module Key Section Question 
Read the following guiding questions before engaging with the section content: 

o What is fuzzy RD and when would you use them? 
o How and why would you manipulate a running variable? 

 

Fuzzy RDs 
So far, we've assumed that compliance with the eligibility rule is complete. Everyone 
with a normalized running variable greater than 0 receives the intervention while no 
one with a value less than 0 does.  
 

  



 

 160 

One way to visualize compliance with eligibility rules is to draw a graph in which the 
probability of being treated is measured on the vertical axis. When compliance is 
complete, all individuals with a normalized running variable less than 0 have a 
probability equal to 0. And all those above the cutoff have a probability of 1.  
 
This situation is known as a sharp RD. There is a sharp and sudden jump in the take 
up of the intervention from 0% to 100% as we cross the eligibility threshold. But as we 
know, often compliance is not 100%.  
 
In an RCT, some people assigned to the control group might get treated while some 
in the treatment group might miss out for a bunch of reasons-- to do with luck, effort, 
or taste. Similarly, when treatment is assigned on the basis of a score of some kind, 
some individuals below the cutoff might, nonetheless, get access to the program and 
some above it might not take part.  
 
For example, a student's score on a test might be just one factor in the decision to 
grant her a scholarship. Other factors such as performance in an interview, extra 
curricular activities, or even family connections might also play a part, pushing some 
who scored just below the threshold over the mark or weighing against students who 
scored high enough on the test but were, otherwise, deemed unsuitable.  
 
Despite this fuzzy relationship between the running variable and eligibility, the 
probability of having access to the treatment might still jump in a discontinuous 
fashion. It might not jump from 0 to 1, but it still could, nonetheless, exhibit a quantum 
leap, if you like.  
 
When the chance of gaining access to the intervention jumps at the cutoff, we can, 
again, use that discontinuity to estimate the program's impact on those near the 
threshold who are affected. In this case, however, we say we have a fuzzy RD as 
opposed to a sharp RD.  
 
To assess the impact, we model how the probability of getting access to the program 
changes as the value of the normalized running variable changes. But just as we did 
with the outcome variable itself, let's estimate the relationship, first, on the left and, 
then, on the right of the cutoff value separately.  
 
One way we can do this is to use the moving average method we just discussed, which 
translates to calculating the fraction of individuals who are treated in a window around 
each value of the normalized running variable.  
 
Doing this first on the left then on the right of 0 might yield two relationships as shown 
here. If the two non-parametric regression lines don't meet at s equals 0 but there's a 
jump, then the change in eligibility can be said to have had a discontinuous impact on 
the probability of being treated. We'll call this jump in probability ∆𝑝.  
 
Alternatively, you could run a simple linear regression of treatment status on the 
normalized running variable-- again, one using data to the left of a 0, another using 
data to the right. And again, if the two regression lines don't meet at the cutoff, the 
difference, ∆𝑝, is the jump in estimated probability of being treated as the threshold is 
crossed.  
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Whatever method we use, if you find that the estimated probability of being treated 
jumps as you cross the threshold, then you can use this as a source of variation upon 
which to assess the program's impact.  
 
But if the probability of being treated changes continuously as you cross the threshold-
- that is, if it doesn't jump suddenly-- then even if the program has an impact on the 
outcome variable, you won't be able to detect the effect using the RD approach.  
 
To calculate the program impact on those who take it up because of the change in 
eligibility as the threshold is crossed, we used the same approach as in an RCT with 
noncompliance. First, calculate the jump in the average value of the outcome as the 
threshold is crossed.  
 
In our earlier regressions, the coefficient estimate, 𝛾, represented that change, but let's 
just call it ∆𝑦 for now. Remember, this is the difference between the average outcome 
for all individuals just to the right of the cutoff-- including those who are treated and 
those who are not-- and the average outcome for all individuals just to the left, including 
both the treated and untreated.  
 
The number you calculate will be the intent to treat estimate of the change in outcome 
or the ITT. The local average treatment effect-- that is, the impact of the program on 
those who choose to take it up because they are just eligible-- is the ratio of the intent 
to treat estimate to the compliance rate, since whatever change we observe in the 
outcome, ∆𝑦, reflects changes experienced only by the compliers who make up just 
∆𝑝 of the treatment group.  

𝐿𝐴𝑇𝐸 =
𝐼𝑇𝑇

𝐶𝑜𝑚𝑝𝑙𝑖𝑎𝑛𝑐𝑒 𝑅𝑎𝑡𝑒
=

∆𝑦

∆𝑝
 

That is, the late local average treatment effect is the ratio of ∆𝑦 to ∆𝑝. It's worth being 
clear about the term local that we are using. It actually has two meanings in the current 
context.  
 
First, because we are looking at data within a small window around the cutoff, any 
estimate of the impact of the program reflects the impact on individuals with values of 
the running variable near the cutoff. We don't learn about people with values of s that 
are further afield.  
 
And second, the estimate is local because it measures the impact not for everyone 
near the cutoff, but only for those people whose treatment status changes because of 
their change in eligibility as the threshold is crossed.  
 
Let's finish with a numerical example of a program that provides credit to small 
businesses. To be eligible, their credit score must be above a certain value. Suppose 
that you look at a window that includes 500 individuals below the cutoff and 500 just 
about it.  
 
Among all 500 of those who are just below the cutoff, average daily profits are, say, 
$5, while for the 500 who are just eligible for the credit, average profits are $7 per day. 
The intent to treat estimate of the impact of credit on daily profits of those near the 
cutoff is $2, the difference between 7 and 5. 𝐼𝑇𝑇 = $7 − $5 = $2 
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But looking more closely, you discover that 100 of those just below the credit score 
threshold-- that is, 20% of them-- are able to borrow money, that is, 20% are treated. 
On the other hand, for those just above the threshold, 300 or 60% are found to use 
credit in their businesses.  
 
So the jump in the probability of being treated-- where treatment means having access 
to credit-- is, therefore, 40 percentage points, ∆𝑝 = 0.4. The local average treatment 
effect or LATE on those near the threshold is, therefore, $2, the ITT, divided by 0.4 or 
$5. For those businesses who gained access to credit because of the program, daily 
profits increased by $5.  

𝐿𝐴𝑇𝐸 =
∆𝑦

∆𝑝
=

$2

0.4
= $5 

 

Manipulation of the Running Variable 
I want to end this module with a warning about what can go wrong with an RD design. 
We already know that you need a lot of data for an RD because you're only looking 
around that cutoff level and not at the whole distribution, necessarily. Nonetheless, 
you can imagine that if the intervention under consideration is seen as valuable by 
potential recipients, then they might have an incentive to become eligible. That is, they 
might attempt to shift their own value of the running variable over the cutoff value.  
 
Indeed, such behavior might be encouraged by whoever is offering the intervention 
and could well be one of the primary objectives of having a threshold in the first place. 
Giving scholarships to anyone who achieves a high score, for example, could have 
the desirable effect of inducing students to work hard, but there are other ways of 
influencing your running variable.  
 
You might simply misreport it when asked. Or you might actively manipulate it to make 
yourself eligible for the program. Such manipulation in itself doesn't sink the ID 
approach. If everyone shifts their score in the same direction, then we can still appeal 
to the discontinuous change in eligibility, as an otherwise innocuous threshold is 
crossed, as a source of exogenous variation.  
 
But suppose that only a certain type of person knows how to influence their score or 
even knows what the cutoff is. They might be hardworking or creative or even corrupt. 
Who knows? But they're different to other people.  
 
As long as the manipulation is selective, then on average, the kinds of people who 
have scores just below the cutoff-- the not so hardworking, the not so creative, or the 
not so corrupt-- will be inherently different from those who end up just above the 
threshold. And if that's the case, then any discontinuous jump in the average outcome 
that you observe could be due to this inherent difference between the two groups and 
not a result of the program. You might be comparing apples and oranges.  
 
So how can we check? One way is to make sure there is no sudden change in the 
density of individuals on one side of the cutoff. That would suggest that some people 
were manipulating the score in order to become eligible for the scholarships, but not 
necessarily in a random way.  
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Another real-world example makes this possibility clear. It comes from a poverty 
program in Colombia studied by Adrianna Camacho and Emily Conover In that 
program, individuals were deemed eligible for social transfers if they were poor 
according to a poverty line that was at first held secret. You can see that the distribution 
of households around the cutoff exhibited no particular jumps or discontinuities. 
However when the algorithm for calculating the poverty score became widely known, 
strategic data collection behavior by local politicians and outright corruption induced a 
sharp change in the distribution near the cutoff.  
 
Suddenly, villages with scores just below the cutoff, who would be eligible for the 
transfer program, started to pile up, leaving a corresponding gaping hole in the 
distribution just above the cutoff. Camacho and Conover also found that the effective 
manipulation of the poverty score was not random. Villages with more competitive 
elections were more likely to cross over. But that means that those just below and just 
above the threshold are not as good as randomly assigned. So the RDD estimate of 
the impact of the village-level poverty program is uninformed.  
 
A second way to check that there is no score manipulation going on around the cutoff 
is to try and detect it directly or indirectly. For example, we could collect information 
on characteristics that we believe would not be affected by the intervention and see if 
their average values exhibit discontinuous jumps at the threshold. If they do, then that 
would be evidence that selective sorting had occurred around the cutoff and that 
comparing the outcomes of those just above to those just below would not yield an 
informative estimate of the impact of the program.  
 
For example, suppose you are trying to estimate the impact of going to an elite school 
on future wages and that scholarships are awarded to students who score high enough 
on an entrance exam. You propose to use an RD approach, comparing the wages of 
individuals who scored just enough to win a scholarship with those who just missed 
out. But you might also measure the number of hours students devote to studying for 
the test and find that those whose scores were just high enough to receive a 
scholarship study on average 10 hours more per week than those who scored just 
below.  
 
Such an observation might suggest that the just eligibles are significantly harder 
working than the ineligibles. Any difference in future wages could thus be attributable 
to the difference in work ethic and underlying motivation, and not the scholarship to 
attend an elite school. Another example is an employment program for individuals 
below a certain income level. If, in order to become eligible for the program, some 
individuals reduce their reported labor supply then an RD estimate of the program's 
impact might erroneously suggest that it reduced employment.  
 
To summarize, as long as the only variables that exhibit are discontinuity at the 
threshold are;  

a)  The probability of being treated 
b)  The outcome variable 

Then the RD approach is reliable. But of course, you can never measure every other 
variable, so you'll never be absolutely sure. Having a good theory of what kinds of 
things could potentially be indicative of selective manipulation then informs the kinds 
of data you should collect in order to check.  
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Review 

In this module, we have discussed RD approaches and RD design alternatives and 
disadvantages. 
 
Module Learning Outcomes 
Having completed this course module, you should feel comfortable to: 

 Implement regression discontinuity approach. (Review "RD Approaches") 
 Use linear function and polynomial function forms. (Review "RD Approaches") 
 Recognize the use of non-parametric specifications. (Review "RD 

Approaches") 
 Identify the characteristics of a Fuzzy RD design. (Review "RD Design 

Alternatives and Disadvantages") 
 Apply the manipulation of a running variable. (Review "RD Design Alternatives 

and Disadvantages") 
 

Review of Regression Discontinuity Design 
So to summarize, sometimes access to a program or intervention is determined fully 
or in part by an individual or household characteristic that varies in an essentially 
continuous fashion across the population.  
 
When eligibility changes abruptly, as the cutoff threshold of this so-called running 
variable is crossed, we can use the jump in eligibility as a source of exogenous 
variation in treatment to estimate the program's impact.  
 
If there is full compliance with the eligibility criterion, we have a sharp RD. When there 
is partial noncompliance, we say we have a fuzzy RD. Either way, because we are 
estimating the impact just on those near the cutoff, we need a large sample of people 
in the neighborhood of that threshold.  
 
We can use linear, higher order polynomial, or non-parametric regression techniques 
to estimate the average outcome for those just below the cutoff and for those just 
above it. Using the same regression techniques, we estimate the probabilities of being 
treated, again, for those just below and just above.  
 
If we observe jumps in both variables ∆𝑦 for the change in outcome and ∆𝑝 for the 
change in probability-- then the estimated impact of those whose treatment status 

changes as the threshold is crossed is 𝐼𝑚𝑝𝑎𝑐𝑡 =
∆𝑦

∆𝑝
. This is the local average treatment 

effect, local in two senses of the word.  
 
First, it's about people just near or local to the cutoff. And second, it's about those 
people whose treatment status is different depending on which side of the threshold 
they are located. But it's important to make sure there is no hanky panky going on 
around the cutoff and that the kinds of people on one side are not this discontinuously 
different from those on the other side.  
 
  

https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/cc4b1597c50c4ffea75abe5744c5adab/71e0a52906f8471083654410e9c14e17/1?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40130f250fb3454758963166e253a27a65
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/cc4b1597c50c4ffea75abe5744c5adab/71e0a52906f8471083654410e9c14e17/1?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40130f250fb3454758963166e253a27a65
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/cc4b1597c50c4ffea75abe5744c5adab/71e0a52906f8471083654410e9c14e17/1?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40130f250fb3454758963166e253a27a65
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/cc4b1597c50c4ffea75abe5744c5adab/71e0a52906f8471083654410e9c14e17/1?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40130f250fb3454758963166e253a27a65
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/cc4b1597c50c4ffea75abe5744c5adab/71e0a52906f8471083654410e9c14e17/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40ba11093131bb4591b9c6d700a4685198
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/cc4b1597c50c4ffea75abe5744c5adab/71e0a52906f8471083654410e9c14e17/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40ba11093131bb4591b9c6d700a4685198
https://courses.edx.org/courses/course-v1:GeorgetownX+test1+3T2018/courseware/cc4b1597c50c4ffea75abe5744c5adab/71e0a52906f8471083654410e9c14e17/2?activate_block_id=block-v1%3AGeorgetownX%2Btest1%2B3T2018%2Btype%40vertical%2Bblock%40ba11093131bb4591b9c6d700a4685198
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Knowledge Check 

Complete the following questions to check your knowledge. Read each question 
carefully. 
 
Question 1. True or False 
Suppose that starting in grade 6, students can receive additional tutoring for free. True 
or false: a discontinuity design can be used to evaluate the effect of the tutoring 
program on test scores by comparing kids in 5th grade to kids in 6th grade. Select the 
correct response. 
 True 
 
 False 
 
Question 2. Multiple Answer 
Which of the following variables are continuous? Select all that apply. 

A. The time required to run 100 meters 
 

B. Income 
 

C. Gender 
 

D. The number of times that an individual has been hospitalized in the last 12 
months 

 
Use the following scenario to answer Questions 3-5. 
A researcher is analyzing an intervention in which students who live more than 3 
kilometers from school are given a bike. She wishes to determine the effect of the 
program on school attendance using a regression discontinuity design. She runs two 
linear regressions of school attendance rate, 𝑦, on distance, 𝑑. She first uses data on 

students who live less than 3 kilometers from the school, 𝑦𝑖 = 𝛼0 + 𝛽0𝑑𝑖 + 𝑒𝑝𝑠𝑖, and a 
second among students that live at least three miles from the school, 𝑦𝑖 = 𝛼1 + 𝛽1𝑑𝑖 +
𝑒𝑝𝑠𝑖. 
 
Question 3. True or False 
Suppose that 𝛼0 = 0.7, 𝛽0 = −0.05, 𝛼1 = 0.077, and 𝛽1 = −0.05. 
True or False: The RD estimate of the impact of access to a bicycle on attendance is 
7 percentage points. Select the correct response. 
  True 
 
 False 
 
Question 4. Multiple Choice. 
Suppose that 𝛼0 = 0.7, 𝛽0 = −0.05, 𝛼1 = 0.077, and 𝛽1 = −0.05. 
 
And suppose the researcher runs the following regression: 

𝑦𝑖 = 𝛼 + 𝛽1𝑑𝑖 + 𝛾𝐹𝑎𝑟𝑖 + 𝛿𝑑𝑖 ∗ 𝐹𝑎𝑟𝑖 + 𝑒𝑝𝑠𝑖 
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This regression yields an estimate of 𝛾 = 0.03, with a 95% CI around it of [−0.01,0.07] , 
and an estimate of 𝛿 = 0.05, with a corresponding 95% confidence interval 
of [0.02,0.08]. 
 
The point estimate of the effect of the bike program is using the specification 0.03 , 
instead of 0.07. Can you say with confidence that the program had an effect? Select 
the correct response in continuing with the bike example. 
  Yes 
 
 No 
 
Question 5. True or False 
Suppose the researcher allows the relationship between distance and attendance to 
depend on distance-squared, as well as allowing these relationships to differ on either 
side of the 3 kilometers cut-off. She finds statistically significant effects of distance 
squared, but an insignificant coefficient 𝛾 on the variable 𝐹𝑎𝑟. 
 
True or False: She cannot reject the null hypothesis of no effect of the program. Select 
the correct response in continuing the bike exercise from question 3 and question 4. 
 True 
 
 False 
 
Question 6. Text Input 
For each of the following settings, indicate whether an impact evaluation could be 
conducted using a sharp (S) or fuzzy (F) regression discontinuity design, or neither 
(N). Type in S, F, or N for each statement. Type in the correct letter response. 
1. Individuals with wealth index above a certain level are eligible to apply for a limited 

number of work visas in a neighboring country.  
 

2.  Among refugees who have entered a new country, those with a needs assessment 
score above a certain level are automatically granted asylum, while all others are 
relocated back to their country of origin.  
 

Question 7. Text Input 
For each of the following settings, indicate whether an impact evaluation could be 
conducted using a sharp (S) or fuzzy (F) regression discontinuity design, or neither 
(N). Type in S, F, or N for each statement. Type in the correct letter response. 
1. Students that live over 1 km from school can apply for a free bus pass.  
 
2. Students stop receiving free lunches in the 5th grade.  
 
Use the following scenario to answer Questions 8-10. 
A team of researchers decides to study the effect of math tutoring. They plan to offer 
the tutoring program to everyone who scores below an 60% on a screening test. This 
eligibility rule is known to the students. Having administered the test, as planned, 
tutoring is made available to those who scored less than 60%.  At the end of one term 
of tutoring a follow-up test is administered, and an RD evaluation finds that students 
who had scored just below 60% on the screening test on average scored 10 
percentage points more on the end of semester test than those who had scored just 
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above 60% on the screening test.  On this basis, the researchers conclude that the 
tutoring was effective. 
 
A graduate student looks at each of the screening tests, and observes that some of 
the students who scored less than 60% left half of the questions unanswered, while 
correctly answering the remaining ones.  She also retrieves data on previous tests 
taken by the students (before the tutoring program had been proposed), and finds that 
those who scored just below 60% on the screening test had consistently scored higher 
on the earlier tests than those who scored just above 60% on the screening test. 
 
Question 8. True or False 

True or False: The graduate student should be more careful and not question the 
results of her supervisors. Select the correct response. 
 True 
 
 False 
 
Question 9. True or False 
Select the correct response. Let’s continue with the same scenario. 
True or False: The original assessment of the tutoring program should be 
reconsidered. Select the correct response. Let’s continue with the same scenario. 
 True 
 
 False 
 
Question 10. True or False 
True or False: The original assessment of the tutoring program remains valid, as it is 
an ITT estimate so doesn’t depend on the rate of compliance. Select the correct 
response. Let’s continue with the same scenario. 
 True 
 
 False 
 

STATA EXERCISES 
This tutorial introduces the Stata commands associated with the content in Module 9: 
Regression Discontinuity Designs. 
 
Ozier, O. (2018). The Impact of Secondary Schooling in Kenya: A Regression 
Discontinuity Analysis. Journal of Human Resources, 53(1), 157-188.  
 
Data: The data we use is from a study by Owen Ozier, who uses a regression-
discontinuity design to evaluate the impact of secondary schooling in Kenya (Ozier, 
2018). The data can be downloaded from the course page. 
 
Exercise: As with past tutorials, we caution that we are simplifying the analysis in 
order to illustrate how to accomplish core concepts in Stata. As a result, we may not 
arrive at precisely the same numerical results as published in the paper. If you would 
like to see the complete results, we encourage you to read the full study. 
 

 

 

 

 

 

 

https://www.muse.jhu.edu/article/684446
https://www.muse.jhu.edu/article/684446
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The paper estimates the effect of secondary schooling on future outcomes by 
exploiting a jump in the probability of admission to secondary school as performance 
on a national primary school examination crosses a threshold. We will first examine 
the probability of gaining admission to secondary school on each side of the jump in 
order to test the viability of the RDD design. We will then estimate the effect of 
secondary school on non-verbal reasoning and vocabulary using an RDD design. 
 
Download your Stata exercise files as compressed (zip) file. Open the file 
module_9.md to get started. Begin by importing and describing the data to verify that 
the version you downloaded matches the data used in the tutorial. 
 

Glossary 
Regression discontinuity design (RDD)  
Regression discontinuity design is a nonexperimental evaluation method. It is 
adequate for programs that use a continuous index to rank potential beneficiaries and 
that have a threshold along the index that determines whether potential beneficiaries 
receive the program or not. The cutoff threshold for program eligibility provides a 
dividing point between the treatment and comparison groups.  
Source: Gertler, Paul J., Sebastian Martinez, Patrick Premand, Laura B. Rawlings, 
and Christel MJ Vermeersch. Impact evaluation in practice. The World Bank, 2016.  
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POST-TRAINING EVALUATION FORM 
Please take the survey below to let us know more about your feedback on the course. 
This survey is meant to give the course team a way to enhance future iterations of the 
course. There are several pages to the survey and it should take about 10 minutes to 
complete. Thank you! 
1. Indicate your level of agreement with the following statements about the design 

and organization of the course. 

 Strongly 
Disagree 

Disagree Neither 
Agree nor 
Disagree 

Agree  Strongly 
Agree 

The course 
clearly 
communicated 
important 
information 
about the 
course 
subject. 

     

The course 
clearly 
communicated 
important 
learning 
goals. 

     

The course 
provided clear 
instructions on 
how to 
participate in 
course 
learning 
activities. 

     

The course 
clearly 
communicated 
important due 
dates/time 
frames for 
learning 
activities. 

     

The visual 
design of the 
course 
motivated me 
to explore the 
course 
content. 

     

 
2. Indicate your level of agreement with the following statements about interacting 

with other participants in the course. 
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 Strongly 
Disagree 

Disagree Neither 
Agree 
nor 
Disagree 

Agree Strongly 
Agree 

Not 
Applicable 

Collaborating 
with other 
course 
participants 
via group 
activities gave 
me a sense of 
belonging in 
the course. 

      

I was able to 
form distinct 
impressions 
of some 
course 
participants. 

      

I felt 
comfortable 
participating 
in the course 
discussions. 

      

I felt 
comfortable 
interacting 
with other 
course 
participants. 

      

I felt 
comfortable 
disagreeing 
with other 
course 
participants 
while still 
maintaining a 
sense of trust 

      

I felt that my 
point of view 
was 
acknowledged 
by other 
course 
participants. 
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3. Indicate your level of agreement with the following statements about your learning 
in the course. 

 Strongly 
Disagree 

Disagree Neither 
Agree 
nor 
Disagree 

Agree Strongly 
Agree 

Not 
Applicable 

Knowledge 
Checks 
increased 
my interest 
in course 
issues. 

      

Course 
activities 
increased 
my curiosity 
about the 
topic. 

      

I was 
motivated 
to explore 
content 
related 
questions. 

      

I used a 
number of 
information 
sources 
external to 
the course 
to explore 
problems 
or topics 
posed in 
this course. 

      

Finding 
relevant 
information 
sources 
outside the 
course 
helped me 
to resolve 
content 
related 
questions. 

      

Group 
discussions 
were 
valuable in 
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 Strongly 
Disagree 

Disagree Neither 
Agree 
nor 
Disagree 

Agree Strongly 
Agree 

Not 
Applicable 

helping me 
appreciate 
different 
perspective
s. 

The 
readings 
were 
valuable in 
helping me 
to 
understand 
the course 
contents. 

      

 
4. Please use the space below to share any other feedback you have.  
                    
            
            
            
            
            
             
 

We thank you for your time spent taking this survey. 



 

 


